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Abstract

We analyze: (i) use of virtualization to facilitate fault
injection into non-virtualized systems, and (ii) use of fault
injection to evaluate the dependability of virtualized systems.
With the Xen Virtual Machine Monitor (VMM) as a test case,
for (i), we injected thousands of faults into the code,
memory, and registers of paravirtualized and fully-
virtualized Virtual Machines (VMs) from within the VM and
from the VMM. We describe and resolve challenges related
to the implementation of result logging, page table injection,
and the use of performance counters in VMs. For (ii), we
injected into the VMM, privileged/driver VM, and
unprivileged VMs. We used multiple types of fault injections
in VMs to evaluate the isolation among VMs and
demonstrate the value of fault injection for VMM validation.

1. Introduction

Software-implemented ault injection

(SWIFI) is

catgyories: 1) the virtualization layer between the OS and the
hardware can be used to minimize the modifications to the
system under test, 2)virtualization simplifies the
management of the injection campaign and collection of
results, and 3) virtualization providessadndboxing’ that
isolates the actions of the system under tesweptig it
from harming the host/control environment.

For evaluating complete virtualized systems, the SWIFI
tool must be able to inject faults into the widual VMs as
well as the VMM. Injection into a VM is used not only for
evduating the VM itself It also for testing the isolation
among VMs provided by the VMM and the resiligraf the
VMM to arbitrary faulty behavior of guest VMsThe VMM
and the priileged/driver VM[5] are critical to the operation
of a virtualized system. Hence, characterizing the \ieha
under faults of the VMM and the pileged VM is
particularly important.

This paper presents a systematic analysis of the

commonly used for v@luating and characterizing systeminteractions between SWIFI and system virtualizatidio.

dependability featurd24,9,17,10]. The challenges
implementing SWIFI include: minimizing

in the best of our kneledge, such analysis has not been
the previously presentedAs a test case, we use aqperimental

“intrusion’[4] on the behdor of the system under test duesetup consisting of the X¢5] VMM and VMs running
to the injection mechanisms or the logging of test results, thsux. For evaluating non-virtualized systems, wepdore
need to adapt the injector to fdifent versions of the the potential benefits of virtualization when thault
operating system (OS) of the system under test, aimjection is done from within the system under test and
providing the ability to target individual processes orompare this setup with injection performed from the VMM.
different parts of processes while also providing the abilitye cmpare injection into paravirtualized VMs to injection

to inject faults into appart of the entire system.

Virtualization technology allows multiple ifual

into fully-virtualized VMs. We describe ky dfficulties with
implementing injection due to the virtualization mechanisms

Machines (VMs), each with itsam Operating System (OS), @1d she how these dificulties can be \@rcome. Ve

to run on a single physical machi@2,5]. A software

present results from stressing the isolation properties of the

layer, called a Virtual Machine Monitor (VMM), manages YMM, demonstrating the value of such tests by wedag

the eecution of VMs on the physical hardwre.

bugs in the VMM. We present results from injectingudlts

Virtualization is commonly used for servconsolidation, Nt the VMM and compare them with injection into the

software deelopment and deployment, and system securityinux kemnel.
and dependability research. As the use of virtualization has Brief reviews of SWIFI and system virtualization are

increased, there has been increasing interest in utilizipgesented in Sections 2 and 3, respelsti

virtualization to impree g/stem dependabilityp, 12, 21]. It

is thus important to @ SNIFI tools for evaluating and virtualization.

Section 4
interaction between SWIFI and system
key issues related to the design and

discusses the

characterizing the dependability features of virtualizemnplementation of the UCLAGigan SWIFI tool are

systems.

presented in Sectidh Theexperimental setup is discussed

Even when the goal is tovauate non-virtualized in Section6 and the results are presented in Section

systems, virtualization can be used to
SWIFI[23,25]. This simplification &lls into three &y

Simp”fﬁelated work is discussed in Section 8.



2. Software-Implemented System Fault I njection A critical functionality of the VMM is to isolate VMs

The implementation and degiment of SWIFI consists from each other so thaf[ ac_tivities_ in one VM canntfxec_mf
of three main components: fechanisms for triggering and another VM21]. Isolation is maintained by controlling
performing injections, 2) mechanisms for logging systerdccesses to shared haede resources such as CPU,
events and application outputs used to analyze the impact™Bgmory and I/O deices. Maintainingorrect control of the
injections, and 3) mechanisms for running injectiof’moOry resources is challenging since valid memory

campaigns, such as restarting a failed system under tesf@pPings for each VM must be maintained angrye
that the campaign can proceed. memory mapping update through the page tables must be

validated to mak sure no VMs can ha acess to other

A fault injection can be triggered by breakpoints %M’sorVMM’smemory regions

various hardware counters, such as CRdes, instructions

retired, cache misses, . Injection tamgets include 4. Fault Injection and Virtualization

registers and memory of inddual processes, the kernel, or i ) ) ) )
the system as a whole. This section describes Wwothe implementation and

T aI . fault iniecti | deployment of SWIFI interacts with virtualization.It
0 evauate a system using fault injection, 10g§,q),qes design choices and tradeoffgarding hav, for

containing the parameters of the injection as well as t %luating non-virtualized systems, the simighftions

outcomes from th? benchmarks and eror messages fr_om(mﬂined in Sectiorl impact the components of SWIFI

OS must be s&d in a “safe” place Wh_ere the information eplyyment (Sectior?). While there are &y alvantages to

CaT‘”Ot be corrupted.The chgllenge IS to_generate an sing virtualization to implement SWIFI, there are also some

reliably collect these logs without perturbing the norm on-trivial challenges that are outlined. The SWIFI

operation of the system andesling the injection results. mechanisms needed and challengeed when the goal is to
System fault injection campaigns require the ability tevduatevirtualized systems are also presented.

automate the fault injection process, collect log files, and

refresh the target system stgt8]. The most dificult step 4.1. Virtualization Facilitating SWIFI

to automate is the reboot of the system on a crash or hangWhen the goal is toveluate a non-virtualized system,

and restore the system image to a clean state before runpjng system under test is run in a VMhe mechanism to
the nat injection. Tools such as Kdump[l4] and ;o e and inject faults can be run within the VM, as it does
LKCD [29] help automate kemnel crash logging and reboot. o, injection is done without using virtualization
SWIFlIs are typically implemented in @&ikel module so (Section 2). An alternatve is to tigger and perform the
that access to pleged system state is alled. Asa kernel injection from the VMM. Figure 1 shwss the basic setup of
module, information about all user processes and critidajection in a VM, illustrating a modéd VM for
kernel data structures arevalable and can be used forimplementing injection from within the VM, an unmadédi
targeted fault injectionIn addition, hardware resources such/M that can be injected into from the VMM, a VMM that
as debug registers and performance counter mechanismsigsports injection and a pileged VM that controls the

be used to trigger fault injection. campaign.
. e Privileged VM1 VM2
3. System Virtualization Control VM Injection within VM Injection from VMM

There are tw types of virtual machines: paigualized Cammertan U User
(PV [22]) and fully-virtualized (FV]11]. Thekey difference g

between the tev is that PV VMs are ware that thg are

GuestOS

running within a virtual system while FV VMs are n&@V GuestoS (Paravirtualized/ GuestOS

VMs are modified (pasdrtualized) to incorporate this (FulyHisatzed)

knowledge and the moddation must be carriedver to Faut || Comm. ot || comm.

never generations of the eknel. Dedicatedhardware inierioce || backend iector || goricns

mechanisms are required to support FV \[RF. While

hardware support for virtualization is becoming Fault Injector (VMM)

common [27],a PV VM is dill needed to ser as a pecial [ Hang/Crash detector | Virtualization extension |

Privileged VM that interacts with the VMM and manages the Virtual Machine Monitor (VMM)

entire virtualized systemThe Prvileged VM is also used to

access shared devices on behalf of the \MMirthermore, Figure 1: Fault injection in a virtualized system

PV VMs can be made to run on hardware that is not fully . . o
virtualizable and can be morefiefent since prileged  There are manoptions for implementing injection from
operations can be batched [2]. inside a VM. These are essentially the same options as for

implementing injection in a non-virtualized system running



on a bare machirjg¢7, 24]. The most common approach thatoperations such as cogpg complete disk images across the
minimizes @werhead and maximizes flexibility wolves the network before gery experiment. Vith virtualization, the
use of dedicatedeknel modules and taking advantage ofystem under test operates from disk images and it is simple
hardware performance/debug gisters [9]. This requires and fst to start with a me disk image gery time. The
detailed knowledge of the OS and portindoeffor each ability to restart a VM from a checkpoint can be used to
target OS and\en for different kernel versions of the samespeed up testing by skippingen the system boot delay for
OS. for example, when we ported our fault injectieriel evey experiment[25]. With virtualization, using softare
module from version 2.4 of the Linux kernel to version 2.@yithout ary non-standard hardware \ees, it is easy to
we found that significant effort was required due tdetect crashes and hangs of the system under test, force a
differences in the details of Wwointerrupt handlers are cleanup of the previous experiment and restart & ne
managed. Othe other hand, with virtualization there is theexperiment.
option of performing the injection from the VMM in an OS-
agnostic &shion. Br example, injection into registers and4.2. Implementation Challenges
memory of a VM can be done withoutyamodifications to As discussed alve, there are clear advantages to using
the kernel running in the VM. Injection to tfent \iryalization for fault injection into non-virtualized systems.
operating systems can thus be done withoytkaowledge However, there are also sigiiant challenges. These
of the internal structures of the operating systems agfajienges fall into four main caeries: 1)the need to
without ary porting effort. accurately emulate errors that conflict with VMM
Without the use of virtualization, logging systewergs mechanisms designed to protect the system from
and application outputs typically requires a connection to“anisbehaving’V Ms, 2) the need tovaid compromising the
different physical systemver a network and/or a direct security of the VMM and other VMs in the systemtt8)
connection to an I/O device (e.g., a disk) where results areed to ‘virtualize” hardware performance/debuggisters
written. This can impact the injection results — forused for injection and measurements, and 4)the need in
example, use of the kernel for logging test information casome campaigns to target specific processes or parts of
actually cause a system crash that would neg ltherwise processes in the system.

happened. Furthermoreyith some mechanisms, such as The VMM is designed to prent a ‘misbehaving’ VM
logging to a local disk, the faulty system may actualljfom harming the VMM or other VMs.This is often
corrupt the log, making further analysis impossiblgeferred to as performance isolat[a8] and fault isolation.
Virtualization creates an opportunity to implement lightrhe mechanisms used to enforce isolation often eriak
weight mechanisms for logging information_from the ;yster&fﬁcu“ for errors caused byadilt injection in VMs to
under test to another VM on the sameygital machine. accyrately emulate errors caused by correspondinigsfon
Such mechanisms minimize the probability that the 1099iNg xre machine For example, in order to preseusolation,
process itself changes the beba of the system (intrusion). ihe VMM must preent the VM from accessing the memory
The isolation (sandboxing) among VMs provided by the f gther VMs or of the VMM itself. This is typically done
VMM protects the logging results. by preventing the VM from directly modifying the page
Virtualization also facilitates diagnosing the impact ofable used by the haréwe. Whenthe VM attempts to
faults on the system under teskor example, from the change a page table, the VMM magpist(ialized) the change
VMM it is easy to determine whether the VM kernel iso that the proper functionality is pided without
continuing to perform context switches among processesdompromising the integrity of other VMsSimilarly, if
the VM, and thus prade more information than that thememory fult injection hits page tables of the VM, the
system has simply ceased to function/respoMihile effects of the injection must bértualized in the sense that
similar diagnosis is possible with a non-virtualized systethe possible consequences (errors) must correspond to what
running on a bare machine [28], without virtualization thean happen in a non-virtualized system running on a bare
diagnosis mechanism itself and the results of the diagnosisachine. Br example, a fault that fatts the page frame
are vulnerable to corruption. number stored in a page table of the VM, should be able to
Running fault injection campaigns often valves Cause future accesses in that VM to map teifit pages of

repeating experiments thousands of times in order to obtd}¢ VM or to nonexistent pagesytbnot to pages of other
statistically significant results. Each experiment require§Ms or the VMM. When the goal is tovauate non-
starting with a pristine system, ufedfted by ap prior virtualized systems, it is not meaningful _for a ff_:lult in the
faults. It also requires the ability to continue running the/M to affect other VMs or the VMM. Details of this for our
experiment after the system under test crashes or hanlgSt case is discussed in Section 5.

Without virtualization, accomplishing these tasks is quite The challenges to accurate emulation of errors described
comple« — for example, it may require a hardwe aboe ae tightly coupled with the need tovad
mechanism to reset a system that hangs or time-consumaognpromising the security of the VMM and other VM&s



a practical matterin order to run fault injection campaigns,4.3. Evaluating Virtualized Systems
the stability of the host system must be maintainéten As outlined in Section 1, in order twaluate complete

the goal is to eduate non-virtualized systems, allmg the i jalized systems the SWIFI tool must be able to inject
fault in the VM under test to corrupt other VMs or the VMMintg the individual VMs as well as the VMM. Injection into
can compromise thexperiment. Wheninjection is done jngivigual VMs is useful for ealuating the extent to which
from within a VM, with a properly designed VMM, the yhe VM protects itself from arbitrary behavior of VMs as
injection cannot harm the_ V|r_tual_|zed system hosting thga as for gauating mechanisms implemented by the
injection. Havever, when injection is done from the VMM, y\u to tolerate VM filures [6, 12, 21].Injection into the
there is no such protection. An example of this is memotywm or into a priileged/drver VM (e.g., DomO in

injection. Ifa VMM-based injector randomly modifies an xen[s)) is useful for understanding the impact of faults on
page that is part of the memory of the VM, it may modify @,ase critical components.

page table entrythus allaving the VM to later access The di ion in th . b .
memory that belongs to other VMs or to the VMMhis ef r:scgssmn mlt ed previous dveu set\:/t;\zns_ cmrj
could be the case in a paravirtualized system, where the pgg?;t of the Issues related to injection into § In order to

tables used by the VM are readable but not writable by t uate_the i_so_lation properties O.f the V.MM as well ag an
VM. mechanisms it includes for tolerating Vilfires. Havever,

there are some fault injections to widual VM that are
relevant here ot are not releant when the goal is simply to
evduate non-virtualized system. Thesevhab do with
interactions between VMs and the VMM that are specific to

In order to &oid the security problems described efo
the injector needs to bevare of the semantics of sengéi
structures that are targets of injectio8pecifically if the
injection is into a page table, a “random bit fliplay hae  \jyalized systems. Two key examples are elicit
to bevirtualized by making sure that arp_ossmle eITor IS synchronous callshgpercallg[5]) from paravirtualized VMs
properly mapped to affect only the behavior of the VM undg§ tne VMM and access to “I/O pageshat correspond to

test. Otherwisesuch faults can potentially crash the host,ccesses to device controllers in a non-virtualized systems.

Details of this for our test case are discussed in Section 5. . .
Hypercalls provide a ay for a VM to mak eplicit

Commercial processors include registers dedicated {,ests from the VMM in the same way that system calls
performance_‘ﬂaluanon a_md d_ethlgglng. _I%lult injectors often provide a way for normal processes to makquests from
use these gasters for triggering injection — for example, ayn Os lernel.” Afaulty or malicious VM can makabitrary
breakpoint in the code or some number of elapgelt®[9].  pypercalls to the VMM and it is the responsibility of the
These registers may also be used for measurements —\{Rkm to ensure that it is not damaged by these cdllsere
example, measuring the number of clock cycles between thes peenyensie prior work on testing the resiliepof OS
injection of a fault and its manifestation as a system craglyynels by perturbing system call paramefgg9]. A

Corventional VMMs  currently do not virtualize thesegyyr| ool for evaluating VMMs must be able to similarly
registers, i.e., there is a single set of registers ang thﬁerturb hypercall parameters.
measure all activity on the host. In order to use these

registers for injection into a particular VM, the VMM must
save and restore them avery exit from or entry to the VM.

Access to “I/O page¥’is a second gample of VM-
specifc injection that is not directly relant when the goal

o ) ) ) ) is to evaluate non-virtualized systems (unless thaation
Fault injection campaigns oftenvolve @geting Specit  ncludes faulty hardware in the device controlldn).a non-

processes or parts of processes (e.g., the stack Segme_nv_irﬂ%lized system, device dgrs in the kernel may
well as specific parts of the ke_rr_1e| _address space. Thisys\q/write from addresses that are mapped tuicele
relatively easy to do when the injection is performed fromonirollers. Vith a fully-virtualized VM, the same addresses
inside the VM. However, & dscussed abe, injection from 516 mapped such that accesses cause traps to handlers in the
inside the VM has significant disaaivtages. Inorder 10 \/\M that emulate the behavior of the device with respect to
perform tageted injection from the VMM, the injector mustihe /M and may cause the appropriate operations on host
posses detailed knowledge of the internal data structures gagices to be performed. If injection is performed from
internal operation of the kernel running in the VM. Hence, {ithin the VM. this setup does not causg gmoblems —

is unlikely that implementing such targeted injection frorye pehavior of the real system will be correctly emulated.
the VMM is a good choice. Thus, while injection into th&yjth injection performed from the VMM, this scenario
entire VM is best performed from the VMM, g@ted requires additional modiations. In particular injections
injection should still be done with traditional injectors withinig the VVMs address space that map to such I/O pages must

the VM, enhanced by logging and campaign managemei igentified by the injector and mapped teozations of
features provided by the virtualized host. the appropriate handlers in the VMM.

Fault injection into the VMM itself as well as into the
privileged or drver VM suffer from the difi culties described



earlier in this section with respect to injection into noneontiguous. Ira virtualized system, hwever, machine page
virtualized systems running on bare physical machines. frames assigned to a VM are not necessarily contiguous in
particular there are dffculties with logging of xperimental the host pisical memory Hence, another W& of mapping
results and managing injection campaigns. As discussedisrused. The VM maps its virtual pages to contiguguest
Subsection 4.1some of these ditulties can be handled by page frames and uses this mapping in its memory
using virtualization. This requires running the VMM under management operation®age table management operations
test inside a VM running on a host VMMVith hardware require translating the guest frame numbers (GFNs) to
support for virtualizatiof27] it is possible to run an machine frame numbers (MFNs)With PV VMs, this is
unmodifed VMM in a fully-virtualized VM. Unfortunately, done using the GtoM mapping. FV VMs rely on shaithg,

the current hardware support does notvallioe guest VMM  which transparently maps GFNs to MFNs.

to run fully-virtualized VMs. Thus, the use of a host VMM 1he main issue when injecting into a page table page is

to facilitate the ealuation using SWIFI of a guest VMM is hqw to reflect changes made to the \AWiew of the page
restricted to the case where the guest VMM is running onfypje 1o the actual page table while maintaining correctness

paravirtualized VMs. in terms of isolation andverall system stability A page
) ) table entry contains a page frame number (PFN) and a
5. Implementation Details control bit feld. Focusing on PFNs, the folldng
This section describes the implementation of criticgdaragraphs discuss each issue in turn for PV and FV VMs.
components of our fault injectorfocusing on &y With a PV VM, directly modifying the PFN in a guarded
implementation challenges outlined in Section 4. page table entry does not reflect the behavior thaildv
o o occur on a bare machine. This is because the PFNs that are
5.1. Page TableInjection Fidelity installed in the page tables represent the fiogéw of

Implementing memory alult injection in a virtualized memory and not the VMS$ view of memory Hence, it is
system is challenging due to theistence of page and possible that an injection into the PFN may result in\a ne
descriptor tables used by the processor to accegssicah PFN that belongs to a different VMTo replicate the
memory A random fault can occur anywhere in memorpehaior that would occur on a bare machine, the injector
including into areas containing page and descriptor tablesust first map the target PFN into a GFN, which represents
Hence, the fault injector must be able to emulate errors thlae VM's view of its memory layout. The injection is done
occur on a bare machine, but guarantee that the errbysmodifying the GFN, corerting the modified GFN back
injected can only affect the target VM and not the entiiato an MFN, and then installing the modified GFN in the
system. Incorrectlyimplementing memory injection can VM'’s page table.

erroneously gie a W access to the VMM or aother Reflecting the injection when the shadpaging mode is
VM's memory area.We focus the follaving discussion on ;seq is conceptually similar to the guarded page tables.
page tables as the solution for descriptor tables is similar. Injecting into the PFN must be done from the perspecfi
The VMM virtualizes memory by controlling accesses tthe VM’s memory layout before reflecting the injection into

the VM’s page tables. Some recent CPUs provide specidile shade page table. Xen already has a shaghage table
support for memory mapping in virtualized syst¢Bl]s management mechanism to safely and correctly reflect
However, most current CPUs do not provide such suppodhanges by a VM to the VId'page table to the shagigage

and require special software mechanisms for implementitaple. Thismechanism is re-used to reflect the changes
paging for VMs. For PV VMs, the VM accesses the actuaimade by fault injection into the guest page table to the
page table used by the process®he VM can read this shadav page table.

page table normally but can update it only through the correctness and system stability when performing page
VMM, using hypercalls. V@ refer to such page tables asgple injection is maintained by ensuring that the resulting
guarded page tables. The PV VM maintains a second table,ppN obtained after fault injection will notvgi the VM
henceforth called théStoM table, that mapsguest page  access to memory that belongs to another VM or the VMM.
frames to machine page frames. With full virtualization, Fo \vMs that use the guarded page tables, these safety
there are tw page tables for each VM. The FV VM cnecks must be implemented as part of the injecks
accesses guest page table but the actual page mapping isyentioned abee, for VMs that use shaslo paging mode,

performed using thehadow page table, which is maintained o injector can leerage the shadwpage table management
by the VMM. We rote that while PV VMs can also useqqqe of Xen to perform the validation.

shadev page tables for page-table virtualization, this is not

the standard supported paging mode used for PV VMs in On a bare machine,_a bit flip in the page table may map a
Xen, our test platform. virtual page to a non-existentysdical page. These cases can

_ ) be emulated by using a page frame number that is also
In a real machine, thevalable page frames are g side the physical memory range of the host.



There are additional scenarios where injectangt$ into 5.3. Tickstampsand Performance Counters

page tables or page directories can leadatdt fisolation In order to measure crash latgnwe wse the tickstamp
violation. Figure2 depicts these scenarios. In scen#j@n  ang performance countergisters. Thereare dificulties
injection into a page table entry that once contained en trying to measure aati CPU cycles inside both PV
writable mapping to a data page can change it to map Q& Fv VMs. In PV VMs, reading the tickstamp to
page table page, thus giving the VM writable permissions {gcy|ate elapsed CPU cycles will also include teeation
that page table. This can potentially@ihe VM access 10 time of the VMM unless the tickstamps are virtualized.
ary page in the systemm’memory ScenarioB depicts the |nstead we use performance counters to count GRgS:
case where an entry in a page directory is injected into 8 5 pPv VM when measuring crash latgnsince the
that it nav points to a normal data pag&his data page will performance counters can be set to count non-VMM ring
now act as page table and random data in that page Wil Ngeyels. For FV VMs, Xen virtualizes tickstamps only to
be interpreted as mappings to arbitrary pages in menory maintain consisteryowith the rate of timer interrupt deéry.
fully resohe these problems, a shadenust be kept of the gince timer interrupt defery in Xen is not necessarily
injected page. All writes to this shaded page will be ,onortional to VM running time, tickstamps can not
intercepted by Xen to do appropriate emulation Ofccyrately measure FV clockyates. T achieve Hgher
redirection. V& pan to implement this in future work. fidelity tickstamp measurements, we implemented a separate
Besides the page frame number field, each bit in thiekstamp virtualization mechanism in Xen by accumulating
control bit feld of a page table entry must be examined tihe differences between VM entry and exit times.

male sure no isolation issuesist. For example, on x86, the  performance counters (PMCs) are also used to trigger
global page and super page bits cannot be safely injeciggt injections. We \irtualized the PMCs by having Xen
into since thg can affect the behavior of the VMM itself. s5¢/restore the PMC registers and the associated control and
We fave yet to implement support for injecting into alleyet-selector registers across VM coxitewitch, to preide

control bits of a page table entryVe have implemented e v\ and their krnel-level fault injectors the functionality
page table injection to the PFN and read/write control bits. ¢ 5 pare hardware.

Page Table PageTable 2 6. Experimental Setup

Our fault injection campaigns yielded three classes of
results: (1) characterization of non-virtualized systems under
faults (using virtualized systems), (2)valuation of
performance andafilt isolation among VMs and between a
VM and the VMM when one of the VMs is subjected to

Page Table faults, and (3) ealuation of the VMM and the prileged
A B VM under faults. It should be noted that the results
presented in this paper are only intended to highlight the

Figure 2: Page table injection scenarios violating sefuiness of our toolWe dan to do a more thorough
fault isolation. Star meansverwritten mapping. evduation in future work.

Data Page

Page Descriptor Page Descriptor

Faults were injected into the code, memayd registers
5.2. Loggingin a Virtualized System of PV and FV VMs from both aetnel-level SWIFI and a

Our fault injector includes a light-weight,ueoverhead VMM-level SWIFI. The impact on the injected VM were
logging mechanismsCpmm Driver), implemented using recqrded, yleldlng_CIaSIS res_ults. Furthe_zr_mor_do a/aluat_e
shared memory between VM®Ve uilize Xen's slit driver the impact of logging techniques aawft injection analysis,
API to construct the Comm Dnér frontend and baeind. W€ compared a typical logging setup consisting of the
The backend is placed in the \iieged VM while the ne_tV\ork, ﬁlesystem,_ and serial ponsole with our Comm
frontend is placed in the target VM, either PV or. Bgfore  Driver. These experiments also yielded some Clamsults
a fault injection run, the frontend uses the grant tabfe €vauation of the impact of faults in a VM on the VMM.
mechanism of Xen to set up shared pages with theehdck Additional Clas22 results were obtained by running and
During an injection run, logs are generated directly into tHBONitoring & ‘control” VM with an 1/O-intensie
shared memory instead of through thesfystem or netark benchmark while injecting faults intgypercall arguments of
which can be intruse. This has the added benefit ofanother VM orin a £parate experiment, injecting faults into
capturing logs as tiyeare being generated and immediately€ kernel code of the other VMzor Class 3results, &ults
storing them into a reliable place, withouvimg to rely on a Were injected into the code, memoend registers of the
possibly faulty target VM to store the logs. VMM and into the registers of the privilegedidyi VM.

We wsed Xen 3.1.0 and ran Linux 2.6.18 for all our VMs



on Intel x86 machinesFor Class 1 and 3 results, we ran a .

subset of programs in UnixBendj as our benchmark in 90% |
. . - . . . o | D Not

the target VM with minor modifications to impe logging E;gj ] Manifested
and filure detection. The selected programs were chosen gy, | i 'correct

. . . . o Results
for their ability to stress the Linuxeknel. Inexperiments igi 1
for Class 2 results, there was a target VM and control VM. 30% | B creen
The taget VM benchmark ran UnixBench. The control VM 20% A [ Hang
ran a filesystem and network stressing benchmark. 1gﬁ ]

A single injection run consisted of: restoring the VM EIP  ESPEFL  EAX Kemel Code

filesystem, launching the VM, running the benchmark, Figure 3: Falure distribution - register and code
injecting a single dult, collecting logs, and destroying the using VMM-level injector into FV VM.
VM. The privileged VM controlled the &dult injection

experiments. e B

The outcome of each injectiorperiment was classifd so% - | Bl GeneralPrat
as either a crash, a hang, an incorrect result, or not ;g; T P B ||| mvaioPageReq
manifested. Acrash occurs when the obsedvcomponent 50% 1| | W mvaiidop
of a system explicitly dies or stopsoking. Hangoccurs a0% _
when the obserd component of a system stops responding 3%+ — —{ —{ [ | L] Nueointer
with no explicit report of a crash. An incorrect result occurs fgi 0101017
when the logs from the benchmark are corrupted or missing. o ‘ ‘ ‘
Not manifested means no errors were observed. EP  ESP  EAX Kemel Code

We dso measured the crash latgnwhich is the time  Figure 4: Crash distribution - gister and code using
between the injectedadilt and system crash, not including VMM-level injector into FV VM.

the time to recute the krnels aash handler In addition,
we recorded the cause of system crash, such as a null pointé/able 1. Crash lateng - regster and code using

dereference or general protectioault. This information VMM-level injector into FV VM. Shaws the crash
along with the failure distribution was used to characterize  lateny percentage within an intea, For example:
the behavior of the system under fault. EIP - 55% crash between 5H-1K cycles.

Our fault model is a single-bit flip. Breakpoints were
used to trigger code injection. Memory andgister
injections were triggered after some random number of EIP  |19% 55% 119% 3% 3% 0% 1p6 0% 3% 5% Q%
kernel or VMM instructions.For code injection, we prdéd ESP | 21% 319% 16% 2% 3% 8% 7% 4b 2% 2% 3%
the lernel running the benchmark to collect the most] gax  [40%|30% 10% 4% 6% 49 4% 19% 1% 1% 1%
frequently used functions and selected their instructions a
injection tagets[15]. The same was done to select
instructions for VMM code injection. 7. Resultsand Evaluation

5H | 1K | 2K |3K | 10K [100K |1M |10M |100M | 1B |>1B

~?(ernel Code 11% 44% 19% 3P 4% 4% 6% 3% 20 2% B%

Memory injection tageted a random memory location of7.1. Evaluating Non-virtualized Systems

a VM or VMM. Register injection targeted the general e found that the results from fault injection were
purpose, stack, instruction pointeend system flags gimjjar reyadless of whether we used arkel-lael or
registers. & anly report results for a single general purposgymv-leve injector and rgardless of whether the targets/
register as we bund \ery similar results from injection into 5 pyv vM or an FV VM Gee belw regading differences
different general purpose gieters. V@ have not yet pepveen injection to a PV VM vs. an FV VM when the
experimented with injection into other systengisgers, such et was the stack pointergister). Hencein this section
as the control registers, gggent selectors, descriptor table,,q only shev and discuss results for VMMyel fault
registers, and model-specific gisters. Whilewe do not jniection into FV VMs. Random injection into plsical
anticipate major problems with such injection for F\Q&is, memory of a VM resulted in only 1% failures, which is
with PV targets injecting into these registers cdecafthe nsistent with results from [23]. Hence, we do not ygeha

entire (host) system.For example, injecting into the gyficient results from memory injection for meaningful
Protection Enable bit in the CRO register whichjaiailed analysis.

disables/enables protected mode cdrcafthe behavior of

the VMM itself. Figure 3 shows the failure disttition with a VMM-level

fault injector injecting into the registers (120Gauft
injections per rgister) and code segment (30,000 injections)



of an FV VM. Figure 4 and Table 1 shdhe crash cause were recwered by the virtual serial console than with the

and lateng distribution, respectiely. We do rot include Comm Drver, leading to misclassdation of the outcomes

EFLAGS (EFL) in the crash analysis since the number bl our analysis scripts. This is due to the lower coritle

crashes for EFL is too small fovatuation. Thekey results of the Comm Dwer, which made it less likely to be

are as follows: corrupted than the virtual serial consoleveri These

. ESP (stack pointer register) injections with a PV VvMEXPeriments demonstrate the need fow-latrusive logging
cause more crashes than ESP injections with an Fv Vi COMpI& logging techniques canelk injection results.
(95% vs. 70%) since Xen tek a more actée ole in the
operations of PV VMs. Xen performs checks &oify the
consisteng of the PV VM state, and if these checkdl,f As part of an edluation of the resiliencof the VMM, it
Xen proactiely crashes the VM. is important to determine whether faults in one VM can

« The failure distribution, crash latenend crash causes for Significantly degrade the performance of another Vilis
code injection are comparable to [15,16], whic/gVE more important to determine whether faults in one VM

performed similar fault injection xperiments on bare &8N cause a nomdlty VM or the VMM to behee
machines. Therare minor diferences which could be incorrectly As dscussed in Sectiod, we injected dults
attributed to our experimental setup using a 2eBnkl into one VM and observed the impact on the VMM and a
instead of 2.4. This at least shows that the results f6pPNtrol VM.
kernel code injection using a virtualized system are Although our experiments were by no meaxisagistve,
comparable to those on a bare machine. we discoered two cases where simply injecting faults into a
Other Linux kernel injection results are: VM caused the VMM to dil. In the first case, gister
injection corrupted an /O state flag used and accessible by
the FV VM and Xen for /O emulation. The fault caused
* EFL has mawy unused bits which can explain the highxen to crash due to auf in the way Xers VM crash code

7.3. Performance and Fault | solation

» Faults in EIP and ESP are very likely to lead to crashes.

percentage of non-manifested outcome. interacts with bad VM 1/O requests/replies. In the second
« The major reason for crashes caused by register and c6@ge, @ corrupted instruction pointer in the kernel of a FV
injection is illeyd memory access. VM caused a rexecution of the CPU initialization code

used during VM boot. In this code the Adanced

Programmable Interrupt Controllewhich is virtualized by

%?en, sends an IntdProcessor Interrupt to initialize all

Virtual CPUs (VCPUS) including the sender VCPUThis

* Other _crash causes such asvidB-by-zero or iret resulted in the current VCPU trying to reinitialize itself,
exception are rare. which the code in Xen does not handle correctysing a

+ Crashes for EAX and EIP occur within 2K cycles a®ang of the VMM.

opposed to the ESP gister which depends on the The two fault isolation violations described ateo

frequeng of stack access. demonstrate the importance of being able to systematically
+ Code injection cause the most crashes within 1K-2Rvduate the resiliencof a vrtualized system using aatilt

cycles. Casesvhere lateng is much longer than 2K injector.

might be attrilted to changing, for example, the branch  as discussed in Sectid) we ran some experiments with

condition of the instruction which might not cause apgth a target VM, into which faults were injected, and a

» High percentage of @lidOp crashes for EAX could be
assertion violations. Assertions are implemented with
invalid opcode instruction in the Linux kernel.

immediate crash. control VM. In one set of experiments we performed 30,000
_ _ kernel code injections into the gt VM while the control
7.2. Impact of L ogging M echanism VM executed an Apache saw For each request, the web

We evaluated the déct of logging eerhead on the sener performed an RSA encryption of a static web page
fidelity of the injection resultsWe ran two experiments: one and then deliered in its response an MD5 checksum of the
using the Comm Dver for logging results from the get encrypted pageln a second set of experiments, we injected
VM, and another using a virtual serial console axigreal random single bit flips into randonypercall arguments of
filesystem image for logging resultdn both cases we the target VM. In this case, the control VMeeuted a
injected into registers in FV VMs. program that stressed the file system by reading igelar

We found that while thedflure outcomes shwo similar chunl§s of ‘ia‘ha_ and _V\_/m"_]g them bade O?m eachd
numbers for incorrect results and not-manifested, the Con@gperlment of this set, injection commenced ater a random

Driver reported a significantly greater percentage of crash ration starting from —experiment initiationinjection

70% vs 50% and smaller percentage of hangs 25% vs 42%‘“””80[ until the tget VM either crashet_j or hangeWe .
for the ESP rgister We cetermined that fewer crash |ogsperformed tens of thousands of hypercall injections, focusing



on the ten most-used hypercalls in Xen. fully understand the behavior of the Xen VMM under faults.

Results from both sets okgeriments described ab®
did not shev any performance dgradation in the control 8 Related Work
VMs despite faults being injected into theger VM. In There is &tensie prior work on softvare-implemented
addition, &en with such a high rate of injection into fault injection[10, 17]. Fault injection into the Linux &rnel
hypercalls, we did not find gnmajor errors in the VMM. is discussed in some detail in [16, 18]. However, there is
However, we dd discover a minor bug in Xen actiated only relatively little prior work focused on using virtualization for
when asserts are enableth the do_iret hypercall, Xen fault injection or injecting into virtualized systems.

updates a ne value for the seed guest code sgment Starting in 2001, a sequence of related papers proposed

register from the guest stack prior to verifying i@ligity.  anqg expanded on the use of VMs to facilitate low-casttf

When asserts are enabled, Xen sees that isofiéhe guest jniaction for ealuating non-virtualized systemsfZ3, 8, 20].

state is corrupted and crashes itsefor this set of Thege papers discussed the design, implementation, and use

experiments, the VMM does a good job at isolating thgs 4 hardware emulator to run a VM into whichults

faulty VM from affecting the performance of the other VMS-targeting devices, CPU registers, and memory can be

o o injected. Benefs of using virtualization fordult injection

7.4. VMM and Privileged VM Injection such as the ease of automation, and reduced intrusion and
The taget system in these experiments was a dual-CRiterference of the fault injector on the target system are also

FV VM running an ‘inner” instance of the Xen VMMIn presented. Hoever, these papers did not discuss the

other words, we ran Xen on top of Xemhe ‘inner” Xen challenges of accurately emulating errors in page tables and

executed tvwo dngle-CPU PV VMs each running UnixBench.system control registers when performiraglf injection in

The privileged VM (Dom0) running on thénner” Xen ran virtualized systemsThey also did not analyze the impact of

a looper program to ensure VM scheduling codes Wweing the logging mechanisms on the fidelity of the injection

exeacised in the taet VM (“inner” Xen). We wsed the results nor the use of virtualization tcflitate lav intrusion

VMM-level fault injector located in theinner” Xen to logging. Furthermorethese papers did not discuss the

inject faults into the‘inner” X en's mde and memory areastradeofs among the diérent fault injector comjurations

as well as into thelihner” Xen's DomO0’s regsters. When possible in a virtualized system.

injecting into the ‘inner” Xen's regsters, we used aafilt Subkraut, et al. discussed the bésebf using &st
injector located in the “outerhost Xen. snapshot and rollback mechanisms in VMs to decrease the

100% - time to perform a single fault injection run wheraleating

zg; ] the robustness of software AP28]. Swift, et al., used VMs

70 | [ Not Manifested to facilitate fault injection automation and to speedapltf

60% 7 Il Incorrect Resuitts injection experiments for veluating OS reliability26].

o Bl Crasn These papers did not focus on the challenges of

gg; 1 [ Hang implementing fault injection in virtualized systems.

10% - The efectiveness of dilerent VMMs in praiding

0% -

performance isolation between multiple hosted VMs is
analyzed by Matthews, et al.[ttB]. They did not use &ult
injection to &aluate the performance and fault isolation
between VMs and the VMM.

EIP ESP EFL EAX VMM Code

Figure 5: Xen register and code injection.

Figure 5 shows the results frowtt injection into Xers
cpdg al_"nd r@isters._ Acomparison_b_etvv_een )_(em’failur(_a 9. Conclusions and Euture Work
distribution for register and code injection with the Linux ] ] )
kernel shov similarities, despite Xen being less comple ~ This paper explored the interaction betweesultf
We o not shav the details of the VMM memory injection injection ar_1d V|rtual|zat|pn: using virtualization tacillt_ate
because our random memory injection experimenige hathe @auation of non-virtualized systems and dejiiy
yielded only a small percentage of failures, 2¥he filure SWIFI as a method for veluating the resilient of
distribution of register injection into the ‘ihner” Xen's Virtualized systemsWe wed our VMM-leel and kernel-
DomO shev 18% incorrect results and 82% not-manifested€ve injectors to inject faults into PV and FV VMs, the
The incorrect results for Dom0 is much higher than oth&fvileged VM, and the VMM itself. Key results and
injection experiments since tmting Dom0 can cause conclu§|0ns include: (1) mechanisms for Iogglng injection
drivers to &il and cause the benchmark to be unable to IG§MPaign outcomes may affect the results and virtualization
injection results. Crashes and hangs are at 0% because ffilitates lav intrusion, lov overhead logging; (2Jault
this experiment, we are only interested in Xebthavior Injection into VMs from lernel-level and VMM:-level yield
when Domo is dulted. Furtherinvestigation is needed to Similar results; (3) due to (2) abg kernel-level injectors are
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needed only for injections that ¢t specific VM lernel

internals; (4) outcomes from injection to the stack pointéi-

Technology’ Intel Technology Journal 10(3) (2006).
J.R. Douceur and J. hieell, “Replicated Virtual Machines,

demonstrate that with PV VM injection there is greatefechnical Report MSR  TR-2005-119, Microsoft ~Research
opportunity for undesirable impact of the VMM on thdSeptember 2005).

results than with FV VM injection; (8rror isolation testing c
of the VMM is important, as our results demonstrateOmp

multiple violations in the Xen VMM; and (&yhen the goal

13. J.-C.Fabre et al., ‘Assessment of COTS Microkernels by
ault Injection; Seventh IFIP Working Conference on Dependable
uting for Critical Applications, pp. 25-44 (January 1999).

14. V. Goyal et al., “Kdump, A kexec-based Kernel Crash

is to accurately emulate the effects ailts in page tables on pymping Mechanism, Ise sourceforge.net/kdump/documentation/
a bare machine, correct implementation of injection from thg s2005-kdump-paper.pdf (2005).

VMM level invdves significant complexity with PV as well 15,

as FV VMs.

Future vork will include: 1) injections into virtualized
systems running FV VMs, 2amgeted injections to critical

locations of the VMM, 3) more targeted injections into th

W Gu et &, “Characterization of Linux Kernel Bekigor
Under Errors, International Conference on Dependable Systems
and Networks, San Francisco, CA, pp. 459-468 (June 2003).

16. W Gu et &, “Error Sensitivity of the Linux HKrnel
Executing on PowerPC G4 and PentiuMd Processors,

fnternational Conference on Dependable Systems and Networks,

privileged VM, and 4) injections into a virtualized system ogrence Italy, pp. 887-896 (June 2004).

a bare machine.
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