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Abstract

We study the problem of searching on data that is encrypted usig a public key
system. Consider user Bob who sends email to user Alice engied under Alice's
public key. An email gateway wants to test whether the email ®ntains the keyword
\urgent" so that it could route the email accordingly. Alice , on the other hand does
not wish to give the gateway the ability to decrypt all her messages. We de ne and
construct a mechanism that enables Alice to provide a key to he gateway that enables
the gateway to test whether the word \urgent" is a keyword in the email without
learning anything else about the email. We refer to this mechnism as Public Key
Encryption with keyword Search As another example, consider a mail server that
stores various messages publicly encrypted for Alice by o#trs. Using our mechanism
Alice can send the mail server a key that will enable the serveto identify all messages
containing some speci ¢ keyword, but learn nothing else. Wede ne the concept of
public key encryption with keyword search and give several onstructions.

1 Introduction

Suppose user Alice wishes to read her email on a number of degi laptop, desktop, pager,
etc. Alice's mail gateway is supposed to route email to the apopriate device based on
the keywords in the email. For example, when Bob sends emaiithvthe keyword \urgent"
the mail is routed to Alice's pager. When Bob sends email witthe keyword \lunch" the
mail is routed to Alice's desktop for reading later. One exm#s each email to contain a
small number of keywords. For example, all words on the sulgjeline as well as the sender's
email address could be used as keywords. The mobile peoplejgct [24] provides this email
processing capability.
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Now, suppose Bob sends encrypted email to Alice using Alisghublic key. Both the
contents of the email and the keywords are encrypted. In thisase the mail gateway cannot
see the keywords and hence cannot make routing decisions. &sesult, the mobile people
project is unable to process secure email without violatingser privacy. Our goal is to enable
Alice to give the gateway the ability to test whether \urgent' is a keyword in the email, but
the gateway should learn nothing else about the email. More=gerally, Alice should be able
to specify a few keywords that the mail gateway can search fdsut learn nothing else about
incoming mail. We give precise de nitions in section 2.

To do so, Bob encrypts his email using a standard public key s¢m. He then appends
to the resulting ciphertext a Public-Key Encryption with keyword Searcf PEKS of each

Ean (M) k PEKSA,,,; W;) k k PEKSA,;Wn)

Where A,,, is Alice's public key. The point of this form of encryption isthat Alice can
give the gateway a certain trapdoorT,, that enables the gateway to test whether one of
the keywords associated with the message is equal to the wakd of Alice's choice. Given
PEKYA,,; W9 and T,, the gateway can test whethew = WO If W 6 WP°the gateway
learns nothing more aboutW® Note that Alice and Bob do not communicate in this entire
process. Bob generates the searchable encryption WP just given Alice's public key.

In some cases, it is instructive to view the email gateway asidMAP or POP email
server. The server stores many emails and each email consaasmall number of keywords.
As before, all these emails are created by various people dieg mail to Alice encrypted
using her public key. We want to enable Alice to ask queries tiie form: do any of the
messages on the server contain the keyword \urgent"? Aliceowid do this by giving the
server a trapdoorT,, , thus enabling the server to retrieve emails containing theeyword W.
The server learns nothing else about the emails.

Related work. A related issue deals with privacy of database data. There@itwo di erent
scenarios:public databases andrivate databases, and the solutions for each are di erent.
Private databases:In this settings a user wishes to upload its private data to aemote
database and wishes to keep the data private from the remotatdbase administrator. Later,
the user must be able to retrieve from the remote database a#cords that contain a partic-
ular keyword. Solutions to this problem were presented in thearly 1990's by Ostrovsky [26]
and Ostrovsky and Goldreich [17] and more recently by Songak [28]. The solution of Song.
at al [28] requires very little communication between the @ and the database (proportional
to the security parameter) and only one round of interaction The database performs work
that is linear in its size per query. The solution of [26, 17]equires poly-logarithmic rounds
(in the size of the database) between the user and the dataleadut allows the database
to do only poly-logarithmic work per query. An additional piivacy requirement that might
be appealing in some scenarios is to hide from the databaseragistrator any information
regarding the access patterni.e. if some item was retrieved more then once, some item
was not retrieved at all, etc. The work of [26, 17] achieves ithproperty as well, with the
same poly-logarithmic cost per query both for the database-user interaction and the agél

1The poly-logarithmic construction of [26, 17] requires lage constants, which makes it impractical; how-
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database work. We stress that both the constructions of [26,7] and the more recent work
of [10, 28, 16] apply only to the private-key setting for userwho own their data and wish
to upload it to a third-party database that they do not trust.

Public DatabasedHere the database data is public (such as stock quotes) butdhuser is
unaware of it and wishes to retrieve some data-item or searfbr some data-item, without
revealing to the database administrator which item it is. Tle naive solution is that the user
can download the entire database. Public Information Reteval (PIR) protocols allow user to
retrieve data from a public database with far smaller commugation then just downloading
the entire database. PIR was rst shown to be possible only ithe setting where there are
many copies of the same database and none of the copies cak tal each other [5]. PIR
was shown to be possible for a single database by Kushilevand Ostrovsky [22] (using
homomorphic encryption scheme of [19]). The communicatiocomplexity of [22] solution
(i.e. the number of bits transmitted between the user and thelatabase) isO(n ), wheren
is the size of the database and> 0. This was reduced to poly-logarithmic overhead by
Cachin, Micali, and Stadler [4]. As pointed out in [22], the radel of PIR can be extended
to one-out-ofn Oblivious Transfer and keyword searching on public data, ahreceived a lot
of additional attention in the literature (see, for example [22, 8, 20, 9, 23, 25, 27]. We stress
though that in all these settings the database is public, anthe user is trying to retrieve or
nd certain items without revealing to the database adminisrator what it is searching for.
In the setting of a single public database, it can be shown thahe database must always
perform work which is at least linear in the size of the datalse.

Our problem does not t either of the two models mentioned abe. Unlike the private-
key setting, data collected by the mail-server is from thirgbarties, and can not be \organized"
by the user in any convenient way. Unlike the publicly availble database, the data is not
public, and hence the PIR solutions do not apply.

We point out that in practical applications, due to the compuation cost of public key
encryption, our constructions are applicable to searchingn a small number of keywords
rather than an entire le. Recently, Waters et al. [30] showe that public key encryption
with keyword search can be used to build an encrypted and sehable audit log. Other
methods for searching on encrypted data are described in [11&].

2 Public key encryption with searching: de nitions

Throughout the paper we use the terrmegligible functionto refer to a functionf : R! [0; 1]
wheref (s) < 1=q(s) for any polynomial g and su ciently large s.

We start by precisely de ning what is a secure Public Key Engption with keyword
Search PEKS scheme. Here \public-key" refers to the fact that ciphertets are created by
various people using Alice's public key. Suppose user Bobabout to send an encrypted

address could be used as keywords, so thatis relatively small). Bob sends the following
message:

Eaw [Msgl; PEKSA,; Wa); 0 PEKS A, ; W) (1)

ever their basic O(p n) solution was recently shown to be applicable for some pradtal applications [10].
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where A,,, is Alice's public key, msg is the email body, andPEKS is an algorithm with
properties discussed below. Th&EKS values do not reveal any information about the
message, but enable searching for speci ¢ keywords. For thest of the paper, we use as our
sample application a mail server that stores all incoming ea.

Our goal is to enable Alice to send a short secret keély, to the mail server that will
enable the server to locate all messages containing the keyd/W, but learn nothing else.
Alice produces this trapdoorT,, using her private key. The server simply sends the relevant
emails back to Alice. We call such a systemon-interactive public key encryption with
keyword searchor as a shorthand \searchable public-key encryption”.

De nition 2.1. A non-interactive public key encryption with keyword searls (we sometimes
abbreviate it as \searchable encryption") scheme consistdf the following polynomial time
randomized algorithms:

1. KeyGelKs): Takes a security parameter,s, and generates a public/private key pair
Apub ’ Apriv .

2. PEKSA,.,; W): for a public key A,,, and a wordW, produces a searchable encryption
of W.

3. TrapdoofA,,, ; W): given Alice's private key and a wordW produces a trapdoorT,, .

4. Test(A,,,; S; T ): given Alice's public key, a searchable encryptio = PEKSA,,; W9,
and a trapdoorT,, = TrapdoofA,,, ; W), outputs ‘yes' if W = W%and "no' otherwise.

Alice runs the KeyGenalgorithm to generate her public/private key pair. She use$rap-
doorto generate trapdoorsT,, for any keywordsW that she wants the mail server or mail
gateway to search for. The mail server uses the given trapdsaas input to the Test() al-
gorithm to determine whether a given email contains one of éhkeywordsW specied by
Alice.

Next, we de ne security for aPEKSin the sense of semantic-security. We need to ensure
that an PEKSA,,,; W) does not reveal any information aboutW unlessT,, is available.
We de ne security against an active attacker who is able to dhin trapdoors T, for any
W of his choice. Even under such attack the attacker should ndie able to distinguish
an encryption of a keywordW, from an encryption of a keywordW, for which he did not
obtain the trapdoor. Formally, we de ne security against anactive attacker A using the
following game between a challenger and the attacker (thecsgity parameter s is given to
both players as input).

PEKS Security game:

1. The challenger runs theKeyGelfjs) algorithm to generateA,,, and A,,, . It gives
A, to the attacker.

2. The attacker can adaptively ask the challenger for the tgadoor T,, for any keyword
W 21 0;1g of his choice.

3. At some point, the attackerA sends the challenger two wordgVy; W; on which it
wishes to be challenged. The only restriction is that the agicker did not previously
ask for the trapdoorsTy, or Tw,. The challenger picks a randonb 2 f 0; 1g and
gives the attackerC = PEKSA,,,; Wy). We refer to C as the challengePEKS

4. The attacker can continue to ask for trapdoor3,, for any keywordW of his choice
as long asw 6 Wy; W;.



5. Eventually, the attacker A outputs 2 f 0; 1g and wins the game ifo= .

In other words, the attacker wins the game if he can correctlguess whether he was
given the PEKSfor Wy or W;. We de ne A's advantage in breaking thePEKSas

) 1.
Adva(s) = jPrib= B >

De nition 2.2. We say that a PEKS is semantically secure against an adaptive chosen
keyword attack if for any polynomial time attacker A we have that Adva (S) is a negligible
function.

Chosen Ciphertext Security. We note that De nition 2.2 ensures that the construction
given in Eq. (1) is semantically secure whenever the publicek encryption systemEa
is semantically secure. However, as is, the construction m®t chosen ciphertext secure.
Indeed, a chosen ciphertext attacker can break semantic seity by reordering the keywords
in Eg. (1) and submitting the resulting ciphertext for decryption. A standard technique can
make this construction chosen ciphertext secure using theethods of [7]. We defer this to
the full version of the paper.

2.1 PEKSimplies Identity Based Encryption

Public key encryption with keyword search is related to Idetity Based Encryption (IBE) [29,
2]. Constructing a securdPEKSappears to be a harder problem than constructing an IBE.
Indeed, the following lemma shows thafPEKS implies Identity Based Encryption. The
converse is probably false. Security notions for IBE, and iparticular chosen ciphertext
secure IBE (IND-ID-CCA), are de ned in [2].

Lemma 2.3. A non-interactive searchable encryption schemd®EKS that is semantically
secure against an adaptive chosen keyword attack gives tsea chosen ciphertext secure
IBE system (IND-ID-CCA).

Proof sketch: Given a PEKS(KeyGenPEKS Trapdoor Test) the IBE system is as follows:

1. Setup: Run the PEKS KeyGeralgorithm to generate A,,,=A,,, . The IBE system
parameters areA,,,. The master-key isA,,, .

2. KeyGen The IBE private key associated with a public keyX 2 f 0;1g is
dx =[TrapdoofA,; ; Xk0); Trapdoo(A,, ; Xk1)];
wherek denotes concatenation.
3. Encrypt: Encrypt a bit b2 f 0; 1g using a public keyX 2 f 0;1g as:CT = PEKSA,.,; X kb).

4. Decrypt: To decrypt CT = PEKSA,.,; X kb) using the private keydyx = (do; dy).
Output 0" if Test(A,,,; CT; dy) = "yes' and output "1'if Test(A,,,; CT;d;) = "yes'



One can show that the resulting system is IND-ID-CCA assum@the PEKSis semantically
secure against an adaptive chosen message attack. O

This shows that building non-interactive public-key seattable encryption is at least as
hard as building an IBE system. One might be tempted to provehie converse (i.e., IBE
implies PEKS by de ning

PEKSA,.; W) = E, [0] (2)

i.e. encrypt a string ofk zeros with the IBE public keyW 2 f 0;1g . The Test algorithm
attempts to decrypt E,, [0] and checks that the resulting plaintext is 8. Unfortunately, this
does not necessarily give a secure searchable encryptiomeste. The problem is that the
ciphertext CT could expose the public keyWW) used to createCT. Generally, an encryption
scheme need not hide the public key that was used to create aan ciphertext. But this
property is essential for thePEKSconstruction given in (2). We note that public key privacy
was previously studied by Bellare et al. [1].

Generally, it appears that constructing a searchable puldlikey encryption is a harder
problem than constructing an IBE scheme. Nevertheless, ourst PEKS construction is
based on a recent construction for an IBE system. We are able prove security by exploiting
extra properties of this system.

3 Constructions

We give two constructions for public-key searchable encrigpn: (1) an e cient system based
on a variant of the Decision Di e-Hellman assumption (assurmg a random oracle) and (2)
a limited system based on general trapdoor permutations (thiout assuming the random
oracle), but less e cient.

3.1 Construction using bilinear maps

Our rst construction is based on a variant of the Computatiacnal Di e-Hellman problem.
Boneh and Franklin [2] recently used bilinear maps on ellijt curves to build an e cient
IBE system. Abstractly, they use two groupsG;; G, of prime orderp and a bilinear map
e:G; G;! G, between them. The map satis es the following properties:

1. Computable: giveng;h 2 G; there is a polynomial time algorithms to compute

e(g;h) 2 G,.
2. Bilinear: for any integersx;y 2 [1; p] we havee(g*; ¢¥) = €(g; 09"
3. Non-degenerate: ifj is a generator ofG; then e(g; g) is a generator ofG,.

The size ofGy; G, is determined by the security parameter.

We build a non-interactive searchable encryption schemeofn such a bilinear map. The
construction is based on [2]. We will need hash functiort$; : f0;1g ! G; andH;: G, !
f0; 1g°°9P. Our PEKSworks as follows:

KeyGen The input security parameter determines the sizep, of the groupsG; and
G2. The algorithm picks a random 2 Z, and a generatorg of G;. It outputs
A =[g;h=g ]andA,, =



PEKSA,., ; W): First compute t = e(H1(W); h") 2 G, for a randomr 2 Z,,.
Output PEKSA,,,; W) =[g"; Ha(1)].

TrapdoofA,, ; W): output T,, = Hy (W) 2 G;.

Test(A,.,;S; Tw): let S=[A;B]. Test if Hp(e(T\;A)) = B.
If so, output "yes'; if not, output no'.

We prove that this system is a non-interactive searchable eryption scheme semantically
secure against a chosen keyword attack in the random oracledel. The proof of security
relies on the di culty of the Bilinear Di e-Hellman problem (BDH) [2, 21].

Bilinear Di e-Hellman Problem (BDH): Fix a generatorg of G;. The BDH problem
is as follows: giverg; ¢f; g% g° 2 G; as input, computee(g; 92 2 G,. We say that BDH is
intractable if all polynomial time algorithms have a neglighle advantage in solving BDH.

We note that the Boneh-Franklin IBE system [2] relies on theame intractability as-
sumption for security. The security of ourPEKSis proved in the following theorem. The
proof is set in the random oracle model. Indeed, it is currelgtan open problem to build a
secure IBE, and hence EKS without the random oracle model.

Theorem 3.1. The non-interactive searchable encryption schem®KEKS above is seman-
tically secure against a chosen keyword attack in the randaracle model assuming BDH is
intractable.

Proof : SupposeA is an attack algorithm that has advantage in breaking the PEKS
SupposeA makes at mostqg,, hash function queries toH, and at most ¢, trapdoor queries
(we assumeg, and g,, are positive). We construct an algorithmB that solves the BDH
problem with probability atleast °= =(eq g,,), whereeis the base of the natural logarithm.
Algorithm B's running time is approximately the same a#é\'s. Hence, if the BDH assumption
holds in G; then Cis a negligible function and consequently must be a negligible function
in the security parameter.

Let g be a generator ofG;. Algorithm B is giveng;u; = g ;u; = g ;uzs=g 2 G;. Its
goal is to outputv = e(g;g 2 G,. Algorithm B simulates the challenger and interacts
with forger A as follows:

KeyGen Algorithm B starts by giving A the public key A, =[0; u].

H1; H,-queries. At any time algorithm A can query the random oracledH; or H,. To
respond toH; queries algorithmB maintains a list of tupleshW;; h;;a; ci called the
H-list. The list is initially empty. When A queries the random oracléd; at a point
W; 21 0;1g , algorithm B responds as follows:

1. If the query W; already appears on theH;-list in a tuple hW;; h;;&;ci then
algorithm B responds withH{(W;) = h; 2 G;.
2. Otherwise,B generates a random coig; 2 f 0; 1g so that Pr[c; = 0] = 1 =(qg; +1).
3. Algorithm B picks a randoma; 2 Z,,.
If ¢ =0, B computesh; u, g% 2 G;.
If ¢ =1, B computesh; g% 2 G;.
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4. Algorithm B adds the tuple hW;; h;; a; i to the H;-list and responds toA by
setting H1(W;) = h;. Note that either way h; is uniform in G; and is independent
of A's current view as required.

Similarly, at any time A can issue a query tdH,. Algorithm B responds to a query
for H,(t) by picking a new random valueV 2 f 0; 1g°9 for each newt and setting

H,(t) = V. In addition, B keeps track of allH, queries by adding the pair V) to an

H,-list. The H,-list is initially empty.

Trapdoor queries. When A issues a query for the trapdoor corresponding to the woid¥,
algorithm B responds as follows:

1. Algorithm B runs the above algorithm for responding tdH;-queries to obtain an
h; 2 G; such that Hy(W;) = h;. Let hW;; h;i; a; Gi be the corresponding tuple on
the Hi-list. If ¢ =0 then B reports failure and terminates.

2. Otherwise, we knowg = 1 and henceh; = g* 2 G;. Dene T; = uf. Observe
that T; = H(W;) and thereforeT, is the correct trapdoor for the keywordW,
under the public keyA,,, =[g; w]. Algorithm B givesT; to algorithm A.

Challenge. Eventually algorithm A produces a pair of keyword®V, and W that it wishes
to be challenged on. AlgorithmB generates the challengPEKSas follows:

1. Algorithm B runs the above algorithm for responding téd ;-queries twice to obtain
a hg;hy 2 G; such that Hi(Wp) = hg and Hy(W;) = h;. Fori = 0;1 let
hWi; hi; &; Gi be the corresponding tuples on thed;-list. If both ¢g = 1 and
c; = 1 then B reports failure and terminates.

2. We know that at least one ofcy; ¢; is equal to 0. Algorithm B randomly picks a
b 2 f 0;1g such that ¢, = O (if only one ¢, is equal to O then no randomness is
needed since there is only one choice).

3. Algorithm B responds with the challengePEKSC = [us; J] for a random J 2
f0; 1g'°9P,

Note that this challenge implicitly de nes H,(e(H1(Wy); u,)) = J. In other words,

J = Ha(e(Hi(Wh); up)) = Ha(e(ug®;g ) = Hao(e(g;g) ¢ *2))
With this de nition, C is a valid PEKSfor W, as required.

More trapdoor queries. A can continue to issue trapdoor queries for keywordd; where
the only restriction is that W; 6 Wy; W;. Algorithm B responds to these queries as
before.

Output. Eventually, A outputs its guesstP 2 f 0; 1g indicating whether the challengeC is
the result of PEKSA,,,; Wo) or PEKSA,,,; W;). At this point, algorithm B picks a
random pair (t; V) from the H,-list and outputs t=e(u;; us)® as its guess foe(g; 9 ,
whereg, is the value used in the Challenge step. The reason this woikghat, as we will
show, A must have issued a query for eitheH (e(H1(Wy); u,)) or Ha(e(H1(W1); u,)).
Therefore, with probability 1=2 the H,-list contains a pair whose left hand side is
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t = e(Hi(Wp);u,) = &g;g ¢+, If B picks this pair (t;V) from the H-list then
t=e(uy; u3)® = e(g;g)  as required.

This completes the description of algorithnB. It remains to show that B correctly outputs
e(g;0  with probability at least ° To do so, we rst analyze the probability that B does
not abort during the simulation. We de ne two events:

E,: B does not abort as a result of any of\'s trapdoor queries.
E;: B does not abort during the challenge phase.

We rst argue as in [6] that both eventsE, and E, occur with su ciently high probability.

Claim 1: The probability that algorithm B does not abort as a result ofA's trapdoor
queries is at least £e Hence, Prg] 1=e

Proof. Without loss of generality we assume thaf\ does not ask for the trapdoor of the same
keyword twice. The probability that a trapdoor query cause® to abort is 1=(g; +1). To
see this, letW; be A's i'th trapdoor query and let hW;; h;; &;; ¢i be the corresponding tuple
on the Hj-list. Prior to issuing the query, the bit ¢ is independent ofA’'s view | the only
value that could be given toA that depends ong is H(W;), but the distribution on H (W,)
is the same whetheic; = 0 or ¢ = 1. Therefore, the probability that this query causesB to
abort is at most 1=(g; +1). Since A makes at mostqg; trapdoor queries the probability that
B does not abort as a result of all trapdoor queries is at least ( 1=(q; +1))" 1=e O

Claim 2: The probability that algorithm B does not abort during the challenge phase is at
least =g . Hence, Prg] 1=qg.

Proof. Algorithm B will abort during the challenge phase ifA is able to produceWy; W,
with the following property: ¢ = ¢ = 1 where fori = 0;1 the tuple hW;; h;;a;cGi is
the tuple on the H;-list corresponding toW;. Since A has not queried for the trapdoor
for Wo; W; we have that both ¢y; ¢; are independent ofA's current view. Therefore, since
Prl[c =0]=1=q +1) for i =0;1, and the two values are independent of one another, we
have that Prico= ¢, =1]=(1 1=(q +1))? 1 1=g. Hence, the probability that B does
not abort is at least 1=q . O

Observe that sinceA can never issue a trapdoor query for the challenge keywondg; W,
the two eventsE; and E; are independent. Therefore, PE; “"E,] 1=(eq).

To complete the proof of Theorem 3.1 it remains to show thaB outputs the solution
to the given BDH instance with probability at least =q,,. To do we show that during the
simulation A issues a query foH(e(H1(W,); u,)) with probability at least

Claim 3. Suppose that in a real attack gam@\ is given the public key §; u;] and A asks to
be challenged on word8V, and W;. In responseA is given a challeng&C =[g";J]. Then, in
the real attack gameA issues arH, query for eitherH,(e(H1(Woy); u})) or Ho(e(H1(W21); u}))
with probability at least 2 .

Proof. Let Es be the event that in the real attack A does not issue a query for either one
of Ho(e(H1(Wo); u})) and Hy(e(H1(W31);u})). Then, when E; occurs we know that the bit
b2 f 0; 1g indicating whether C is aPEKSof W, or W, is independent ofA's view. Therefore,
A's output B will satisfy b= b with probability at most 1. By de nition of A, we know
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that in the real attack jPrib= ] 1=2] . We show that these two facts imply that
Pr[:E3] 2. To do so, we rst derive simple upper and lower bounds on RyE 1:

Prlb= ] = Pr[b= BEs]Pr[Es] + Pr[b= B:E 3] Pr[:E 5]
Prlb= BJEs] Pr[Es] + Pr[:E 5] = %Pr[Eg] + Pr[ :E 4]
= %+ %Pr[:E 3l
1 1 1
Prib= 1] Prlb= BJE;] Pr[Es] = EF>r[E3] =5 EF>r[:E3]:

It follows that | Pr[b= f] 1= %Pr[:E 3]- Therefore, in the real attack, PriE 5] 2
as required. O
Now, assumingB does not abort, we know thatB simulates a real attack game perfectly
up to the moment whenA issues a query for eitheH (e(H1(Wy); u,)) or Ho(e(H1(W1); u,)).
Therefore, by Claim 3, by the end of the simulationA will have issued a query for either
Ho(e(H1(Wp); u,;)) or Ha(e(H1(W1);u,)) with probability at least 2 . It follows that A is-
sues a query forH,(e(H1(Wp); u,)) with probability at least . Consequently, the value
e(H1(Wp);u;) = e(g "®;g) will appear on the left hand side of some pair in théd ,-list.
Algorithm B will choose the correct pair with probability at least ¥q,, and therefore, as-
suming B does not abort during the simulation, it will produce the corect answer with
probability at least =q,,. SinceB does not abort with probability at least 1=(eq) we see
that B's success probability overall is at least=(eq q,,) as required. O

3.2 A limited construction using any trapdoor permutation

Our secondPEKSconstruction is based on general trapdoor permutations, sisming that the
total number of keywords that the user wishes to search for mounded by some polynomial
function in the security parameter. (As a rst step in our corstruction, we will make an even
stronger assumption that the total number of words f 0;1g in the dictionary is also
bounded by a polynomial function, we will later show how to raove this additional assump-
tion.) We will also need a family of semantically-secure eryptions where given a ciphertext
it is computationally hard to say which public-key this ciprertext is associated with. This
notion was formalized by Bellare et al. [1]. We say that a puld-key system that has this
property is source-indistinguishable . More precisely, source-indistinguishability for an
encryption scheme G; E; D) is de ned using the following game between a challenger and
an attacker A (here G is the key generation algorithm, ande=D are encryption/decryption
algorithms). The security parameters is given to both players.

Source Indistinguishability security game:

1. The challenger runs algorithmG(s) two times to generate two public/private key
pairs (PKo; Privg) and (PKy; Priv,).

2. The challenger picks a randonM 2 f 0; 1g°® and a randomb 2 f 0; 1g and computes
an encryption C = PKy(M). The challenger gives i; C) to the attacker.

3. The attacker outputs i’ and wins the game itb= .
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In other words, the attacker wins if he correctly guesses wiher he was given the
encryption of M under PK, or under PK;. We de ne A's advantage in winning the
game as:

AdvSIa(s) = jPr[b= 1] %j

De nition 3.2. We say that a public-key encryption scheme is source indisguishable if
for any polynomial time attacker A we have that AdvSl, (s) is a negligible function.

We note that Bellare et al. [1] de ne a stronger notion of sowe indistinguishability
than the one above by allowing the adversary to choose the dlemge messag® . For our
purposes, giving the adversary an encryption of a random nsage is su cient.

It is easy to check that source indistinguishability can be teained from any trapdoor
permutation family, where for a given security parameter dpbermutations in the family are
de ned over the same domain. Such a family can be constructém any family of trapdoor
permutations as described in [1]. Then to encrypt a bib we pick a randomx, and output
[f (X); GL(x) b where GL is the Goldreich-Levin hard-core bit [19]. We thefore obtain
the following lemma:

Lemma 3.3. Given any trapdoor permutation family we can construct a seamtically secure
source indistinguishable encryption scheme.

We note that source indistinguishability is an orthogonal poperty to semantic security.
One can build a semantically secure system that is not sourgelistinguishable (by embed-
ding the public key in every ciphertext). Conversely, one cebuild a source indistinguishable
system that is not semantically secure (by embedding the ptdaext in every ciphertext).

A simple PEKSfrom trapdoor permutations. When the keyword family is of poly-
nomial size (in the security parameter) it is easy to constat searchable encryption from any
source-indistinguishable public-key system3; E; D). We let s be the security parameter for
the scheme.
KeyGen ForeachW 2 run G(s) to generate a new public/private key pailP K ,, =P riv,,
for the source-indistinguishable encryption scheme. THREKS public key is
A = fPKy JW 2 g. The private key isA,, = fPrivy, JjW 2 g.
PEKSA,.,; W): PickarandomM 2 f 0; 1g°> and output PEKSA,,,; W) = (M; E[PK,;M]),
i.e. encryptM using the public keyPK,, .
Trapdoo(A,,, ; W): The trapdoor for word W is simply T,, = Priv,,.
Test(A,.,; S; Tw): Test if the decryption D[T,,;S] = 0°. Output ‘yes' if so and "no'
otherwise.

Note that the dictionary must be of polynomial size (ins) so that the public and private
keys are of polynomial size (irs).

This construction gives a semantically secur®EKS as stated in the following simple
theorem. Semantically secur®EKSis de ned as in De nition 2.2 except that the adversary
is not allowed to make chosen keyword queries.

Theorem 3.4. The PEKS scheme above is semantically secure assuming the undegyin
public key encryption scheméG; E; D) is source-indistinguishable.

11



Proof sketch: Let = fW;;:::;Wkg be the keyword dictionary. Suppose we have a
PEKSattacker A for which Adva(s) > (s). We build an attacker B that breaks the source
indistinguishability of (G; E; D) where AdvSk(s) > (s)=Kk.

The reduction is immediate: B is given two public keysPKy; PK; and a pair (M;C)
where M is random inf0;1g* and C = PKy(M) for b 2 f 0;1g. Algorithm B generates
k 2 additional public/private keys using G(s). It creates A,,, as a list of all k public
keys with PKy; PK; embedded in a random location in the list. LeW;; W, be the words
associated with the public key Ky; PK;. B sendsA,,, to A who then responds with two
words W,;W- 2 on which A wishes to be challenged. Ifi;jg 6 fk; g algorithm B
reports failure and aborts. OtherwiseB sends the challengeM; C) to A who then responds
with a B2 f 0; 1g. Algorithm B outputs & as its response to the source indistinguishability
challenge. We have thato = I if algorithm B did not abort and A's response was correct.
This happens with probability at least: + =k?. Hence, AdvSk(s) > (s)=k? as required. [

We note that this PEKS can be viewed as derived from an IBE system with a limited
number of identities. For each identity there is a pre-speed public key. Such an IBE
system is implied in the work of Dodis et al. [13]. They propesreducing the size of the
public-key using cover-free set systems. We apply the sanaea below to reduce the size of
the public key in the PEKSabove.

Reducing the public key size. The drawback of the above scheme is that the public
key length grows linearly with the total dictionary size. Ifwe have an upper-bound on the
total number of keyword trapdoors that the user will releas¢o the email gateway (though

we do not need to know these keywords a-priori) we can do mucletber using cover-free

families [15] and can allow keyword dictionary to be of expential size. Since typically a

user will only allow a third party (such as e-mail server) to sarch for a limited number of

keywords so that assuming an upper bound on the number of rateed trapdoors is within

reason. We begin by recalling the de nition of cover-free failies.

De nition 3.5. Cover-free families. Let d; t; k be positive integers, leG be a ground set

not cover S if it holds that S; 6 S;. We say that family F is t-cover freeover G if each
subset inF is not covered by the union of subsets inF. Moreover, we say that a family of
subsets igg-uniform if all subsets in the family have sizq.

We will use the following fact from [14].

Lemma 3.6. [14] There exists a deterministic algorithm that, for any xedt; k, constructs
a g-uniform t-cover free familyF over a ground set of sized, for q = dd=4te and d
16t2(1 + log(k=2)=log 3).

The PEKS Given the previousPEKSconstruction as a starting point, we can signi cantly
reduce the size of public IeA,,, by allowing user to re-use individual public keys for di erat
keywords. We associate to each keyword a subset of public &eghosen from a cover free
family. Let k be the size of the dictionary = fW,;:::;Wg and lett be an upper bound
on the number of keyword trapdoors released to the mail gatew by user Alice. Letd;q
satisfy the bounds of Lemma 3.6. Th€EKSd;t; k; q) construction is as follows:

12



Hence, eacls; is a subset of public keys.
PEKSA,,;W;): Let S 2 F be the subset associated with the wordV; 2 . Let

M Mg. Output the tuple:
PEKSA,,; W)= M; E[PK®:My]; :::; E[PK@;M]

TrapdoofA,, ;W;): Let S 2 F be the subset associated with wordV; 2 . The
trapdoor for word W, is simply the set of private keys that correspond to the puldi
keys in the setS;.

Test(A,; R; Tw):

Let T, = fPriv®;:::;Privi@g and let R = (M; Cy; :::; Cy) be a PEKS For
i =1;:::;qdecrypt eachC; using private key Priv() to obtain M;. Output ‘yes' if
M= M, Mg, and output 'no' otherwise.

The size of the public key leA,, is much smaller now: logarithmic in the size of the
dictionary. The downside is that Alice can only releasé keywords to the email gateway.
Oncet trapdoors are released privacy is no longer guaranteed. 8Jsotice that the size of
the PEKSis larger now (logarithmic in the dictionary size and lineain t). The following
corollary of Theorem 3.4 shows that the resultind’EKSis secure.

Corollary 3.7. Let d;t; k; g satisfy the bounds of Lemma 3.6. ThPEKSd;t; k; ) scheme
above is semantically secure under a chosen keyword attasguaning the underlying public
key encryption schemdG;E;D) is source-indistinguishable and semantically secure, and
that the adversary makes no more thantrapdoors queries.

Proof sketch: Let = fW,;:::;Wg be the keyword dictionary. Suppose we have a
PEKSattacker A for which Adva(s) > (s). We build an attacker B that breaks the source
indistinguishability of (G; E; D).

Algorithm B is given two public keysP Ko; PK1 and a pair (M; C) whereM is random
inf0;1g°andC = PKy(M) for b2 f O; 1g. Its goal is to output a guess fobwhich it does by
interacting with A. Algorithm B generatesd 2 additional public/private keys using G(S).

It creates A,,, as a list of alld public keys with PKy; PK; embedded in a random location
in the list. Let W;; W, be the words associated with the public keyB Kg; P K.

B sendsA,, to A. Algorithm A issues up tot trapdoor queries. B responds to a
trapdoor query forW 2 as follows: let S 2 F be the subset corresponding to the word
W. If PKy 2 S or PK; 2 S algorithm B reports failure and aborts. OtherwiseB givesA
the set of private keysf Priviji 2 Sg.

At some point, Algorithm A outputs two words W WP 2 on which it wishes to be
challenged. LetSY;S? 2 F be the subsets corresponding taV§: WY respectively. LetE be
the event that PKy 2 SJ and PKy 2 S?. If event E did not happen thenB reports failure
and aborts.
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M, Mg. Algorithm B de nes the following hybrid tuple:
R = M® EPK®:M; i1 EPKE PiM, 4]; C;
EPKS Y Mew ] i1 E[PKIY; M)

It gives R as the challengePEKSto algorithm A. Algorithm A eventually responds with
somelf 2 f 0; 1g indicating whether R is PEKSA,,; W) or PEKSA,,,; WJ). Algorithm B
outputs P as its guess fob. One can show using a standard hybrid argument that B does
not abort then j Prib= 1f| %j > =@ 2. The probability that B does not abort at a result of a
trapdoor query is at least 1 (tg=d. The probability that B does not abort as a result of the
choice of wordswg W?is at least (q=9g2. Hence,B does not abort with probability at least
1=poly(t; g; d). Repeatedly runningB until it does not abort shows that we can get advantage
=¢f? in breaking the source indistinguishability of G;E; D) in expected polynomial time in
the running time of A. O

4  Construction using Jacobi symbols

Given the relation between Identity Based Encryption and?EKSit is tempting to construct
a PEKSfrom an IBE system due to Cocks [3]. The security of Cocks' IBEystem is based on
the di culty of distinguishing quadratic residues from non-residues moduloN = pq where
p = g=3(mod4).

Unfortunately, Galbraith [11] shows that the Cocks system saxdescribed in [3] is not
public-key private in the sense of Bellare et al. [1]. Therefe it appears that the Cocks system
cannot be directly used to construct &PEKS It provides a good example that constructing
a PEKSis a harder problem than constructing an IBE.

5 Conclusions

We de ned the concept of a public key encryption with keywordsearch PEKS and gave
two constructions. Constructing aPEKS is related to Identity Based Encryption (IBE),
though PEKSseems to be harder to construct. We showed th&EKSimplies Identity Based
Encryption, but the converse is currently an open problem. @ constructions for PEKS
are based on recent IBE constructions. We are able to provecsety by exploiting extra
properties of these schemes.
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