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Abstract—In the near future, firmware security will be imper-
ative for the large number of smart embedded devices that are
tightly integrated into one’s daily lives. In this paper, we present
a security scheme for these embedded systems that can provide
protection from tempered binaries and the thefts of hardware
and software Intellectual Properties (IPs). The key idea is to
incorporate digital Physical Unclonable Functions (PUFs) in an
authentication mechanism at the machine-code level. Each copy
of the binary is digitally locked by vendor using the signatures of
the individual PUFs. At run time, the binaries are unlocked by the
embedded digital PUFs at a low cost to performance and resource
utilization. Each digital PUF is unique by initialization using
analog PUFs, and at the same time it can be reconfigured with
new seeds. The digital reconfigurable PUFs (drPUFs) have much
lower risks of side-channel attacks and much more combinations
of challenge-response pairs, while retaining the speed and ease
of digital PUF implementation. We demonstrate how the digital
PUF is implemented and incorporated into a processor design as
well as a software production flow to generate unique firmware
binaries that are paired with respective drPUF devices. As a
proof of concept we will show the results of the implementation
on a Xilinx Spartan-6 Field Programmable Gate Array (FPGA)
device.

I. INTRODUCTION

Today, smart and connected embedded systems are making
rapid inroads into devices that are traditionally considered
passive devices, such as refrigerators, televisions, and ther-
mostats. As these embedded systems continue to diffuse into
people’s daily lives, ensuring their safety and security become
increasingly important. There are several reasons why the
smart connected systems are easy targets for attacks. First,
they are programmable. Programmability makes it possible
for manufacturers to make changes and add new features
to the products, but it also opens doors to computer-virus-
like attacks that can reside on the device. Secondly, the vast
majority of the device makers use very similar underlying
micro-controllers and micro-processors, such as 8051/AVR or
ARM. The similarities among the processing engines open
doors to common attacks that can affect a large number of
devices. Finally, these devices are increasingly connected to
the Internet. The connectivity of these devices makes it easier
for the manufacturers to provide updates and allows devices
to work with each other, but at the same time makes viral-like
attacks possible.

In addition to secure the embedded systems of the future,
we also see an increasing need to protect the hardware and soft-
ware Intellectual Properties (IPs) of these devices. In particular,
we envision that a majority of the new functionalities delivered

by these devices will be in the form of new software IPs.
As hardware platforms become more and more connected and
similar in architecture, manufacturers have greater incentives
to ensure that their software IPs are not copied by their
competitors, despite the fact that the IPs are distributed to
millions of devices that practically use the same System-on-
Chip (SoC) designs as their competitors’ products.

In this paper we present a security mechanism for embed-
ded systems that accomplishes three goals. The first goal is to
prevent tampered or unauthorized machine codes from being
executed on the target hardware. The second goal is to prevent
stored machine codes or firmware from being copied and run
on a similar device. The third goal is to prevent an attacker
from copying the design of a processor hardware.

We propose to achieve these goals by distributing digitally
signed binaries for each instance of the target embedded
system. These binaries cannot be executed correctly by an ar-
bitrary processor of the same design because every instruction
is digitally locked by the drPUFs on the particular systems that
they are intended for. The unlocking process occurs within the
processors as the instructions are fetched from the memory
system with low resource and performance overhead. The
same process also serves to authenticate that the origin of
the binary truly is the original manufacturer. The drPUFs are
characterized during manufacturing, and its characterization
data is kept secretly and securely with the manufacturer. Only
armed with the knowledge of the characterization data for a
device can a piece of firmware be compiled to run on it.

II. RELATED WORK

A. Software Protection

There is a wide spectrum of techniques that target software
protection from several viewpoints. Tamper resistant software
is defined as one that is resilient to observation and modifi-
cation. Aucksmith proposed an approach for creating tamper-
resistant software through the employment of self-modifying
and self-decrypting segment of code that is installed in a
unique way on the platform [1]. Chang and Atallah proposed
the use of the system of guards that monitors or repair
executing code with unique mechanisms such as checksum
[2]. Several other software self-checking techniques have been
proposed [3], but it appears that at least some of them are
subject to effective attacks [4].

Directly relevant software efforts are one dedicated to ob-
fuscation and de-obfuscation of executable code. Obfuscation
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is used for protection of software intellectual property and most
often the goal of de-obfuscation is to detect the hidden malware
code. While most often obfuscation is conducted in compila-
tion phases that translate source code into assembly [5], there
are several popular techniques that act during translation of
assembly code into machine code [6].

B. Secure Trusted Processors

The idea of building secure processors that are resilient
against software, physical, and channel attacks have been
pursued for long time [7] Research interests along these lines
obtain strong impetus in the last two decades. Two main
lines of research and development have emerged. The first
one targets secure coprocessors with emphasize on electronic
commerce [8]. The second more popular direction targets the
development of trusted processors that operate properly even
when the rest of the system (e.g. main memory) is not trusted
[9] Recently, Intel announced augmented instruction set that
addresses security requirements [10].

C. Physical Unclonable Functions

Physical unclonable functions, or PUFs, are physical con-
structs that produce unique and hard-to-predict digital outputs
by extracting and amplifying subtle parametric differences in
the manufacturing process. A large number of PUF structures
have been proposed including arbiter-based [11], ring oscillator
(RO) [12], SRAM [13], butterfly [14], glitching [15]. However,
all these PUF have analog nature and can not be easily inte-
grated into digital system. In addition, as analog devices they
are susceptible on operational and environmental conditions.
We employ recently developed digital PUF [16][17][18][19].
Our key contribution related to PUF is that we use digital
PUF within the paradigm of reconfigurable computing to create
drPUF that tremendously improves PUF resiliency against any
side channel attack.

III. DIGITAL RECONFIGURABLE PUF

Until recently, silicon-based PUFs have been constructed
from primitives that exploit the analog features of the under-
lying transistors, most notably the propagation delay. Unfor-
tunately, these parameters are often dependent upon environ-
mental factors such as the temperature and the voltage. The
direct ramification is that PUFs that only depend on absolute
analog measurements tend to be unstable. Even PUFs that
make relative measurements of tracking features are vulnerable
to occasional local fluctuations in voltage and temperature.

Digital PUFs without the burden of environmental factors
have been recently proposed as an alternative to analog PUFs
for security applications [20][21][22]. The digital PUFs are
based on the digital logic that is easier to implement and to
integrate into existing FPGA or ASIC designs. In addition,
compared to analog PUFs, the static timing and energy con-
sumption of the digital PUFs are readily optimized by using
the existing design tools like any other digital logic.

However, being combinatorial logic, digital PUFs are sus-
ceptible to side-channel attacks. In this paper, we propose to
address these drawbacks as follows. First, the actual content
of the digital PUF is made secret by initializing it through
an analog PUF with an initialization vector. Secondly, instead

of just one digital PUF, multiple PUFs are used with one
active PUF used at any time. The choice of the active PUF is
computed as a function of the instruction’s physical address.
Finally, as only one PUF is used at any time, the idling PUFs
can be reconfigured dynamically. These combined approaches
exponentially increase the amount of data an attacker must
gather from the device before a successful attack. We name our
modified digital PUF as digital reconfigurable PUFs (drPUFs).

DrPUFs can be used for a variety of security, privacy, and
trust tasks in many communication and networking applica-
tions. For example, drPUF can be used for secure reconfig-
uration of network elements. It can be also used for trusted
data collection by unprotected sensors in sensor networks and
Internet of things.

A notable advantage of the PUF-based IP protection com-
pared to the crypto-based solution is that PUFs are truly unique
devices. While cryptographic engines can employ unique keys
for each device instantiation, once one device is compromised,
an attacker can relatively easily make copies of the system
by cloning both the hardware and the software components.
Cloning a PUF-based system is inherently difficult as the
operational secret is embedded in the silicon.

IV. PROTECTION MECHANISM

In the first step of protection, the device manufacturer
characterizes the drPUF on each device instance to build a
device-specific model for the firmware authority to use. By
using the device-specific models, the firmware authority can
process the original firmware by stripping away all instruction
opcodes and replace them with an obfuscated version that’s
unique to each device. Finally, when the obfuscated firmware
is executed on the intended embedded system, the original
instruction opcodes are recovered by using the obfuscated
opcodes as challenges to the device’s digital PUF logic.

The strength of the obfuscation rests mainly on two points.
First, for each opcode, there exists millions of different choices
to choose from as the obfuscated opcode. Therefore each
occurrence of the same opcode will look completely different
from another, making any statistical attack very difficult.
Secondly, the on-chip PUF devices are unique physical devices
that cannot be easily copied. This has great implications on
code-injection attacks; an attacker who successfully attacks
one of the devices cannot simply replicate the attack on another
device without incurring the same amount of engineering effort
for the first attack.

We now formally describe how the drPUF is used in the
embedded system. Each instruction Ii of the original firmware
is obfuscated by replacing its N -bit opcode Oi with an M -
bit value O′

i
. The obfuscated instructions I ′

i
are stored in non-

volatile and volatile storage devices in the obfuscated form and
therefore can be directly observed. The de-obfuscation of the
instruction I ′

i
occurs only when the processor or the instruction

cache fetches the instructions to execute, i.e. the original
instructions are only temporarily stored in the processor’s
pipeline and the instruction cache. Figure 1 illustrates the flow
of instructions.

The following are the assumptions of what the attackers
can or cannot do. First, the attackers can and will examine the
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Fig. 1: Processor Instruction Flow

netlist of embedded processor design, including the Lookup-
Table (LUT) ladder network that makes up the drPUF and the
analog PUF that’s used to initialize and reconfigure the drPUF.
The idea is that even though a netlist can be copied gate-by-
gate, the intrinsic properties that make each analog PUF a
unique entity cannot be copied.

Secondly, the attackers are allowed to directly read out
both the obfuscated binary code without the opcode and the
challenge inputs to the digital PUF. The binary is not usable in
this form since the opcode is not present. The challenge inputs
are also of no use as they need to be entered into the correct
drPUF to produce the opcode.

Finally, the attackers are not allowed to directly observe the
analog PUF’s outputs because the PUFs are used as part of the
internal circuit and the outputs are not visible to the software.
Note that this is a departure from the attack models when PUF
is used as public keys. As the instrument of the public key, the
output of the PUF must be directly observable to all the parties
in order for them to be usable. In this paper, the drPUFs are
used as private keys and only the vendor knows all the secrets
to each drPUF. For characterization purposes, the vendor uses
a debugging backdoor to observe the PUF’s outputs. The back
door is subsequently disabled by physical means (e.g. via anti-
fuse) once the characterization is complete.

V. IMPLEMENTATION

The drPUF is implemented as a network of interconnected
small lookup tables (LUTs) (see Figure 2). The contents of
the LUTs are configured by the analog PUFs that are also part
of the system. In this section, we describe in detail how the
drPUFs and the analog PUFs are implemented both in general
and in detail on the target FPGA platform.

A. LUT Ladder Network

In this section, a general topology and the implementation
of the LUT network used by the drPUF is discussed. A LUT
network can be organized in many different ways. In this paper,
we use a ladder-like organization. As seen in Figure 3, an M -
bit-in, N -bit-out LUT ladder network is has a width of M
LUTs per level, a height of H levels. An M -bit-wide bit vector
enters each LUT level through a permutation network, where
the order of the bit vector is changed before being assigned to
individual LUTs of the level. The goal of the implementation is
to create an illusion that the LUT network is a monolithic LUT

Fig. 2: LUT Network for a DrPUF

Fig. 3: A General H × C ×M LUT Ladder Network

with 2M entries of random data using a small logic resource
overhead.

The permutation configuration is different for each level.
Like the content randomization of each individual LUTs, the
permutation increases the variety of the ladder levels so that
each ladder level behaves differently, and, ultimately, helps
disguise the LUT ladder to behave more like an unpredictable
monolithic LUT. Both the permutation configuration between
the ladder levels and the initial contents of the LUTs are
randomly generated prior to compiling the FPGA design.

In addition to the width and height, a LUT ladder also has
a depth. At the top of the LUT ladder is a set of flip-flops,
which captures the outputs of the last LUT level at the end of
each clock cycle. The output of the flip-flops feeds back to the
beginning of the ladder through a multiplexer. A LUT ladder
with a depth of C clocks means that the output is collected
after C clock cycles. Conceptually, this feedback mechanism
folds a large LUT ladder with a height of H×C into a smaller
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ladder with a height of H . This allows the larger ladder to run
at a faster clock rate and to maintain a more compact resource
footprint.

The required output width N is usually smaller than the
ladder width M . Rather than throwing away ladder output bits,
an output compactor is used to shrink the output size from M -
bits to N -bits by the logic combination. For example, a 16-bit
ladder can accommodate a 5-bit output width by combining
the respective bits selected in Table I using an exclusive-or
operation.

In our implementation, the drPUF has a width of 32 4-
input LUTs per level, a ladder height of 4 levels, and a ladder
depth of 4 clock cycles, which is equivalent to an unfolded
ladder of 16 levels. A straightforward implementation maps
each 4-input LUT to a Spartan-6 LUT6, and requires 8 logic
slices per ladder level. This mapping is inefficient as it only
uses 25% of the memory in each LUT6.

Taking advantage of the fact that each LUT6 can be used
as two input-sharing LUT5, we can pack two adjacent 4-input
LUTs into a single LUT6. This scheme doubles the packing
efficiency to 50% and results in only 4 logic slices per ladder
level.

Given the contents of the individual LUTs and their inter-
connectivity, the network of LUTs can be modeled by one
single LUT L0 with an input width of M , and output width of
N . We require that M � N , so Lo is a many-to-one function
and does not have an inverse function.

The obfuscation of the instructions is achieved by carefully
selecting O′

i
for each Oi, such that Lo(O

′

i
) = Oi. This

process is referred to as the characterization of L0. Since
L0 is a many-to-one function, it follows that for each Oi,
there exists more than one usable candidate O′

i
. We would

like the obfuscated instructions to be uniformly distributed, so
the selection process is done to ensure that for each Oi, a
minimum number of O′

i
is available to choose from.

B. LUT Initialization

Upon power up, the drPUF’s LUTs need to be initialized.
On a Field Programmable Gate Array (FPGA) device, such
initialization occurs automatically during the FPGA’s configu-
ration phase as the initialization vectors are embedded in the
FPGA’s configuration bitstream. On an Application Specific
Integrated Circuit (ASIC) device, the initial contents of the
LUTs can be read from an external storage device, such as a
Read-Only Memory (ROM).

Regardless of the target technology used, an external non-
volatile storage is required to store the initialization vectors.
Our adversary model assumes that an attacker can indepen-
dently read and extract the initialization vectors from such
storage devices. Under such assumption, storing initialization
vectors in plain text poses a great security risk to the drPUF.

To address the initialization issue, we use analog PUFs and
pre-determined Challenge Response Pairs (CRPs) to generate
the initialization vectors for the LUTs. The responses of an
analog PUF are largely unpredictable, thus making it possible
to mask the initialization vectors of the LUT network as
another set of seemingly random numbers. In principle, the

external non-volatile memory stores the set of challenges to
be presented to the analog PUF device. The responses of the
analog PUF are used to initialize the LUT network.

C. Analog PUF

In this section, the implementation of a very compact
arbiter analog PUF is discussed. The entire PUF, including
two 32-input delay paths and an arbiter, occupies only 9 logic
slices (an FPGA such as the Spartan-6 LX45 has over 6800
slices).

An arbiter PUF [12] [23] is an analog structure that consists
of a pair of signal propagation paths and a delay arbiter. The
two paths are notionally balanced, but they are not identical in
terms of total propagation delay due to the process variations
in manufacturing. When a common source sends a stimulus
signal simultaneously through the two paths, the signal will
reach the arbiter from one path sooner than from the other path
by a small margin. The delay-sensitive arbiter then determines
which of the two paths is the faster path.

The balanced paths are constructed as a cascading series of
N shuffle stages, where each shuffle stage is controlled by one
of the PUF’s N-bit challenge input (C0C1...CN−1 in Figure 4).
Each shuffle unit has two data inputs, a and b, a control input,
and two data outputs, a′ and b′. We denote the propagation
delays from the input ports to the output ports as τaa′ , τbb′ ,
τab′ , and τba′ . Each shuffle stage is notionally balanced, i.e.
τaa′ ≈ τbb′ , τba′ ≈ τab′ , however, the process variation dictates
that minuscule delay differences exists among them.

Fig. 4: Arbiter PUF with N-bit Input

The control signal determines whether the corresponding
shuffle unit swaps, i.e. a′ = b, b′ = a, or directly forward,
i.e. a′ = a, b′ = b. Consequently, the control signal also
determines whether the magnitude of the phase difference
between the two signals passing through the corresponding
shuffle stage will increase or decrease by a small amount, and
whether the sign of the phase difference will swap or stay the
same. Collectively, the N-bit challenge creates a unique pair
of non-overlapping paths from the source to the arbiter and an
accumulated relative delay bias along the two paths.

Conceptually, a shuffle stage can be viewed as a pair of
two-to-one multiplexers with shared input signals in opposite
orders. On the other hand, the Xilinx Spartan-6 FPGA uses six-
input LUTs (LUT6) as the basic logic element, and each LUT6
can be used as two LUT5 units if they share the same inputs in
the same order. To accommodate the opposite input order, the
memory contents of each LUT5 are adjusted accordingly. This
architecture allows each shuffle stage to be efficiently mapped
to a single LUT6.

Besides using fewer logic resources, packing efficiently
is also crucial to implementing balanced arbiter paths on an
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TABLE I: XOR Table for compacting 16 bits to 5 bits

input bit 00 01 02 03 04 05 06 07 08 09 10 11 12 13 14 15

output bit 0 x x x x x

output bit 1 x x x x x

output bit 2 x x x x x

output bit 3 x x x x x

output bit 4 x x x x x

Fig. 5: Delay-sensitive NAND Latch Arbiter

FPGA platform, where routing is usually outside the control
of the designer. A Spartan-6 logic slice contains four LUT6
units, and signal routing within the slice goes through a locally
attached switching matrix. By packing four adjacent shuffle
stages into one slice, the routing between these four stages is
minimized.

The arbiter is a delay-sensitive device whose output de-
pends on which one of its two input ports observes a rising
or falling signal. Our FPGA implementation of the arbiter is
a NAND latch. (see Figure 5), where the outputs of the two
NAND gates feed into each other’s input. Each NAND gate
is implemented as a six-input LUT (LUT6) with asymmetric
input latency: the feedback path from the other NAND uses
a faster route than the a or b input paths. The asymmetry of
this NAND implementation is intentional: by accelerating the
feedback path, the output of the arbiter is made more stable and
repeatable when the phase difference between the two paths is
very small.

The delay paths and the arbiter are packed into 9 logic
slices that are horizontally adjacent. The demonstration system
employs four such arbiter PUFs to initialize the LUT network.
Together these arbiter PUFs occupy 36 logic slices, a small
fraction (0.5%) of the available slices on a Spartan-6 LX45
FPGA.

The arbiter PUFs have introduced unclonability and re-
silience against side channel attacks to drPUF. It is because an
arbiter PUF itself can not be cloned or side channel attacked
since it is operated at the analog level. Consequently, the
drPUF that takes advantage of arbiter PUFs to initialize its
contents also becomes resilient against the two attacks as
attackers need to first break arbiter PUFs before compromising
the drPUF.

VI. DEMONSTRATION SYSTEM

A drPUF-enabled embedded system is discussed in this
section. The demonstration system is based on the OpenRISC
Reference Platform System-on-Chip (ORPSoC) [24]. The sys-
tem is implemented on a Digilent Atlys development board
with a Xilinx Spartan-6 LX45 FPGA.

Fig. 6: DrPUF ORPSoC System Diagram

We will explore the implementation details of the demon-
stration system, including the instruction recoding mechanism
that binds the drPUF with the processor, the arbiter PUF used
to initialize the drPUF, and a ladder system that connects the
drPUF’s LUTs together to generate the output.

A. Instruction Recoding

The OpenRISC is a mature open source project that imple-
ments a 32-bit embedded processor system with a memory and
peripheral system based on a Wishbone System-on-Chip (SoC)
bus [25]. Our contribution is to incorporate a functional drPUF
into the ORPSoC design that consists of a 32-bit arbiter PUF, a
LUT network with four physical instances, and an instruction
recoding logic block that de-obfuscates a 6-bit opcode of the
OpenRISC from a 32-bit obfuscation code. A system diagram
is shown in Figure 6.

Like most Reduced Instruction Set Computing (RISC)
architectures, the OpenRISC defines a fixed-width opcode field
in the most-significant bits (MSB) of its instructions. The 6-
bit-wide opcode defines the operation to be carried out by
the instruction. The lower 26 bits of the 32-bit instruction
word contain information such as the operands or any special
modifier to the opcode. We contend that although obfuscating
the entire 32-bit instruction word is desirable, obfuscating only
the opcode provides sufficient protection against snooping,
tampering, and cloning attacks.

Furthermore, we contend that it is advantageous to limit the
obfuscation to a small bit-field that contains the most important
information of the instruction, as it increases the number
of possible mappings for each opcode from the obfuscation
space and thus lowers the possibility of mapping collisions.
To illustrate this point, consider mapping 32-bit numbers to a
sequence of 6-bit numbers and a sequence of 16-bit numbers.
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In the former case, each of the 6-bit value has an average of 226

values to choose mapping from. In the latter case, each of the
16-bit value only has an average of 216 values to choose from.
Consequently, the mapped (obfuscated) output of the former
(6-bit) case is less likely to contain duplicate values than that
of the latter (16-bit) case.

In the demonstration system, the lower 26 bits of the
instruction and the 32-bit obfuscated opcode are stored sep-
arately in the memory with a fixed offset. As shown in
Figure 6, when the processor requests a single or a block of
instructions through its Wishbone bus interface, the recoding
logic intercepts the bus read requests from the processor and
requests both the non-obfuscated and the obfuscated portions
of the instruction from the memory bus.

To minimize the impact on the system performance, the
instruction recoding is performed before instructions entering
the instruction cache (IC). The recoding logic acts as the IC’s
proxy to the Wishbone system bus. Depending on whether the
instruction cache is enabled, the processor generates either a
single word request or a block read request. The recoding logic
handles both types of requests properly by issuing them to the
memory system. A pair of First-In-First-Out (FIFO) queues
synchronizes the successive reads from different portions of
the memory system to ensure the correct pairing of the non-
obfuscated and obfuscated words.

The obfuscated opcode is always fetched first and dis-
patched to the LUT network. The LUT network returns a 6-bit
de-obfuscated opcode, which is then combined with the non-
obfuscated portion to recover the original instruction word. To
the processor, the instruction recoding is a transparent layer.
Nevertheless, the instruction cache, to a large extent, masks the
effect of the added latency to the memory from the processor.
We will address the performance penalty of the drPUF in
Section VIII.

To simplify the binary generation process, the 32-bit ob-
fuscated opcodes are located at a fixed offset distance from the
rest of the instruction. The offset is always an integer power
of 2 so that the fetch address for the obfuscated code can be
calculated by changing one bit of the instruction address.

VII. SOFTWARE SYSTEM FLOW

Like the analog PUF, the drPUF needs to be character-
ized prior to being used for de-obfuscation. The goal of the
characterization process is to create a set Φ that contains some
usable input-output pairs, i.e. a many-to-one mapping from the
drPUF’s M -bit input space to its N -bit output space. The basic
requirement on the set Φ is that for all p in the N -bit output
space, i.e. p ∈ [1, 2, ..., 2N −1], a minimum of K input-output
pairs whose output is p, are in Φ. In other words, K represents
a minimum abundance of the input-output pairs that’s usable
to obfuscate each of the N -bit patterns.

A low-K requirement, e.g. K = 1, would result in
a very weak system, where an attacker can easily identify
the original opcodes through a frequency analysis on the
obfuscated opcodes. In other words, for the obfuscation to
be successful, K must be sufficiently large such that the
frequency distribution of the resulting obfuscated code contains
no distinguishable pattern that resembles the original opcode’s
frequency distribution.
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Fig. 7: Normalized opcode distribution for dhrystone and zlib

In Figure 7, the normalized opcode frequency plots of two
benchmark programs (dhrystone and zlib) are shown. Along
the x-axis are the 64 possible opcodes (not all opcodes are legal
opcodes), and along the y-axis are the normalized frequency
(the number of such instruction in the firmware) of the opcode.
There is a remarkable resemblance in frequency distribution
between two very different programs, which signals that a
frequency-based attack is very likely to succeed on the original
firmware. This example highlights the need for high K values
to spread out the frequently used opcodes to a large number
of obfuscated opcodes.

For the purpose of discussion, let S(p) be the subset of
Φ that contains all input-output pairs whose output is p. In
the context of our demonstration system, the goal is to replace
each 6-bit OpenRISC opcode Oi in the embedded application
with a 32-bit number O′

i
, which is chosen randomly from set

S(Qi).

The characterization of the drPUF is procedurally divided
into two parts. The first step is to characterize the arbiter
PUF to generate enough Challenge-Response Pairs (CRPs) to
initialize the LUT network. The second step is to characterize
the LUT network once it has been initialized by the arbiter
PUF’s CRPs.

A. Arbiter PUF Characterization

The arbiter PUF is characterized by sending randomly
generated challenges to the PUF and observing and recording
its responses [26][27]. Note that the embedded processor is
only designed to generate challenges, but not to observe the
responses. The response of the arbiter PUF is directly sent to
the LUT network for initialization. Therefore the observation
is performed through a serial debug port, which is the only
other component in the embedded system that has visibility to
the PUF’s output. The debug port can later be permanently
disabled to prevent an attacker from performing the same
characterization.

As a set of Challenge-Response Pairs (CRPs) from ran-
domly generated challenges is collected by a host computer
from the debug port, there is little guarantee that the initial
set of CRPs are stable CRPs that have repeatable results
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over temperature and voltage range. Therefore they must be
iteratively screened for stability within the operating range.
This process is called stable CRP discovery and selection
(SCDS). The SCDS process typically prunes over 90% of
the initial CRP set. Additional requirements, such as the ratio
between zero- and one-responses can also be imposed upon
the CRP set.

B. LUT Network Characterization

Once a stable set of CRPs is obtained, it is used to initialize
the LUT network. The LUT network is then characterized to
produce the set Φ that contains the input-output pairs used for
obfuscation.

The characterization of the LUT network can either be
performed by simulation or, similarly to the arbiter PUF’s
characterization, by physical interrogation through a debug
port. Unlike the arbiter PUF, the LUT network’s input-output
pairs are always stable, so there is no need for iterative pruning.
The characterization stops when all subsets S(p) satisfy the
minimum-K requirement.

C. Binary Code Generation

Recall that the binary obfuscation is the process, during
which the 6-bit opcode Oiof each OpenRISC instruction is
replaced by a 32-bit number O′

i
, such that (O′

i
, Oi) is a pair

in S(Oi).

The first step in code generation is to use the existing
OpenRISC toolchain to generate the plain-text binary. The
plain-text binary is statically linked with a custom linker script
to reserve a memory region for the obfuscated code. As shown
in Figure 8, the reserved region is situated between the .data
and the .text sections in the memory system.

Fig. 8: Address space organization for the demonstration
system

Next, the plain-text binary is then scanned and analyzed.
For each plain-text instruction in the .text section, we remove
its 6-bit opcode Oi ,and randomly select a candidate obfus-
cation code O′

i
from S(Oi). The selected obfuscation code is

stored in the reserved memory region with a constant offset
from the original instruction location.

TABLE II: Spartan-6 LX45 Resource Usage

Type Used Percentage

D-Flipflop 7019 12%

LUTs 13434 49%

Slices 4607 67%

BRAMs 80 34.5%

DSP48A1s 4 6%

VIII. RESULTS

A. FPGA Implementation Results

The OpenRISC OR1200 processor has a five-stage integer-
unit pipeline design, hardware integer and floating point arith-
metic units, and separate instruction and data caches. The
memory system has a DDR memory controller and a small
boot ROM. The peripheral system consists of an Ethernet
controller, a UART controller, an SPI Flash controller, and
a GPIO module. The communication between the processor
and the memory and the peripheral system is carried by the
Wishbone SoC bus.

The modification to the embedded system includes the
addition of four arbiter PUFs, four LUT ladder networks, the
instruction recoding module, and a UART debug port. The
processor runs at 50MHz without any timing violation. A
summary of FPGA resource usage is shown in Table II.

B. Recoding Performance Impact

As each instruction fetch requires fetching two 32-bit
words from the external memory, the online instruction recod-
ing introduces additional latency between the processor and
the memory system. To assess how much the additional latency
impacts the processor’s performance, we run embedded bench-
mark programs and compare their performance on the original
embedded system and the drPUF-fitted embedded system. Our
benchmark suite includes Dhrystone ([28]), CoreMark ([29]), a
subset of MiBench ([30]), and a custom program that uses zlib
([31]). The normalized run time for these benchmark programs
is shown in Figure 9.

After Protection
Before Protection

After Protection

Fig. 9: Comparison of normalized run time for the benchmark
programs

The smaller programs, such as dhrystone and coremark,
show virtually no performance impact as the instruction cache
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fully masks the added fetch latency. We believe that this is the
result of having a large 32KB instruction cache. The larger
programs, such as MiBench basic math and FFT, show only
a moderate increase in run time (up to 8%). Given the added
protection offered by the realtime instruction recoding, such
small performance impacts are well worth it.

IX. CONCLUSIONS

We have presented a novel use of digital reconfigurable
Physical Unclonable Functions (drPUFs). The drPUFs are used
as logic functions that are unique to each device and can be
reconfigured as desired. These logic functions are used to
translate an obfuscated binary that is specifically compiled
for the designated devices. This mechanism offers temper
protection on the firmware and prevents the software and
the hardware IP from being copied by third parties. Finally,
a proof-of-concept system is successfully implemented on
an FPGA platform, and shows very little performance and
resource overhead.
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