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Abstract—In this paper we present a secure and unclonable
embedded system design that can target either an FPGA or an
ASIC technology. The premise of the security is that the executed
machine code and the executing environment (the embedded
processor) will authenticate each other at a per-instruction basis
using Physical Unclonable Functions (PUFs) that are built into
the processor. The PUFs ensure that the execution of the binary
code may only proceed if the binary is compiled with the
correct intrinsic knowledge of the PUFs, and that such intrinsic
knowledge is virtually unique to each processor and therefore
unclonable. We will explain how to implement and integrate the
PUFs into the processor’s execution environment such that each
instruction is authenticated and de-obfuscated on-demand and
how to transform an ordinary binary executable into PUF-aware,
obfuscated binaries. We will also present a prototype system on
a Xilinx Spartan6-based FPGA board.

I. INTRODUCTION

A vast majority of the microprocessors manufactured today
are used in embedded systems to perform various sensory
and control tasks. Regardless of their intended end uses, their
modes of operation are very similar. As the processor boots up,
a precompiled firmware is loaded into the main memory, which
then directs the processor to interact with the physical world.
For the majority of these systems, as long as the hardware
execution environments are compatible, there is no restriction
on which piece of software can be executed by a processor, nor
restriction on which instances of the processor may execute a
given piece of software.

This demonstrates the two sides of the instruction-level
security under consideration by this paper. The first is that
the software must establish that the hardware platform is its
intended execution environment, i.e. the hardware is autho-
rized to execute the software. The second is that the processor
system must establish that the machine code residing in the
memory is authorized to execute, i.e. the software is of
authentic origin.

We propose a hardware/software system design that ad-
dresses both sides of the instruction-level security by incor-
porating Physical Unclonable Function (PUF) devices into the
processor’s execution environment (see Figure 1). In this sys-
tem, each executable instruction is stored in the main memory
in two forms: an obfuscated instruction and a challenge word
to the PUF device. The obfuscated instruction alone cannot
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Fig. 1. System Overview

be executed by the processor, for its instruction opcode is
missing or obfuscated. To de-obfuscate the instruction, the
corresponding challenge word is read from the main memory
and sent to the PUF devices. The response of the PUFs is
then combined with the obfuscated instruction word to restore
its proper opcode. To minimize performance impact, the de-
obfuscation process occurs outside of the instruction cache as
the instructions are requested.

A. Security and Cloning

The argument for the security of the system is constructed as
follows. To generate an executable binary for the processor, the
compiler must have prior knowledge of how the processor’s
PUFs would respond to the presented challenge words. This
prior knowledge can only be obtained with access to low-level
device characterization of the PUFs, and can be considered
exclusive knowledge if the required access is dismantled at
the end of the manufacturing process. If we take a step further
by asserting that the exclusive knowledge of the PUF response
can only be obtained by the authorized designer of the system,
then the de-obfuscation process with the proper challenge
words establishes the authenticity of the software origin.

Furthermore, if the PUF responses are determined by the
intrinsic properties of each die that are different, by process
variation, from one instance to another of the same processor
design, the executable binary that’s compiled for processor
instance A will not execute properly on processor instance
B. Thus the hardware platform is also authenticated by the
de-obfuscation process.



Finally, for the same reason that the PUF responses are
unique to each processor instance, the embedded system
cannot be cloned by a third party without the source code
of the firmware. Let’s suppose a knowledgeable third party
have the know-how to reverse-engineer the processor chip
to produce a clone of the processor at the transistor and
interconnect level, perform low-level characterization on the
chip, and copy the executable binary from another system.
However since the intrinsic properties that the PUFs derive
their responses from cannot be cloned, the stolen executable
binary cannot execute on the cloned processor. The only way
to execute the firmware is to recompile the source code with
the knowledge of the PUF on the cloned processor.

II. RELATED WORK

A. Software Protection

Attacks on Software Intellectual Properties (IPs) fall largely
in three main categories: cloning, reverse engineering, and
tempering [1]. Obfuscation is often used to provide protection
from tempering and reverse engineering.While most often
obfuscation is conducted in compilation phases phases that
translate source code into assembly [2] [3], there are several
popular technique that act during translation of assembly code
into machine code [4]. Finally, using cryptographic encryption
on the instruction and decrypting them on-the-fly may also be
considered a form of obfuscation [1].

Compared to the toolchain-based obfuscation techniques,
our approach differs in that the obfuscated binary contains
no plaintext opcode. The original opcode is only restored by
using the obfuscated opcode as a challenge to multiple PUF
devices capturing their outputs as the original opcode.

Furthermore, our approach does not require a shared cryp-
tographic key as do approaches that are based on instruction-
level encryption [1] [5]. A key distinction to encryption-based
systems is that a PUF-based embedded processor’s obfuscation
keys are imprinted in the process variation of the silicon gates,
and no other key may be used or accepted, whereas a general
decryption core may use any key that’s provided, thus once
one matching set of key and binary is discovered, cloning
protection on all system is compromised.

B. Physical Unclonable Functions

There are many examples of successful PUF implementa-
tions on FPGA in the literature [6] [7] [8] [9] [10] [?] [11]
[12] [13]. The work presented in this paper is largely based on
the delay/arbiter PUF design described in [6]. In a delay PUF
[14], a series of shuffle cells are connected together as shown
in Figure 2. Each shuffle cell is controlled by a challenge bit to
either swap the two inputs or let them pass through. A chain of
such shuffle cells create two mutually exclusive paths, chosen
by the applied challenge bits, that connect the inputs of the
first shuffle cell to the inputs of the arbiter, which decides
which path has a short propagation delay.

The use of PUFs as security instruments have been explored
[15] [16]. Sklavos discussed incorporating PUFs into security
primitives as well as generating keys for cryptographic devices
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Fig. 2. A delay PUF

TABLE I
SPARTAN-6 LX45 RESOURCE USAGE

Type Used Percentage

D-Flipflop 6821 12%
LUTs 12438 45%
Slices 4071 59%
BRAMs 80 34.5%
DSP48A1s 4 6%

[17]. Meguerdichian et al. proposed using matched PUFs as
public keys in security protocols [18]. Xu et al. introduced
a class of digital secure primitives that can be initialized by
PUFs in [19].

III. IMPLEMENTATION

This section covers the implementation details pertaining
to the prototype system. The implementation targets a Xilinx
Spartan-6 FPGA on a Digilent Atlys development board.

A. OpenRISC Processor

The prototype embedded system implements an OpenRISC
[20] OR1200 processor system. The processor has a five-stage
integer unit pipeline, hard integer and floating point arithmetic
units, and separate instruction and data cache. The simplicity
of the design and the availability of HDL source code make
OR1200 a good candidate for the integration of PUF de-
obfuscation logic. Besides the addition of the PUF devices,
the only major modification to the processor core is to add
one pipeline delay to the multiply instructions to allow the
processor to run at 50MHz without any timing violation. A
summary of FPGA resource usage is shown in Table I.

B. Instruction Recoding

To minimize the impact to the system performance, the in-
struction obfuscation/recoding is performed as the instructions
enter the instruction cache (IC). The recoding logic acts as the
IC’s proxy to the memory bus.

The OR1200’s IC performs two kinds of reads. Before
the caching is enabled, the IC performs only single word
transactions. After the caching is enabled, the IC performs
only 8-beat burst transactions (for 32KB IC configuration).
The recoding logic needs to accommodate both types of
transactions. For each singly requested instruction from the
IC, the recoding logic first fetches its corresponding PUF
challenge word (PUF response has a 4-clock delay), then it
fetches the obfuscated instruction word. For burst transfers,
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the recoding logic fetches an 8-beat burst of the challenge
words first from the main memory, then performs another 8-
beat burst to fetch the obfuscated instructions.

Conceptually, each OR1200 instruction has a corresponding
32-bit PUF challenge that is used to unlock the true opcode
(6-bits) before entering the instruction cache (see Figure 3).
The 32-bit challenge is sent to six delay PUFs in parallel.
Four clock cycles later, the response is available and the PUF
is ready for another challenge.

C. Delay PUF

The Spartan-6’s basic logic element is a 6-input LUT
(LUT6). Each of the LUT6 can alternatively be used as two
LUT5 with shared input signals. This unique feature can be
exploited to create a compact shuffle cell (see Figure 4). Eight
such shuffle cells are manually placed in one Configurable
Logic Block (CLB) and chained together using fast intercon-
nects that go through the adjacent switching matrix. The next
block of eight shuffle elements are placed in the CLB imme-
diate to the right, and so on. A total of 4 CLBs are required to
implement a 32-unit delay chain. This configuration makes use
of the fastest interconnects available to user logic to reduce
asymmetry in logic routing (Figure 5).

With limited influence in the routing choice and the highly
interconnected nature of an FPGA platform, routing asym-
metry is an inevitable design challenge when implementing
FPGA-based PUFs. In our implementation, the 32-element
delay chain has a worst-case timing of approximately 54.5ns,
with over 80% of the propagation delay in routing. A good
practice that seems to curb the influence of routing asymmetry
is to manually place all cells using relative location constraints
(RLOCs) to keep the delay elements close to each and
interconnects short.

The placement of the Delay PUF block is worth considering.
On the one hand, to control the routing asymmetry, physical
constraints are used to create a keep-out zone around the PUF
logic. Any nearby unrelated logic elements that must be routed
around the area occupied by the six delay chains (a 4x6 CLB
rectangle). This constraint increases the timing stress of the
nearby logic. On the other hand, active regions of the FPGA
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may generate minor local voltage fluctuations that cause the
outputs of the PUFs to be unstable. A good strategy is to keep
the PUFs away from high-activity and timing-stressed regions
of the FPGA.

D. Stable Challenge Discovery and Selection

After the embedded system design is finalized (i.e. de-
bugged and tested against known benchmarks, during which
the instruction recoding is disabled), the PUF is characterized
with the rest of the system. The characterization process is
the process during which a large set of stable PUF challenge
are discovered. As the processor is not yet ready to run any
obfuscated code due to the lack of usable PUF challenges, the
characterization is performed through a debug port that can
be later physically dismantled (e.g. by electrically destroying
a FPGA I/O pin or bank). The PUF debug port allows for an
arbitrary challenge to be presented to the PUF, and its output
sampled and returned to the observer.

As the challenge space is typically very large (232 in
our prototype system), interrogating the PUF exhaustively
through all the possible challenges can be very time con-
suming. Alternatively, one may choose to employ a “shotgun”
technique, i.e. continually explore the challenge space using
randomly generated challenges, and stop when sufficient stable
challenges have been discovered. A simple method used to
determine whether a challenge is stable or not is to evaluate it
many times rapidly and detect inconsistencies in the results.

In practice, the random discovery method has proven to be
quite effective in establishing a large set of challenges that
cover all of the required responses.

IV. RESULTS

In this section we discuss the instruction de-obfuscation’s
impact to the system performance. The instruction-level re-



TABLE II
DHRYSTONE AND COREMARK RUN TIMES

Instruction Instruction Normalized Normalized
Recode? Cache? DHRY run time Coremark run time

No Disabled 4.21 3.71

Yes Disabled 10.8 11.94

No Enabled 1.0 1.0

Yes Enabled 1.0 1.0

coding doubles the required the time to fetch instructions from
the main memory since each instruction is effectively fetched
twice from two different memory locations. In addition, the
32-unit delay PUF requires four clock cycles to compute the
challenge response. In anticipation of the performance con-
cerns, several design choices are made to reduce the impact.
The instruction recoding is designed to occur outside of the
instruction cache, such that spatial and temporal locality of the
instructions are preserved. We also schedule the PUF challenge
to be read before the obfuscated instruction, such that PUF
activation and the instruction fetch happens in parallel.

To assess the performance impact on the embedded sys-
tem, two commonly used embedded benchmarks are used.
Dhrystone [21] is a synthetic CPU benchmark that primarily
exercises the processor’s integer unit. Coremark [22] is a
similar benchmark but is arguably closer to a real CPU
workload. Both benchmarks require little modifications to run
on the OR1200 processor.

Each of the benchmarks is run with with two configura-
tion variables. The first variable is to disable or enable the
instruction cache. The second variable is to run on either an
unmodified OR1200 processor or to run on a modified OR1200
processor with instruction de-obfuscation.

The results (Table II) are encouraging. In the cases where
the instruction cache is disabled, the modified processor slows
down when compared to the unmodified processor two to three
times (top two rows in Table II). However, when the instruction
cache is enabled, no performance slow down is reported at all
by the two benchmarks (bottom two rows). This result can be
explained by the very good spatial and temporal locality of
the two benchmarks. In fact, the size of each binary is smaller
than the size of the OR1200’s instruction cache (32KB).

We expect that the performance penalty will be measured
by the two benchmarks if the size of the instruction cache is
reduced to 4KB or smaller. However, there is no need to make
performance measurements this way, as the effects of cache
systems on processors are well understood and the effect of
the PUF integration is no different from that of a slow memory
system.

V. CONCLUSION

We have described a secure embedded system where the
authenticity of both the the software and the hardware compo-
nents are simultaneously checked. In addition, the same PUF
logic that enables the instruction-level authentication also pro-
tects the system from cloning attacks. We have demonstrated

the feasibility of such a system by implementing a prototype
system on a commercial FPGA development board. Finally,
we have shown that the integration the PUF logic has zero
performance impact on systems when the instruction cache is
well utilized.
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