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ABSTRACT

Critical to the understanding of the genetic basis for com-
plex diseasesis the modeling of human variation. Most
of this variation can be characterized by single nucleotide
polymorphisms (SNPs) which are mutations at a single nu-
cleotide position. To characterize an individual's variation,
we must determine an individual's haplotype or which nu-
cleotide baseoccurs at each position of these common SNPs
for each chromosome. In this paper, we presert results for a
highly accurate method for haplotype resolution from geno-
type data. Our method leveragesa new insight into the
underlying structure of haplotypeswhich shows that SNPs
are organized in highly correlated \blo cks". The majority
of individuals have one of about four common haplotypesin
ead block. Our method partitions the SNPsinto blocks and
for eath block, we predict the common haplotypesand each
individual's haplotype. We evaluate our method over biolog-
ical data. Our method predicts the common haplotypesper-
fectly and hasa very low error rate (0:47%) when taking into
accourt the predictions for the uncommon haplotypes. Our
method is extremely e cien t compared to previous meth-
ods, (a matter of secondswhere previous methods needed
hours). Its e ciency allows usto nd the block partition of
the haplotypes,to cope with missing data and to work with
large data setssucd as genotypesfor thousands of SNPs for
hundreds of individuals. The algorithm is available via web-
sener at http://www.cs.columbia.edu/comp  bio/ hap/ .
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1. INTRODUCTION

Critical to the understanding of the genetic basis for com-
plex diseasesis the modeling of human variation. Most
of this variation can be characterized by single nucleotide
polymorphisms (SNPs) which are mutations at a single nu-
cleotide position that occurred once in human history and
were passedon through heredity. Approximately 10 million

common SNPs[19, 10], each with a frequency of 10%to 50%
accourt for the majority of the variation between DNA se-
qguencesof individuals[22]. To characterize an individual's

variation, we must determine an individual's haplotype or
which nucleotide baseoccurs at ead position of these com-
mon SNPs for each chromosome. By correlating an individ-

ual's haplotypeswith the presenceof a disease,researders
can better understand complex diseases.The e ort to char-
acterize human variation, currently a major focus for the
NIH, will be a tremendous undertaking requiring obtaining

the haplotype information from a large collection of individ-

uals from diverse populations [19].

Although the two chromosomesof an individual can be sep-
arated and analyzed independertly as in Patil et al., 2001
[22], current technology suitable for large scale polymor-

phism screening obtains genotype information at eadh SNP.
The genotype givesthe basesat each SNP for both copiesof
the chromosome, but losesthe information asto the chro-
mosomeon which eat baseappears. Consider a SNP where
there are two common bases,A or G. There are four pos-
sible casesfor the haplotype. Two of the casesare where
either both chromosomescontains A or both chromosomes
contains G. We refer to these casesas homozygousgeno-
types. The other two casesare where the rst chromosome
contain A and the secondcontain G and vice versa. We re-
fer to these casesas heterozygousgenotypes. For this SNP,



Haplot ype | 0,1 Representation Frequency
CCGAT 00000 66
CTGA C 01001 24
ATACT 11110 10
CTGA T 01000 6
ATGA T 11000 1
ATGCC 11011 1
CCGA C 00001 1

Table 1: Block 6 from Daly et al. 2001, [5]. The
blo ck contains 5 SNPs over 11 kilobases. The hor-
izontal line separates the common haplot yp es from
rare haplot ypes. The rst column shows the haplo-
typ es from the transmitted chromosomes. The sec-
ond column shows the same haplot yp es but mapp ed
to 0,1 represen tation. The O represen ts the common
nucleotide at the position, while the 1 represen ts the
rare nucleotide at the position. The third column is
the frequency of the haplot ype block in the trans-
mitted chromosomes. Note that any chromosome
that contained any ambiguit y in the block due ei-
ther to missing data or heterozygous genotyp es for
all mem bers of the trio was omitted.

there are three possible casesfor the genotype information.

In the homozygouscases,the genotype will be either A or G
respectively and we can infer that the baseappearsin both
chromosomes. In the heterozygous cases,the genotype will
be H (for heterozygous) and we can infer that in one chro-
mosome, we have an A and in the other we have a G, but
we can not infer on which chromosome each appears. This
causesproblems in reconstructing the haplotypes. Consider
the example where an individual at four successie SNPs,
with possible values A or G, has a genotype AHHG. In
this case,the individual's haplotypeshave two possibilities:
either AAAG on one chromosome and AGGG on the other
chromosome or AAGG and AGAG . Without any other in-
formation, sudch as the genotypes from related individuals,
it is impossible to determine the individual's actual haplo-
types. This problem of haplotype resolution is often referred
to asthe phase problem.

Consider a set of n neighboring SNPs. There are at most 4"
possible haplotypes that occur for eac block. Since there
are only two obsered basesfor the vast majority of SNPs,
there are at most 2" haplotypes. Recen studies in link-
agedisequilibrium [9, 23] characterizing haplotype structure
have found that in fact there are far fewer haplotypes. These
studies have shown that SNPs are grouped into \blo cks" of
limited diversity with the regions betweenblocks being \hot

spots" of recombination. In ead block containing n SNPs,
typically around four haplotypesaccourt for the majority of
the haplotypesin the population. Consider the haplotype
block shown in Table 1 consisting of 5 SNPs over 11 kilo-
basesfrom a recernt paper, Daly et al, 2001. Note that 90%
of the individuals contain one of four common haplotypes.

Haplotypescan be resolved from genotype data by making
the assumption that most of the haplotypeswithin a block
will loosely t the perfect phylogeny model. This method
for resolving haplotypeswas rst proposedin Gus eld, 2002
[13]. The perfect phylogeny model assumesan in nite site
mutation model and allows no recombinations [15]. The in -

nite site mutation model makesthe assumption that at each
SNP site, a mutation only happenedoncein human history.
This model forbids recurrent mutations or back mutations.
The assumptions of the model imply that a chromosomewith

amutation at a SNP is adirect descendan from the chromo-
some of the ancestor in which the mutation occurred. Like-
wise, any chromosome without the mutation can not be a
descendan of a chromosomethat hasthe mutation. Clearly,
these assumptions are not realistic although it is reasonable
to assumethat recombinations and recurrent mutations are
relatively rare events within a block. Thus, we consider a
relaxed model which allows for a certain number of recurrent

mutations and recombinations within a block.

In this paper, we presert results for a highly accurate method
for haplotype resolution from genotype data. Our method
takesasinput apopulation of genotypesand decomposesthe
SNPs into blocks. For each block we predict the common
haplotypes as well as the haplotypes of ead individual in

the population. We also show that the common haplotypes
roughly t a perfect phylogeny model.

We evaluate our method over the data collected in the study
of a 500 kilobase region of chromosome 5p31 containing

103 SNPs. In this study, genotypes are collected from 129
mother, father, child trios where the correct child haplo-
types are inferred from these genotypes. Using genotypes
for all members of a mother, father, child trio, we can infer
the haplotypesin most casesusing Mendelian genetics. We
know the child inherited one chromosome from the mother
and one from the father assuming there was no recombi-

nation. Consider the example above where again in four
successie SNPs where the possible basesare A and G, The
child's genotype is AH HG as above, the mother's genotype
is HHGH and the father's genotype is HAH G. In this

casewe can infer the haplotypes of all members of the trio.

Each parent has one transmitted chromosome and one un-
transmitted chromosome. The child's haplotypes consist of
the transmitted chromosomesfrom both the mother and fa-
ther. Since in the child, the genotype at the rst SNP is
A while in both parents the genotypesare heterozygous, we
can infer that in both the mother's and father's transmit-

ted chromosomes,the SNP is A, while in the untransmitted

chromosomesthe SNP is G. At the second SNP, since the
father's genotype is homozygous A, we know that both the
father's transmitted and untransmitted chromosomesmust
contain A, while the mother's transmitted chromosomemust
contain the baseG in order for the child's genotypeto be het-
erozygous. If we contin ue this analysis, we can infer that the
child's haplotypesare AAAG and AGGG while the mother's

transmitted chromosomeis AGGG and untransmitted chro-
mosomeis GAGA and the father's transmitted chromosome
is AAAG and untransmitted chromosomeis GAGG. Using
this dataset, we can verify the e ectiv enessof our method.

Using only the population of the children's genotypes, we
make prediction for their haplotypes. We can verify our pre-
dictions by inferring the haplotype for eac child using the
genotypesof the child's parents. Esserially , our method can
e ectiv ely predict the haplotypesfor unrelated individuals.

This ability signi cantly reducesthe costsand di culties of
characterizing human variation sinceit eliminates the need
for collecting genotype data from complete trios.

In Daly et al.,, 2001 [5], the 103 SNPs were split into 11
blocks of varying lengths and number of SNPs contained in

ead block. Over these blocks, our method very accurately
predicts the haplotypes from the genotypes. In all cases
but one, we predict correctly all of the common haplotypes
for each block. The predictions for the individuals' haplo-
typesdi ered from the actual haplotypeshby lessthan 0:30%
in terms of bases. Our errors occur only in the individu-



als that have a haplotype that is uncommon. In addition,

approximately 10% of the genotype data is missing due to
experimental error. We make predictions for the haplotypes
corresponding to the missing genotype data also with less
than 0:53% error. The method makesits prediction for eac
block in mere seconds,signi cantly faster than other meth-
ods for haplotype resolution.

Since a priori, we do not know the block partitions, the
method also predicts block partitions from genotype data us-
ing the criteria of minimizing the number of \representativ e
SNPs" aspreserted in Patil et al., 2001[22]. Over the blocks
chosenby the algorithm, the error rate for the 103 SNPs is
0:73% and only 0:47% if we ignore the missing data. In
practice, there are multiple possible block partitions where
the majorit y of the individuals contain relativ ely few haplo-
types. Since these block predictions overlap, we are able to
make overlapping predictions for local haplotypes and use
a\tiling" technique to reconstruct the entire haplotypesfor
ead individual.

We show that our method in addition to being highly accu-
rate can scaleto very large samples. We consider a sample
consisting of 24; 047 SNPs from Patil et al., 2001 [22]. We
generate a set of genotype data using the haplotypes from
this data creating an arti cial population of seweral hundred
individuals. We then show that our algorithm can scaleto
this sample size and predict the haplotypes and partition

them into blocks.

The core of the method is an algorithm, described in detail
in Eskin et al., 2002 [6], that determines all possible hap-
lotype resolutions that are consistert with a perfect phy-
logeny model. This approach was rst proposedin Gus eld,

2002[13], where a polynomial time algorithm wasintro duced
to the problem. The algorithm in Gus eld, 2002 [13] uses
a complicated but elegart machinery from matroid theory,
and its asymptotic performance is near optimal. However,
the algorithm in Eskin et al., 2002 [6] is much simpler and
easier to implement and as we show in this paper, more
easily extended to handle caseswhere the data is not con-
sistent with a perfect phylogeny model. These extensions
are critical to the application of the algorithm becauseas
in real data [5], the haplotypesonly roughly t the perfect
phylogeny model. This algorithm is usedto determine a set
of candidate haplotype resolutions for each block. We then
use a maximum likelihood model to choose the best hap-
lotype resolution from this set of candidates. In practice,
about 10% of the genotype data is missing and the maxi-
mum likelihood model correctly resolves the vast majority
of this missing data. We note that independertly of our
work, Bafna et. al, 2002 [2] found and implemented a sim-
pler algorithm then the onegivenin Gus eld, 2002[13], with

the same asymptotic performance as our algorithm.

Existing methods e ectiv ely assumeall of the SNPs are in
a single block. These methods include a variety of meth-
ods including the parsimony approach of Clark [3] and re-
lated approaches[11, 12, 16], maximum likelihood methods
[7, 8, 14, 17] and statistical methods such as PHASE [26],
and perfect phylogeny-based approaches [13]. All of these
approaches su er from the fact that they do not explicitly

take into accourt the haplotype block structure. In addi-
tion, these methods are often too ine cien t to be practical

for large data sets. These methods typically can not scaleto
data that contains more than 30 sites. A similar approach to
ours is the strict perfect phylogeny model approach of Gus-
eld, 2002 [13]. However, in this paper, we show that only

Figure 1: The perfect phylogeny tree corresp onding
to the haplot ypes 0000Q 0100Q 01001 1100Q 1110Q
1111Q

if we relax the assumptions of the perfect phylogeny model
doesthe algorithm work in practice.

2. PRELIMIN ARIES

We rst formally describe the perfect phylogeny model and
the PPH problem. We assumethat at ead polymorphic site
there are two possible nucleotides that appear at any posi-
tion in any one of the chromosomes. Let us denote these
nucleotides by 0 and 1. We note that although the assump-
tion that there are only two possibilities at any site seems
arti cial, it is the casein most polymorphic sites.

2.1 ThePerfectPhylogenyHaplotype Problem
Given a (0;1)- matrix B = (bj ) of size2n m which repre-
serts a set of haplotypes,we say that B ts the perfect phy-
logeny model if there exists a rooted tree T(B) represerting
the evolution of the haplotypessua that the following holds:
1. Each vertex v of T(B) is labeled by a row vector I(v)
of length m represerting a possible haplotype. Each
coordinate position in these row vectors corresponds
to a site.
2. For each coordinate i , there is at most one pair (u;Vv)
of vertices such that u is the parent of v and I(u) di ers
from I(v) in coordinate i..

3. The set of rows of B is contained in the set of labels of
T(B).

An example of a perfect phylogeny tree is given in Figure 1.

Throughout the paper, for a given integer k, we denote the

Let a be a m-vector whoseelemerts are drawn from f 0; 1; 2g.
Let b and ¢ be m-vectors whose elemerts are drawn from
f0; 1g. The vectors b and ¢ are compatible with a if, for each
coordinate i the following hold:

1. if (i) = c(i) then a(i) = K(i) = c(i);
2. if (i) & c(i) then a(i) = 2.

Thus, if genotype a is derived from haplotypesband c, then
b and ¢ must be compatible with a.

A n m matrix A with elemerts drawn from f0;1;2g is
realizable if there exists a (0; 1)-matrix B of size2n m that
ts the perfect phylogeny model such that, for every row a
of A, B contains a pair of rows compatible with a. In such
a casethe matrix B is called a legal extension of A.

The Perfect Phylogeny Haplot ype Prob-

lem (PPH). Givena (0;1;2)- matrix A, either nd a
legal extension of A or determine that A is not realizable.



The problem hasthe following interpretation. The matrix A
represerts the genotypesof n individuals, wherethe length of
ead genotypeis m. For any individual r 2 [n], and site ¢ 2
[m], the four possiblehaplotype states are (0; 0),(0; 1),(1; 0),
and (1;1). The sequenceobserved can only distinguish be-
tween the three states 0; 1 and 2. States 0 and 1 stand for
the haplotype states (0; 0), (1; 1) respectively. State 2 stands
for either the haplotype state (0; 1) or (1;0). We are inter-
estedin constructing the haplotype matrix B which will be
consistert with A and with the perfect phylogeny model.

2.2 SomeUseful Lemmasand Notations

Throughout the paper we will use the terms site and col-
umn interchangeably. Let A be a (0;1;2)- matrix with m
columns, let ¢ be a site and let x be an elemert of f0; 1; 2g.
Then c(A; x) is de ned as the set of rows of A containing
the value x at site c. Let ¢ and c® be sites and let x and y
be elemerts of f0;1g. The pair c;c® induces (x; y) (in A) if
((c(A; )\ AT YL (e(A; )\ A; 2))[ (o(A; 2)\ (A y)) 6
. Let IND(A; ¢; ) bethe setof pairs (x; y) such that (c;c?)
induces (x;y) in A.
Note that, if B is a legal extension of A then, for every pair
(c;Y of sites, IND(A,c,c) IND(B;c;c9.
The following lemma has beenproven independertly by sev-
eral authors:

Lemma 2.1. A (0;1)- matrix B is realizable and corre-
sponds to a perfect phylogeny tree with root (X1;X2;  ;Xm)
if and only if, for every pair of sites (ci; ¢ ), (Gi; ¢ ) induces
(xi;xj) and jIND(B;ci;q)j 3.

By Lemma 2.1, in the PPH problem, we haveto assignf 0; 1g
values to the 2-ertries in A so that the condition of the
lemma is fullled for somez. Using our freedom to decide
which of the nucleotides at a polymorphic site shall be des-
ignated 0 and which shall be designated 1, we may assume
without loss of generality that the root of the tree is the
all zerosvector for the following reason. By complemerting

certain columns (i.e., replacing 0 by 1 and 1 by 0 through-

out the column) one can ensure that in ead site c, either
every row contains a 2 or a 0 appearsin the rst row not
containing a 2. In this case,it is easyto seethat unless
there are two identical columns of 2's, every two sites induce
(0;0). It follows that, in any legal extension B for A, every
two sites induce (0;0). Thus, if B satis es the condition of
the lemma for somez, it also satis es the condition for the
all-zero vector.

In view of this obsenation we may restate the PPH problem
as follows: Given a (0; 1; 2)-matrix A in which every pair of
columns induces (0; 0), nd a realization B of A such that,

for every pair (c;c?, jIND(B;c;c%j 3, or determine that

no such realization exists. An immediate necessarycondi-
tion for a realization to exist is that, for every pair (c;c9),
IIND(A; ;)] 3.

Let the matrix A beaninput to the PPH problem, and let B

be a legal extension of A. Let c and c® be two columns such
that c(A; 2)\ c%(A; 2) 6 . Let ussay that B resolvesthe pair
of columns (c;c% unequally if f(0;1); (1;0)g IND(B;c;c?
and equally if (1;1) 2 IND(B;c;c.

Then B must resolve the pair (c;c? either equally or un-
equally, and cannot resolve the pair both equally and un-
equally. Solving the PPH problem is equivalent to deciding
in a consistert way which pairs of columns to resolve equally
and which to resolve unequally. These decisions essetially

determine the matrix B.

3. THE BUILD-TREE ALGORITHM

In this section we presert an algorithm for the PPH problem
which runs in O(nm?) time.

Let A be a (0;1;2)-matrix with m columns such that, for
every pair (c;c®) where c and c® are not identical and c(A; 1)\
A;1)8 ,(0;0)2 IND(A;c;c) and jIND(A; c;ch)j 3.
We de ne the following relations:

Strong Domination ¢ c’if IND(A,c,c’) = f(0;0);(1;0),

(1; 1)g;

Siblings ¢ c°if IND(A,c,c) = f(0;0);(0;1); (1;0)g;
Weak Domination ¢ c°if IND(A,c,c) = f(0;0);(1;0)g
or IND(A,c,c) = f(0;0)g.

Then for eadh pair (c;c?, exactly one of the following holds:
c &2 cc e & c

Note that if ¢ % then c and c® must be equally resolved
and, in a perfect phylogeny tree realizing A, ¢ must be an
ancestorof ¢® If ¢ ¢ then ¢ and c® must be unequally
resolved, and they must be siblings in the perfect phylogeny
tree. The only ambiguous caseiswhenc cCorc® c.

3.1 The Main Algorithm

A (0; 1; 2)-matrix A with m columns is the input to the al-
gorithm. The algorithm either determines that A is not
realizable or:

1. Resolvescertain rows of A into haplotypes, creating a
new matrix M which is realizable if and only if A is;

2. Deletesoneor more columns from M to create a matrix
A°which is realizable if and only if A is, and such that
any legal extension of A° yields a legal extension of A.

3. Recursively applies the algorithm to A°

The algorithm begins by removing any identical columns
c;c’in A, where c(A; 1)\ ¢®(A; 1) 6 . It then computes the
relations between the sites and veri es that, for eac pair
(c;d9, (0;0) 2 IND(A; c;c® and j(IND(A; ¢c;c?j 3.

The algorithm then choosesa pivot column ¢ as follows.
Since strong domination and weak domination both induce
a linear order on the columns, ¢ is a maximal elemert with
respect to both orders. Clearly, ¢ can be found in O(m)
time.

Let De = f¢j¢ cg, Se = fcj¢  cg, and We = fcj¢  cg.lt
is easily veried that every column except € lies in exactly
one of these three sets, and that no row in ¢(A; 2) contains
al.

The algorithm now proceedsto resolve the rows in €(A; 2)
Every column in D, must be resolved equally with ¢. Every
column in Se must be resolved unequally with €. It remains
to decide which columns in W, are to be resolved equally
with € and which are to be resolved unequally with ¢

To makethis determination the algorithm constructs a graph
Ge whose vertex set is the set of sites. There is an edge
labeled 0 between ¢ and ead site in D¢. There is an edge
labeled 1 between ¢ and ead site in Se. If ¢ and d are
sites dierent from € then there is an edge between ¢ and
d labeled O if ¢(A;2)\ c(A;2)\ d(A;2) 6 and (1;1) 2
IND(A; c;d). There is an edgebetweenc and d labeled 1 if
e(A; 2)\ c(A;2)\ d(A;2)6 andc d. There are no other
edgesexcept as speci ed above.



Lemma 3.1. If two vertices in G are joined by an edge
labeled 0 then they must be resolval equally. If two verticesin
G, are joined by an edgelabeled 1 then they must be resolvel
unequally.

A path or cycle in Ge is odd-weight if it contains an odd
number of edgeslabeled 1 and even-weight otherwise. It
follows from the lemma that two sites joined by an odd-
weight path must be resolved unequally, two sites joined by
an even-weight path must be resolved equally, and hence
that A is unrealizable if Gq contains an odd-weight cycle.
Thus the algorithm terminates with failure if an odd-weight
cycle exists.

If a site is joined to ¢ by an even-weight path then it must be
resolved equally with ¢ and if it joined to ¢ by an odd-weight
path then it must be resolved unequally with €.

It remains to determine how sites shall be resolved that
lie in a dierent component of Ge. The vertex set of eath
such componert partitions uniquely into two parts, suc that
any two vertices in the same part must be resolved equally
and any two vertices in di erent parts must be resolved un-
equally. For each such componert the algorithm arbitrarily

resolvesthe vertices in one of these parts equally with ¢ and
the vertices in the other part unequally with €.

These choicesuniquely determine the pair of haplotypesinto
which ead row in &(A; 2) shall be resolved. The algorithm

replaces each such row by the vectors of these two haplo-
types, creating a matrix M. It then deletesthe columns in
feg[ We from M. Call the resulting matrix A°

Theorem 3.2. ACis realizable if and only if A is realiz-
able.

Pr oof. If Ge contains no odd-weight cycle then the algo-
rithm resolvesthe rows in ¢(A; 2) without creating a con ict.
For any site ¢ 2 We, ¢(A;2)  ¢(A; 2). Therefore, once the
rows in ¢(A; 2), have beenresolved M doesnot contain any
2's in the set of columns fég[ W.. Therefore, resolution of
the rows in M cannot create con icts in any pair of columns
containing at least one column from fég[ We.. Also, for
each row of M, the valuesin the columns of fég[ We. are
determined independertly of how the remaining columns are
resolved. Therefore there is no loss of generality in dropping
those columns from M, so M s realizable if and only Alis
realizable. Finally the resolution of the columns of D¢s [ Se
was uniquely determined by the requirement that columns
in D¢ be resolved equally with ¢ and columns in S be re-
solved unequally with 6. Therefore A° is realizable if and
only if A is realizable. [

In order to implement the algorithm e cien tly, we rst pre-
compute the relations betweenall pairs of sites, which takes
O(nm?) time. After the preprocessing, each time we call
the algorithm, we have to compute the edgesof the graph
and update the relations, which takestime O(m?) for eact
row that gets resolved. Thus, over the course of the algo-
rithm, this work is O(nmz). Furthermore, at ead iteration,
we have to nd a maximal site ¢, which takes O(m) time.
We have to construct the graph Ge, to determine how to re-
solve eadh pair of sites, and resolve the rows in ¢(A; 2). This
can be done in time O(m?2j&(A; 2)\ Tj), where T is the set
of rows that are not determined yet. Since ead time it is
done, the set ¢(A; 2)\ T is disjoint from previous such sets,
the total running time is O(nm?2). We note that the asymp-
totic running time in Bafna et. al., 2002[2] is also O(nm?2),

and the asymptotic running time of Guseld 2002 [13] is
O(nm (n; m)), where is the inverse Ackerman function.
In order to get all the possible legal extensions, we can
change the algorithm as follows. Note that the only case
where the assignmen is not uniquely determined is when
we have a connected componernt C of Ge that is contained
in We. Each such componert partitions uniquely into two
parts, such that the vertices in one part are resolved equally
with €, and the vertices in the other part are resolved un-
equally with €. We introduce a boolean variable xc which
is an indicator of which part is labeled equally with €. In
the haplotypesresulting from the resolution of the rows in
€(A; 2) the entries in columns of W, are recorded paramet-
rically in terms of this boolean variable. These entries have
no e ect on the rest of the computation, sincethese columns
are immediately deleted. It is easyto seethat thereisal 1
correspondencebetweenlegal extensions and assignmerts of
valuesto the boolean variables arising in this way. This gives
anon-trivial upper bound of 2" ! on the number of possible
legal extensions. This bound is tight since, when all the en-
tries of A equal 2, we have exactly 2" ! solutions. We note
that the algorithms preserted in Gus eld 2002[13], and in
Bafna et. al. [2], also nd the set of possible solution.

We show how to extend the algorithm to take into accourt
known relations betweensomeof the individuals in App endix
A.

4. IMPERFECT PHYLOGENY

In practice, the perfect phylogeny model is not e ectiv e in
resolving haplotyp esbecausethe actual haplotypesdo not t
the prefect phylogeny model. By Lemma 2.1, given a matrix
B containing the haplotypesfor a population of individuals,
any pair of columns c and c° conict with the perfect phy-
logery model if IND(B;c;c%j = 4. For example, consider
sites 1 and 5 in Table 1. Note that the conict ariseswhen
considering the sixth haplotype. If we consider the uncom-
mon haplotypesin Table 1, there are many con icts with the
perfect phylogeny model. The sixth haplotype causescon-
icts with site 5 and sites 1, 2, and 4. The sewenth haplotype
causescon icts with site 5 and 2. Note that these con icts
only occur if we consider the uncommon haplotypes. Figure
2A shows the histogram of percertage of conicts for the 11
blocks from Daly et al., 2001[5]. The percertage of con icts
is de ned by counting the number of pairs of columns that
have conicts and dividing by 9 .
In general, we can use the frequenciesof the haplotypesto
help cope with the presenceof conicts with the model. Con-
sider sites1 and 5in Table 1. 24 haplotypeshave a mutation
at site 5 and no mutation at site 1. 10 haplotypes have a
mutation at site 1 and no mutation at site 5. Only a single
haplotype has a mutation at both site 1 and site 5. In this
case, there is much more evidence to support that sites 1
and 5 should be resolved unequally rather than equally.
We extend our notion of \induces" to takeinto accourt an er-
ror threshold to handle the uncommon haplotypes. The pair
c;c’induces(x; y) with error threshold k (in A) if j((c(A; x)\
A Y)) [ (c(A x)\ (A 2) [ (c(A;2)\ YA Y)j > k. Let
I NDk(A; c;c% be the set of pairs (x;y) such that (c;c% in-
duces (x; y) with error threshold k in A. If we consider an
error threshold of 1 for Table 1 then there are no con icts
to the perfect phylogeny model.

Figures 2B-C show the percertage of conicts for the 11
blocks in the data from Daly et al.,, 2001 [5] with a 5%
and 10% error threshold. Clearly, asthe error threshold in-



creases,the number of con icts signi cantly decreases.This
is due to the fact that the infrequent haplotypes causethe
majority of the conicts with the perfect phylogeny model.

4.1 Handling Noisein the Data

In practice, the biological data doesnot exactly t the per-
fect phylogeny model. We therefore pose the problem of
removing the minimal number of individuals from our data
set so that the remaining data ts the perfect phylogeny
model. However, this is a hard problem. In the nal version
we provide hardnessresult for this problem.

We apply three heuristics modifying the algorithm to re-
lax the constraints of the perfect phylogeny model. The
rst heuristic handles the conicts caused by the uncom-
mon haplotypes by using the error threshold which is set
to a fraction of the data. Even with the error threshold,
in some casesin a given matrix A, a pair of sites ¢ and c®
may have a conict such that jIND(A; c;c®j = 4. The
second heuristic rede nes the notion of \induces" in these
casesby removing one of the pairs f (0; 1); (1; 0); (1; 1)g from
INDk(A; c;c® and removing the conict. The pair that is
removed is chosenbasedon having the least number of indi-
viduals in the matrix A support the pair. The third heuristic
assignsa notion of strength to each edgein the graph Ge.
The strength of an edge betweenc and d dierent from ¢
is j&(A; 2)\ c(A; 2)\ d(A; 2)j. If Ge contains an odd-weight
cycle, we repeatedly remove the weakest edgeuntil no cycle
exists.

5. MAXIMUM LIKELIHOOD MODEL FOR
LOCAL HAPLOTYPE PHASE RESOLU-
TION

We choosethe \b est" solution from the set of candidate so-
lutions that roughly t the perfect phylogeny model using a
maximum lik elihood model. The maximum likelihood model
estimates the likelihood of observing the population of geno-
typesgiven the predicted haplotype frequencies. The lik eli-
hood model assumesindependencebetween the haplotypes
of an individual.

Given a population of n individuals, we denote the two hap-
lotypesof the ith individual asii and i,. We usethe nota-
tion f (i1) to denote the frequency of the haplotypeii in the

population. The likelihood of a haplotype iy is "0 The
likelihood for each genotype of an individual is simply the
product of the likelihoods of their two haplotypes “(12-2).
The likelihood of a candidate solution for a population of
genotypesis

Lo (i) )

- (20)°

This model is consistert with previous maximum lik elihood
models for choosing haplotypes from genotypes|[7, 14, 17,
8, 26]. The main caveat with these previous approaches is
that they do not restrict the possible solutions to the ones
that roughly t the perfect phylogeny model. This results
in far to many possible haplotype resolutions that need to
be evaluated using the maximum lik elihood model, and thus
the previous algorithms are ine cien t and not practical.

5.1 ResolvingMissing Data

Missing data is resolved after the algorithm resolves het-
erozygous genotypes. When determining the relations be-
tween sites, individuals with missing genotype data for one

of those sites are ignored. Once the maximum likelihood
model choosesthe best haplotype resolutions, there are typ-
ically several common haplotypeswhich accourt for the ma-
jority of the population. At this point missing genotypesare
resolved by choosing the most likely SNP basedon the max-
imum likelihood model. E ectiv ely, we resolve the missing
data by choosingthe SNP to match the common haplotypes.

6. COMPUTING BLOCK PARTITIONS
FROM GENOTYPES

Sincethere are only a few haplotypesin eadc block, we do not
needto ched every SNP in the block to determine which of
the common haplotypes an individual has. For eac block,
we can de ne a set of represertative SNPs that are su -
cient to determine an individual's haplotypes. In Table 1,
the second,third and fth SNPs are sucien t to determine
the haplotype. For example, if we obsene T, A, and T in
these SNPs, we can infer that the individual has the third
haplotype (assuming the individual has one of the common
haplotypes). On the other hand, if we obsene T, G, and C,
we can infer the individual has the secondhaplotype. For
this block, there are other possibilities for a set of represen-
tativ e SNPs such as the rst, secondand fth SNPs or the
second,fourth and fth haplotypes. However, for this block,
the minimum number of represertativ e SNPs is three. That
is, no two SNPs can distinguish the four common haplotypes.
A criterion for determining a good block partition is mini-
mizing the sum of the number of represenative SNPs over
all blocks. This criterion has been used to partition SNPs
into blocks on a larger scale [22, 27]. Our method predicts
block partitions directly from the genotype data. We rst
de ne a set of candidate blocks. Given a maximum block
length, we slide a window across the data for eac block
length to de ne our candidate blocks. For eat candidate
block, we apply the local haplotype prediction algorithm to
predict the haplotypes. Our algorithm accurately predicts
haplotypesonly if there is limited diversity within a block.
To ensure accuracy of our predictions, we discard all candi-
date blocks that have more than v e common haplotypes.
For eacth remaining candidate block, we determine the num-
ber of represenative SNPs. This is done by enumerating
over all subsetsof the SNPsin the block and chedking to see
if they distinguish betweenthe common haplotypes.

To compute the block boundaries for the haplotypes,we use
a straightforward dynamic programming technique similar
to the one preserted in [27]. The main di erence is that in
our setting, there is no missing data sinceit is resolved by the
local prediction algorithm. Note that the block partition in
Daly et al., 2001 [5] does not assignseweral SNPs to blocks.
We can easily modify the dynamic programming algorithm
to optimize a block partition where several SNPs are allowed
to be left out.

7. TILING LOCAL BLOCKS TO OBTAIN
GLOBAL HAPLOTYPE STRUCTURE

We usea \tiling" technique to extend the haplotype predic-
tions across block boundaries. We make predictions for a
set of \tiling" blocks. These blocks span our original block
boundaries. For eact haplotype block boundary, we make
a predictions for a tiling block of length 6 which spansthe
boundary and 3 SNPs on either side. At a block boundary,
we have the predictions for both haplotypeson ead side of
the boundary as well as the predictions for the haplotypes
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of the tiling block that spansthis boundary. There are four
possible ways to arrange these six blocks on the two chro-
mosomes. We choose the arrangemert that has the least
number of inconsistencies. In some casesit is impossible to
determine how to connect the blocks becausetwo possibili-
ties have the minimum number of inconsistencies. We refer
to thesecasesasunresolvable Considerthe casewhere one of
the blocks contains two copiesof the samehaplotype. Since
the haplotypes are the same, it is impossible to determine
to how to connect the neighboring haplotypes.

Consider the following example where an individual has the
haplotypes TACGC and TACGT for predicted block 2 in
Table 2and CGGAGAC GA and GAC TGGT CG for block 3.
The prediction are CGCGAC and CGT CGG for the tiling
block. Using these predictions, we deducethat the complete
haplotypesare TACCGCGAC TGGTCG and TACGTCG-
GAGAC GA. Note that the actual predictions of the tiling
block may not be asaccurate asthe block predictions. How-
ever, as the results in section 8.3 show, they are accurate
enough to make a decision between two choices on how to
join together the haplotypes.

8. RESULTS

Our rst set of experiments assumesthat we are given the
block partition for data. Our secondset of experiments as-
sumes that we have no prior information about the block
partition and are only given the genotypes. We apply our
algorithm to determine the block partition. We also use a
tiling technique to extend the haplotype predictions across
block boundaries. We evaluate our predictions by comparing
them to the correct haplotypesinferred from the trios.

The data set over which we perform our experiments is
a 500 kilobase region of chromosome 5p31 containing 103
SNPs from the studies of Daly et al., 2001 [5] and Rioux et
al.,, 2001 [24]. In this study, genotypes for the 103 SNPS
are collected from 129 mother, father, child trios from a
Europ ean-derived population in an attempt to identify a ge-
netic risk factor for Crohn's disease. A signicant portion
of the genotype data (10:03%) is missing with an average of
10 SNPs per individual's genotype missing. The 103 SNPs
were split into 11 blocks containing from 5 to 31 SNPs and
ranging from 3 to 92 kilobases. For ead of these blocks,
four haplotypes correspond to 90% of the individual chro-
mosomes. Since this set consists of trios, we can infer each
individual's haplotypes. This data is publicly available at
http://www-genome.wi.mit.edu/  humgn/IB D5/.

To evaluate our predictions of haplotypes, we make predic-
tions over the genotype data of the individuals and then
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for the blo cks dened in Daly et al, 2001 [5].

compare our predictions to the correct haplotypes inferred
from the trios.

8.1 Predicting Haplotypeswithin a Block

In the rst set of experiments, for ead of the 11 blocks as
de ned in Daly et al.,, 2001 [5] we predicted the common
haplotypes from the genotypes of the children in the trios
aswell as ead child's haplotype. In all casesbut the fourth
block, the predictions for the common haplotypes are con-
sistent with the published predictions. A signi cant portion
of the data is missing, 10:03% of the total genotype data.
This missing data comesfrom various sourcesof experimen-
tal error. We resolve the missing data. Over the 129 indi-
viduals and 103 SNPs, our error rate is only 0:53% in terms
of bases,signi cantly lower the the amount of missing geno-
type data. If we ignore the missing data, our error rate in
terms of basesis only 0:30%. Over individuals that contain
the common haplotypes, our predictions are perfect. The
errors only occur for individuals who have an uncommon
haplotype. The program takesonly a few secondsto make
ead of these haplotype predictions.

8.2 Predicting Blocks from Genotypes

Typically, we must determine the block partition directly
from the genotype data. We rst make haplotype predic-
tions for all possible blocks of up to length 30 using the
local haplotype prediction algorithm and discard any blocks
with more than v e common haplotypes. This leaves 1140
potential blocks. We note that the number 30 could be easily
changed. As long as the block sizeis in the order of magni-
tude of 100, our algorithm provesto be practically e cien t.
In the data given by Daly et. al, 2001 [5] and in the data
given by Patil et. al., 2001 [22](which includes the entire
chromosome 21, there were no blocks of much larger length
than 100 (see Zhang et. al.,2002 [27]).

Using dynamic programming, we choosethe best block par-
tition for the data from Daly et al. 2001, [5] where the
objective is to minimize the number of represertativ e SNPs
over the ertire block partition. Table 2 shows the predicted
block partition which contains 27 represertativ e SNPs. For
ead block in the partition, Table 2 givesthe number of rep-
resertativ e SNPs in the block, the common haplotypes, as
well asthe error rate after resolving the missing data. Over
the blocks chosen by the algorithm, the error rate for the
103 SNPs is 0:73% and only 0:47% if we ignore the missing
data. The block partition variesfrom the partition described
in Daly et al., 2001 [5] since the criteria for de ning block
partitions vary.



SNPs Predicted Freq. Error
Common Rate
Haplot yp es
1-10 GGA CAA CCGT 199 0.0016
AA TTCGTGGC 34
11-15 TACGC 134 0.0108
TACGT 85
CCAA C 34
16-24 CGGA GA CGA 139 0.0078
GA CTGGTCG 52
CGCA GA CGA 34
25-36 CGCGCCCGGA TC 141 0.0019
CTGCCCCGGCTC 35
CTGCT ATAA CCG 34
TTGCCCCAA CcCC 23
37-46 CA GCCCGA TC 139 0.0101
CGCTCTGA CT 36
CA CCA TACTC 29
CA CCCTGA CT 18
AA CCCTGA CC 14
47-76 CCTGCTT A CGGTGCA GTGGCA CGT ATTIGC A 137 0.0044
CCCA TCCA TCA TGGTCGAA TGCGT ACATT A 58
CCCGCTT  ACGGTGCA GTGGCA CGT ATATCA 21
ATCA CTCCCCA GA CTGTGA TGTT AGT ATCT 12
CCTGCTT A CGGTGCA GTGGCA CGT ATTTC A 9
77-79 CCG 151 0.0232
GTG 51
CTG 40
80-82 TTT 205 0.0000
I | % [ ]
83-91 AGCA CAA CA 144 0.0121
GA CGCGGTG 48
GA GGCGGTG 18
GGCGTGA CG 13
A GCA CGGTG 13
92-98 GTTCTGA 142 0.0078
TGTGT AA 49
TGTGCGG 33
TGCGT AA 15
99-103 CGGCG 112 0.0031
TATAG 105
TATCA 35

Table 2: predicted blo ck partiton over data from Daly et
al. 2001, [5]. The second column giv es the num ber of repre-
sentativ e SNPs. The third column shows the predictions  for
the common haplot yp es and the fourth giv es their frequen-
cies. The fth column gives the error rate after resolving
missing data. The error rate is the total num ber of errors in
the predictions for the divided by the total num ber of bases
in the blo ck. The error rate includes predictions for the un-
common haplot yp es. The overall error rate over the 103 SNPs
resolving missing data is 0:73%.

8.3 Tiling Block Predictions

Over the predicted blocks, for ead individual, we can ac-
curately predict which haplotypes the individual contains
for each block. A more dicult problem is to recover the
complete haplotypesof the individual. Given the haplotype
block predictions, this problem reducesto determining which
of the individuals' haplotypes are on one chromosome and
which are on the other. At eac block boundary, there are 2
possibilities for how the haplotype blocks are arranged on the
chromosome. Using the predictions of Table 2, since there
are 11 blocks and ead of the two predicted haplotypescan
be on either chromosome, there are a total of 2*° possible
complete haplotypes.

For ead individual in the data, we must make 10 choices
on how to connect their blocks. Over the data set of 129
individuals, 784 of these choices are unresolvable. Over the
remaining 506 choices, we correctly predict 473 of them for
an error rate of 6:5%.

8.4 Scalingto ChromosomeSizeSamples

The actual problem of reconstructing the block partition
over a chromosome will involve the partitioning of massive
number of SNPs. In order to measure how our algorithm
scalesto large data sets of this size, we applied our algo-
rithms to a larger sample from Patil et al., 2001 [22] where

24; 047 SNPs over a 32:4 megabaseregion of chromosome 21
are split into 4135 blocks. The sample contained 20 haplo-
types. We generated a simulation genotype dataset as fol-
lows. We generated 200 individuals where at eact block
position one of the 20 haplotypesfrom the sample was cho-
sen at random. We then measured the throughput of the
algorithm over this sample. On a 750 MHz processor,the
algorithm wasable to partition the SNPsinto blocks and pre-
dict the haplotypesat a rate of approximately 1;000 SNPs
per hour making it practical for handling data sets of this
size. The algorithm predicted correctly the block partition
and the haplotypesbut this is expected due to the fact that
only 20 distinct haplotypesat ead block position.

8.5 Comparisonwith PHASE

We applied the widely used program PHASE [26] to recon-
struct the haplotypesin order to provide a comparison with
our method. PHASE is able to make local predictions for
each of the 11 blocks from Daly et al., 2001 [5], however,
these predictions took hours for eath block. In practice,
since we do not know the block partition, we must make
predictions for each of more than 2;500 candidate blocks in
order to determine the optimal block partition. This makes
PHASE impractical for predicting the block partition from
the genotypes.

9. DISCUSSION

Recert studies in haplotype structure have shown that hap-
lotypes are structured into blocks with limited diversity. A
recernt paper by Gus eld 2002 [13] suggestedthe use of per-
fect phylogeny to reconstruct the haplotypes. In this paper,
we have preserted a practical algorithm for reconstructing
haplotype information from genotype data that leverages
both the block structure and the perfect phylogeny model.
We have demonstrated our method over actual haplotype
data collected from 129 trios and veried the accuracy of
our predictions to the correct haplotypes. Our method is
highly accurate and e cien t. The predictions dier from
the actual haplotypes by lessthan 1% even after resolving
approximately 10% of the missing genotype data. We also
presert a method for determining the block partition from
genotype data and a method for extending haplotype pre-
dictions beyond single blocks.

The program for predicting haplotype structure is publicly
available via a websener at
http://www.cs.columbia.edu/comp  bio/ haplotype/
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APPENDIX
Appendix
A. ADDING FAMILIES TO THE DATA

In many cases,the experimental studies are done on related
individuals, such as a set of trios of mother, father and a
child. In this case, in addition to the perfect phylogeny
model, we have the additional constraint that ead of the
parents transmits exactly one of its haplotypesto the child.
In this section we show that this extension to the PPH prob-
lem can be solved in polynomial time. Formally, we solve the
following problem:

A.0.0.1 TheTrios PPH problem(TPPH)..

The input is af0; 1;2g matrix A = (&; ) of sizen m anda
setof triplets T [n]®. Every triplet (ri;r2;rs) 2 T repre-
serts a mother father and child trio. We needto determine if
there is a legal extension B = (b ) to A such that for every
triplet (ri1;r2;r3) 2 T, oneofthe rowsB(2r3 1;:);B(2rs;:)
is a duplicate of one of the rows B(2r1  1;:);B(2r1;?),
and the other is a duplicate of one of the rows B(2r, 1;:
);B(2r2;:). This correspond to the fact that one of the hap-
lotypesis transmitted from the mother and the other from
the father.

A.1 Solving TPPH

Recall that the output of algorithm Build-T ree is a matrix
B which corresponds to all possible solutions to the perfect
phylogeny model. For each i 2 [2n];j 2 [m], either by 2

variable for each i 2 [k]. We have to set the values of the
variables, so that the solution will be consistert with the



trios.

For ease of notation, for every triplet t = (ri;rz;r3) 2
T, and every column i, we sa that the (t;i) con gura-
tion is (21;22;23;24;25;26) if 21 = bpry 1522 = boryii23 =
bor, 1,24 = baryiizs = bary 15526 = boryii, that is, the val-
ueszi;zp; 23; Z4; zs and zg represert the valuesof the mother,
father and child's haplotypes. We rst need the following
lemma.

Lemma A.1l. For every triplet t 2 T and every column
c 2 [m], the following (t; ¢) con gur ations never appear in
B.

represent an arbitrary value. Any permutations of the
values between the mother, father and child does not
appear either.

x 6 y. Any permutations of the values between the
mother, father and child does not appear either.

For ead triplet t = (ri;r2;r3) 2 T we introduce three ad-
ditional boolean variables tr 1(t);tr 2(t); p(t) which have the
following values:

p(t) = 1 if and only if the haplotype B(2r; 1;:) =
B(2ri;:)orB(2r3 1;:) = B(2r1 1;:). In other words,
p(t) = 1if and only if the rst haplotype of r3 is trans-
mitted from the mother.

try(t)=1ifandonly if B(2r1  1;:) = B(2r3 1;:) or
B(2r1 1;:) = B(2rs;:), that is, if the rst haplotype
of the mother is transmitted to the child.

tro(t) = 1if andonly if B(2r, 1;:) = B(2rz 1;:) or
B(2r, 1;:) = B(2r3;:), that is, if the rst haplotype
of the child is transmitted to the child.

Whenever it is clear from the context, we will omit t, and just
write p;tr1;tro instead of p(t);tr1(t);tr2(t). It is easyto see
that any f0; 1g assignmeri to the variables p(t);tr 1(t); tr 2(t)
corresponds to one of the eight possibletransmissions of the
haplotypesfrom the parents to the child. We thus get that
the TPPH problem is equivalent to assigningf 0; 1g valuesto

fort 2 T. Every triplet t 2 T, and every column j 2 [m],
impose a constraint on the variables. For example, if the
mother has 0 values in both haplotypes, the father has 1
in both haplotypes, and the child has 1 in the rst haplo-
type, and 0 in the secondhaplotype, then clearly, p(t) = 1.
We will now show that all these constraints can be repre-
serted as a 2-CNF formula, and thus, can be solved using
any polynomial algorithm known for 2-SAT. In Table 3 we
list all possible constraints which follow from the (t; ¢) con-
gurations. It is easyto verify by Lemma A.1, that all the
possible con gurations are listed in the table, up to symme-
try. Note that sincefor any two boolean variablesx;y x = y
can be expressedas (x _y)* (x _y),and x 6 yis x = vy,
we get that all the constraints in Table 3 can be expressed
as 2-CNF constraints.

We now describe an algorithm for solving the TPPH prob-

lem. We rst use algorithm Build-T ree to get all possible
solutions to the PPH problem. We now let C be the set
of constraints induced by all the triplets. Since can express
all the constraints in C by a 2-CNF formula, we can a legal
assignmen to the variables by using any of the algorithms

known for 2-SAT [1, 4, 25, 20]. If there is no feasiblesolution,

we report that the problem is infeasible.

1| (z;z;z2;2;2;2) No constraint

2 | (x;x;0;0;0;0) X6 try

3 | (z;2;2;2;2; 2) try=1

4 | (z;2;2;2;2;2) tri™tro

51 (XX x%0,0) | (trg=1rp)" (tr1. 6 x)
6 | (z;z;2;2;2;2) troMtro

7 | (z;2;2;2;,2; 2) p=1

8 | (X;x;0;0;x; x) X=tri=p

9 | (:2:2,2,2;2) ptry

10| (z;z;2;2;2;2) | (tr1 6 trp) ™ (tr1 = p)
11 ] (XXX % X) | (tra 6 tro) A (tra = p)
12 | (z;z;2;2;z2;2) | (tro=tr3) ™ (tr1 6 p)

Table 3: The possible constrain ts up to symmetry

that is, X 2 fXq; @10 Xk X1 100 Xk)-

.z
represen ts any value in f0;1g. x represen ts a literal,



