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Abstract—Expression mapping (also called performance driven animation) has been a popular method for generating facial

animations. A shortcoming of this method is that it does not generate expression details such as the wrinkles due to skin deformations.

In this paper, we provide a solution to this problem. We have developed a geometry-driven facial expression synthesis system. Given

feature point positions (the geometry) of a facial expression, our system automatically synthesizes a corresponding expression image

that includes photorealistic and natural looking expression details. Due to the difficulty of point tracking, the number of feature points

required by the synthesis system is, in general, more than what is directly available from a performance sequence. We have developed

a technique to infer the missing feature point motions from the tracked subset by using an example-based approach. Another

application of our system is expression editing where the user drags feature points while the system interactively generates facial

expressions with skin deformation details.

Index Terms—Facial animation, expression mapping, expression details, facial expressions, performance-driven animation.
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1 INTRODUCTION

REALISTIC facial expression synthesis has been one of the
most interesting yet difficult problems in computer

graphics. There has been much research in this area, and the
reader is referred to the book by Parke and Waters [21] for
an excellent survey.

Expression mapping (also called performance-driven
animation) [6], [15], [32], [21] has been a popular method
for generating facial animations. For example, this techni-
que was used to produce some of the facial animations in
the renowned film “Tony de Peltrie.” Given an image of a
subject’s neutral face and another image of this person’s
face with an expression, the positions of the facial features
(eyes, eye brows, mouth, etc.) on both images are located
either manually or through some automatic method. The
difference vector is then added to the feature positions of a
new face to generate the new expression for that face
through geometry-controlled image warping [2], [15]. A
shortcoming of this method, as pointed out in [16], is that it
does not produce expression details such as wrinkles
caused by skin deformations. The technique proposed by
Liu et al. [16] requires the expression ratio image from the
performer, which sometimes can be difficult to obtain.

In this paper, we propose a solution which does not
require ratio images from the performer. Instead, we

require a set of example expressions of the target face,

which can be obtained offline. We call our system a

geometry-driven facial expression synthesis system. Given

the feature point positions (the geometry) of a facial

expression, our system automatically synthesizes the

corresponding expression image with photorealistic and

natural looking expression details. Because the number of

feature points required by the synthesis system is, in

general, more than what is available from the performer

due to the difficulty of tracking, we have developed a

technique to infer the feature point motions from a subset of

tracked points through an example-based approach. An-

other application of our system is expression editing, where

the user drags the feature points while the system

interactively generates facial expressions with skin defor-

mation details.
An early version of this paper was presented elsewhere

[34]. Here, we extend the work mainly in three areas. First,

we study the performance of the motion propagation

algorithm when the number of input feature points is

small. Convergence measurement results are presented.

Furthermore, we show side-by-side comparisons of the

synthesized expressions by using a small versus a large

number of input feature points. Second, we extend the

previous system to allow head pose changes by the

performer. We have developed techniques to estimate

global motion and perform motion compensation before

expression mapping. Finally, we have developed algo-

rithms to estimate the 3D poses of the performer and map

them to the target model. We show a new example of

expression mapping from a live sequence with relatively

large head pose changes and automatically tracked feature

points. The accompanying video shows the results of the

enhanced expression mapping together with head pose

changes.
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The remainder of the paper is organized as follows: We
review related work in Section 2. From Section 3 through
Section 9, we describe our algorithm for both 2D and 3D. In
Section 10, we describe the feature point inference. The
enhanced expression mapping is described in Section 11.
Section 12 describes motion compensation for handling head
pose changes. In Section 13, we describe the expression
editing application. The results are shown in Section 14.
Section 15 discusses the limitations of our system. Finally, we
conclude in Section 16.

2 RELATED WORK

Facial animation has attracted considerable attention (e.g.,
[20], [25], [31], [18], [28], [2], [13], [22], [27], [5], [23]). In this
section, we will discuss prior research that is most closely
related to our work.

There has been a lot of success on speech driven facial
animation [5], [4], [9], [8]. Speech driven facial animation
systems are mainly concerned about the mouth region,
while our method is mainly concerned with facial expres-
sions. An interesting analogy is that speech driven anima-
tion systems use audio signals to derive mouth images,
while our system uses feature point motions to derive facial
images. It would be interesting to combine these two
techniques to generate speech-driven facial animations with
expressions.

Toelg and Poggio [29] proposed an example-based video
compression architecture. They divided the face into
subregions. For each subregion, they used image correlation
to find the best match in the example database and send the
index over the network to the receiver.

Guenter et al. [11] developed a system that uses digital
cameras to capture 3D facial animations. Noh and Neu-
mann [19] developed the expression cloning technique to
map the geometric motions of one person’s expression to a
different person.

An effective approach to generate photorealistic facial
expressions with details is the morph-based approach [2],
[27], [5], [23]. In particular, Pighin et al. [23] used convex
combinations of the geometries and textures of example
face models to generate photorealistic facial expressions.
Their system can perform both expression mapping and
expression editing. For expression mapping, their system
maps one person’s expression to another person by
transferring the convex combination coefficients. A differ-
ence between our method and theirs is that we do not
require example expressions from the performer. For
expression editing, their system provides a set of easy-to-
use tools and interfaces to allow a user to design facial
expressions interactively. Their system was mainly de-
signed for offline authoring and it requires a user to specify
blending weights manually in order to obtain a desired
expression. By contrast, our system automatically computes
the blending weights. Furthermore, we have developed a
technique to infer the feature point motions from a subset.
By combining these two techniques, we can enhance the
traditional expression mapping system with expression
details. In another paper, Pighin et al. [24] used the
expression morphing model to reconstruct 3D expressions
from a video sequence. Their system did not try to map the
facial expressions to a different face model.

Liu et al. [16] proposed a technique, called the expression
ratio image, to map one person’s expression details to a
different person’s face. In addition to feature point motions,
their method requires an expression ratio image from the
performer. In contrast, our method requires only the motions
of feature points from the performer. In situations where the
feature point positions of an expression are given, but no
expression ratio images are available for this geometry, our
method is more useful. For example, when manipulating the
facial feature points in expression editing applications, the
user is unlikely to find an image of a different person with
exactly the same expression. In expression mapping applica-
tions, if the performer has markers on his/her face or if there
are lighting variations due to head pose changes, the ratio
images may be difficult to create.

Joshi et al. [12] developed a data-driven approach to
segment a face into subregions thus providing local control
to the user. A difference between their work and ours is that
we automatically propagate motion to different levels of
detail, while their technique requires the user to specify
explicitly the segmentation threshold which determines the
level of control. When applied to expression mapping,
automatic motion propagation is critical.

Pyun et al. [26] proposed a different expression mapping
approach where both source and target expressions are
parameterized based on examples, and the expression
mapping is performed by transferring the parameters of the
source expressions. Compared to their technique, our
approach does not require example expressions from the
source.

Blanz et al. [3] developed a system to create 3D animations
from a single face image or a video. Their system auto-
matically estimates the 3D face mesh, pose, and lighting
parameters from a single image. It then transfers a 3D facial
expression of a different person to the reconstructed face
model by mapping the geometric difference vectors.

3 GEOMETRY-DRIVEN EXPRESSION SYNTHESIS

Given the feature point positions of a facial expression, one
possibility to compute the corresponding expression image
would be to use some mechanism, such as physical
simulation [13], to determine the geometric deformations
for each point on the face and, then, render the resulting
surface. The problem is that it is difficult to model detailed
skin deformations such as expression wrinkles, and it is also
difficult to render a face model so that it looks photo-
realistic. We instead take an example-based approach.

Pighin et al. [23] demonstrated that one can generate
photorealistic facial expressions through a convex combina-
tion of example expressions. Let Ei ¼ ðGi; IiÞ, i ¼ 0; . . . ;m,
denote a set of example expressions where Gi represents the
geometry and Ii is the texture image. We assume that all the
texture images Ii are pixel aligned. Let HðE0; E1; . . . ; EmÞ be
the space of all possible convex combinations of these
examples, i.e.,

HðE0; E1; . . . ; EmÞ

¼
Xm
i¼0

ciGi;
Xm
i¼0

ciIi

 !
j
Xm
i¼0

ci ¼ 1; c0; . . . ; cm � 0

( )
:
ð1Þ
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Note that each expression in HðE0; E1; . . . ; EmÞ has a
geometric component G ¼

Pm
i¼0 ciGi and a texture compo-

nent I ¼
Pm

i¼0 ciIi. Since the geometric component is much
easier to obtain than the texture component, we propose
using the geometric component to infer the texture
component. One simple idea is to first project a geometric
component G to the convex hull spanned by G0; . . . ; Gm

and, then, to use the resulting coefficients to composite the
example images and obtain the desired texture image.

A problem with this approach is that the space of
HðE0; E1; . . . ; EmÞ is very limited. A person can have
expression wrinkles in different facial regions, and the
combinatorics become intractable. So, we subdivide the face
into a number of subregions. For each subregion, we use the
associated geometry to compute the subregion’s texture
image. The subregion images are then seamlessly blended
together to produce the final expression image.

We first describe our algorithm for 2D cases where the
geometry of an expression comprises the facial feature
points projected on the image plane. In Section 9, we extend
the algorithm to 3D.

4 SYSTEM OVERVIEW

Fig. 1 presents an overview of our system. It consists of an
offline processing unit and a runtime unit. The example
images are processed offline only once. At runtime, the
system takes as input the feature point positions of a new
expression and produces the final expression image. In the
following sections, we describe each of the function blocks
in more detail.

5 OFFLINE PROCESSING OF THE EXAMPLE IMAGES

5.1 Feature Points

Fig. 2a shows the feature points that we use in our system.
At the bottom left corner are the feature points of the teeth
area when the mouth is open. There are 134 feature points
in total. Given a face image, it is possible to compute face
features automatically [14] since the number of example
images is small in our system (10 to 15 examples per
person). We choose to mark the feature points of the
example images manually.

5.2 Image Alignment

After we obtain the markers of the feature points, we align

all the example images with a standard image which is

shown in Fig. 3a. The reason to create this standard image is

that we need to have the mouth open so that we can obtain

the texture for the teeth. The alignment is done by using a

simple triangulation-based image warping, although more

advanced techniques [2], [15] may be used to obtain better

image quality.

5.3 Face Region Subdivision

We divide the face region into 14 subregions. Fig. 2b shows

the subdivision, which is designed manually. At the lower

left corner of the figure is the teeth subregion when the

mouth is open. The guideline of our subdivision scheme is

that we would like the subregions to be small while

avoiding expression wrinkles crossing the subregion

boundaries. Since we have already aligned all the example

images with the standard image, we only need to subdivide

the standard image. We create an image mask to store the
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Fig. 1. An overview of the geometry-driven expression synthesis system.

Fig. 2. (a) Feature points. (b) Face region subdivision.

Fig. 3. (a) The standard image. (b) The weight map for blending along

the subregion boundaries.



subdivision information, where the subregion index for

each pixel is stored in its color channel.

6 SUBREGION EXPRESSION SYNTHESIS

For each subregion R and example expression Ei, let GR
i

denote the vector of Ei’s feature point positions that are

within or on the boundary of R. Let GR denote the new

expression’s feature point positions that are within or on the

boundary of R.
Given GR, we want to project it into the convex hull of

GR
0 ; . . . ; GR

m. In other words, we want to find the closest

point in the convex hull. This can be formulated as an

optimization problem:

Minimize : GR �
Xm
i¼0

ciG
R
i

 !T

GR �
Xm
i¼0

ciG
R
i

 !
;

Subject to :
Xm
i¼0

ci ¼ 1; ci � 0 for i ¼ 0; 1; . . . ;m;

ð2Þ

where c0; c1; . . . ; cm are the convex combination coefficients

for which we must solve. Let

G ¼ ðGR
0 ; G

R
1 ; . . . ; GR

mÞ ð3Þ

and

C ¼ ðc0; c1; . . . ; cmÞT : ð4Þ

Then, the objective function becomes

CTGTGC � 2GRTGC þGRTGR: ð5Þ

This is a quadratic programming problem where the

objective function is a positive semidefinite quadratic form

and the constraints are linear. Since the GR
i are, in general,

linearly independent, the objective function is, in general,

positive definite.
There are several ways to solve a quadratic program-

ming problem [17], [33]. In the past decade, a lot of progress

has been made on interior-point methods both in theory

and in practice [33]. Interior-point methods have become

very popular for solving many practical quadratic program-

ming problems. This is the approach that we take. An

interior point method works by iterating in the interior of

the domain which is constrained by the inequality con-

straints. At each iteration, it uses an extension of Newton’s

method to find the next feasible point which is closer to the

optimum. Compared to traditional approaches, interior

point methods have a faster convergence rate both

theoretically and in practice, and they are numerically

stable. Even though an interior point method usually does

not produce an optimal solution (it yields an interior point),

the solution is, in general, very close to the optimum. In our

experiments, we find that it works very well for our

purpose.
After we obtain the coefficients ci, we compute the

subregion image IR by compositing the example images

together:

IR ¼
Xm
i¼0

ciI
R
i : ð6Þ

Note that, since the example images have already been
aligned, this step is simply pixel-wise color blending.

7 BLENDING ALONG THE SUBREGION BOUNDARIES

To avoid image discontinuities along the subregion bound-
aries, we do a fade-in-fade-out blending along the subregion
boundaries. In our implementation, we use a weight map to
facilitate the blending. Fig. 3b shows the weight map, which is
aligned with the standard image (Fig. 3a). The thick red-black
curves are the blending regions along the boundary curves.
The intensity of the R-channel stores the blending weight. We
use the G and B channels to store the indices of the two
neighboring subregions, respectively. Given a pixel in the
blending region, let r denote the value in the R-channel, and
let i1 and i2 be the indices of the two subregions. Then, the
pixel’s blended intensity is

I ¼ r

255
� Ii1 þ ð1� r

255
Þ � Ii2 : ð7Þ

Note that we do not perform blending along some of the
boundaries where there is a natural color discontinuity,
such as the boundary of the eyes and the outer boundary of
the lips.

After blending, we obtain an image which is aligned
with the standard image. We then warp the image back so
that its feature point positions match the input feature point
positions, thus obtaining the final expression image.

8 TEETH

Since the teeth region is special, we use a separate set of
examples for the teeth region (see Fig. 8). In our current
system, only a small set of examples for the teeth region are
used since we are not focusing on speech animations where
there are a lot of variations in mouth shapes.

9 EXPRESSION SYNTHESIS IN 3D

It is straightforward to extend the algorithm to 3D where
the feature points are 3D positions and the expressions are
3D meshes with or without texture maps. To compute the
subregion blending coefficients, we use (3) in the same
manner as before except that G and Gi are 3n-dimensional
vectors. We use the same interior point method to solve the
quadratic programming problem. The subregion mesh
compositing and blending along subregion boundaries are
similar to the 2D case, except that we blend the 3D vertex
positions instead of the images.

10 INFERRING FEATURE POINT MOTIONS FROM A

SUBSET

In practice, it is difficult to obtain all the feature points
shown in Fig. 2. For example, most of the algorithms for
tracking facial features only track a limited number of
features along the eyebrows, eyes, mouth, and nose. In the
enhanced expression mapping example that we will discuss
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later in the paper, we only extract 40 feature points from the
performer. For the expression editing application that will
be discussed in Section 13, each time a user moves a feature
point, we need to determine the most likely movement for
the remaining feature points.

In this section, we explain how to infer the motions for all
the feature points from a subset. We take an example-based
approach. The basic idea is to learn how the rest of the
feature points move from the examples. In order to have
fine-grain control, which is particularly important if the
motions of only a very small number of feature points are
available such as in expression editing, we divide the face
feature points into hierarchies and perform hierarchical
principal components analysis (PCA) on the example
expressions.

There are, in total, 21 feature point sets, with a single
feature point set in hierarchy 0, four sets in hierarchy 1, and
16 sets in hierarchy 2 (see Fig. 4 for descriptions of all the
feature point sets).

The single feature point set at hierarchy 0 controls the
global movement of the entire face. The feature point sets at
hierarchy 1 control the local movement of facial feature
regions (left eye region, right eye region, nose region, and
mouth region). Each feature point set at hierarchy 2 controls
details of the face regions, such as eyelid shape, lip line shape,
etc. Some facial feature points belong to several sets at
different hierarchies, and they are used as bridges between
the global and local movement of the face so that we can
propagate vertex movements from one hierarchy to another.

For each feature point set, we compute the displacement
of all the vertices belonging to this feature set for each
example expression. We then perform principal compo-
nents analysis on the vertex displacement vectors corre-
sponding to the example expressions and generate a lower-
dimensional vector space.

10.1 Motion Propagation

In this section, we describe how to use the result of
hierarchical principal components analysis to propagate
facial motions, so that, from the motions of a subset of the
facial feature points, we can infer reasonable movements for

the remainder of the feature points. The basic idea is to
learn from examples how to estimate the unknown feature
point motions. To this end, we use the subspace generated
by the principal components, which spans the most
“common” feature point motions. Given the motions of a
subset of the feature points, we first make a trivial guess
about the motions of the remaining feature points (for
example, by setting them to zero). We then find the closest
point to this approximation in the subspace generated by
the principal components. This will provide a better
estimate for the motion of the remaining feature points.
We iterate this process to improve the approximation. A
more detailed description follows.

Let v1; v2; . . . ; vn denote all the feature points on the face.
Let �V denote the displacement vector of all the feature
points. For any given �V and a feature point set F (the set of
indices of the feature points belonging to this feature point
set), we use �V ðF Þ to denote the subvector of those vertices
that belong to F . Let Projð�V ; F Þ denote the projection of
�V ðF Þ into the subspace spanned by the principal compo-
nents corresponding to F . In other words, Projð�V ; F Þ is the
best approximation of �V ðF Þ in the expression subspace.
Given �V and Projð�V ; F Þ, we say �V is updated by
Projð�V ; F Þ if, for each vertex that belongs to F , we replace
its displacement in �V with its corresponding value in
Projð�V ; F Þ.

The motion propagation algorithm takes as input the
displacement vector for a subset of the feature points, say,
�vi1 ;�vi2 ; . . . ;�vik . Let T be the set of feature point indices,
that is, T ¼ fi1; i2; . . . ; ikg. The motion propagation algo-
rithm is as follows:

MotionPropagation

Begin

Set �V ¼ 0

While (stop criterion is not met) Do
For each ik 2 T , set �V ðikÞ ¼ �vik
For all Feature point sets F , set

hasBeenProcessedðF Þ to be false

Find the feature point set F in the lowest

hierarchy such that F \ T 6¼ ;
MotionPropagationFeaturePointSetðF Þ

End

End

where the function MotionPropagationFeaturePointSet is
defined as follows:

MotionPropagationFeaturePointSetðF �Þ
Begin

Set h to be the hierarchy of F �

If hasBeenProcessedðF �Þ is true, return

Compute Projð�V ; F �Þ
Update �V with Projð�V ; F �Þ
Set hasBeenProcessedðF �Þ to true

For each feature set F belonging to hierarchy h� 1

such that F \ F � 6¼ ;
MotionPropagationFeaturePointSetðF Þ

For each feature set F belonging to hierarchy hþ 1

such that F \ F � 6¼ ;
MotionPropagationFeaturePointSetðF Þ

End
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Fig. 4. Feature point sets.



The algorithm first initializes�V to a zero vector. At the first
iteration, it first sets �V ðikÞ to be equal to the input
displacement vector for vertex vik . It then finds the feature
point set in the lowest hierarchy that intersects with the input
feature point set T and invokes MotionPropagation

FeaturePointSet. The function first uses PCA to infer the
motions for the rest of the vertices in this feature point set. It
then recursively calls MotionPropagationFeaturePointSet

on other feature point sets. To make sure that the function
MotionPropagationFeaturePointSet is applied to each fea-
ture point set at most once, we maintain a flag named
hasBeenProcessed. This flag is initialized to “false” for all the
featurepoint setsat the beginningof the iteration.At the endof
the first iteration, �V contains the inferred displacement
vectors for all the feature points. Note that, for the vertex inT ,
its inferred displacement vector may be different from the
input displacement vector because of the PCA projection. At
the second iteration, we reset �V ðikÞ to be equal to the input
displacement vector for all ik 2 T . For the remaining feature
points that are not in T , we use their displacement vectors
resulting from the previous iteration. We then repeat the
process. The result is a new �V where the displacement
vectors for the vertices in T are closer to the input displace-
ment vectors. This process continues until the stop criterion is
satisfied. In our implementation, we use the progress on the
resulting displacement vectors inT as the stop criterion. If the
average progress on two consecutive iterations is less than a
user-specified threshold, the algorithm stops.

11 ENHANCED EXPRESSION MAPPING

As we mentioned earlier, the traditional expression map-

ping technique has the drawback that the resulting facial

expressions may not look convincing due to the lack of

expression details. Our technique provides a solution to this

problem in the case where we can obtain example images

for the new subject. The example images may be acquired

offline or designed by an artist. At runtime, we first use the

geometric difference vector to obtain the desired geometry

for the new subject as in the traditional expression mapping

system. Because of the difficulty of face tracking, the

number of available feature points is in general much

smaller than the number of feature points needed by the

synthesis system. So, we use the technique of Section 10 to

infer the motions for all the feature points used by the

synthesis system. We then apply our synthesis technique to

generate the texture image based on the geometry. The end

result is more convincing and realistic facial expressions.

12 MOTION COMPENSATION

When the performer talks or makes expressions, in addition

to the nonrigid skin deformations, there is a global rigid

motion of the head. If we directly compute the vertex

differences between the expression face and the neutral

face, the resulting vertex motions include both the skin

deformations and the global head motion. The global head

motion is undesirable because it may result in unnatural

expression details when input to the expression synthesis

system. In this section, we describe techniques to remove

the global head motions.
Our approach is first to estimate the motion and then

to perform motion compensation in order to undo the

global motion. Since the examples we are working with

do not contain large out-of-plane rotations, we choose to

use a 2D similarity motion model. In our experiments, we

find that it is more stable than the 2D affine transforma-

tion model. We have also implemented a 3D motion

estimation algorithm, which we will describe in the next

section. Due to a limited amount of information on the

3D structure and the nonrigid motion of the feature

points, the estimated 3D motions are not as accurate as

the 2D motions. Therefore, we only use the 3D motions to

synthesize the head motion for the target face model.

Techniques for 2D similarity motion estimation can be

found in the literature, such as the one in [7], which we

briefly describe next. A 2D similarity transformation

T ða; b; tx; tyÞ consists of a translation, rotation, and scaling.

It is defined as follows:

T
x
y

� �
¼ a �b

b a

� �
x
y

� �
þ tx

ty

� �
: ð8Þ

Suppose there are n feature points. Let G ¼ ðx1; y1; x2;

y2; . . . ; xn; ynÞT be the vector of all the feature point positions

on the neutral face image and G0 ¼ ðx01; y01; x02; y02; . . . ; x0n; y
0
nÞ
T

be the vector of all the feature point positions on an expression

image. The goal is to find the quantities a, b, tx, and ty that

minimize

Xn
i¼1

T
xi
yi

� �
� x0i

y0i

� �����
����2

: ð9Þ

We refer the reader to [7] for the solution of this problem.

After motion estimation, we apply the inverse of T to the

feature points on the expression face x0i
y0i

� �
to remove the

global motion, and we input the displacement vector

T�1 x0i
y0i

� �
� xi

yi

� �

to the expression synthesis system.

12.1 3D Head Pose Estimation

Facial animation with a fixed head pose does not look natural.

One way to generate natural looking head motion is to map

the performer’s head motions to the target model. In this

section, we describe our technique for estimating 3D head

poses from the tracked 2D feature points in the performer’s

video sequence. We pursue a model-based approach. We use

a generic face model, as shown in Fig. 5, as an approximation

of the performer’s neutral face. First, let us describe how to

estimate the head pose under the assumption that there are no

facial deformations.
Let mi ¼ ðui; viÞT be the feature points on an expressive

face image. Let pi ¼ ðxi; yi; ziÞT be the corresponding

3D points on the generic face model (Fig. 5). Let ~mmi ¼
ðui; vi; 1ÞT denote the homogeneous coordinates of mi, and
~ppi denote the homogeneous coordinates of pi. Assuming a
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pinhole camera model, the 3D point pi and its 2D image

point mi are related by

�i ~mmi ¼ AP�~ppi; ð10Þ

where �i is a scale, and A, P, and � are given by

A ¼
� � u0

0 � v0

0 0 1

0
@

1
A;P ¼ 1 0 0 0

0 1 0 0
0 0 1 0

0
@

1
A;� ¼ R t

0T 1

� �
:

The elements of matrix A are the intrinsic parameters of the

camera. Matrix P is the perspective projection matrix.

Matrix � is the 3D head pose (with rotation R and

translation t).

The intrinsic parameters can be obtained by using a

simple camera calibration procedure [35]. For each point,

(10) contains two constraints for �. We use a technique

described in [10] to solve for �.
When there are facial deformations, the motion of each

point contains both the rigid transformation and the local

deformation. In our experiment, we select a subset of the

feature points which do not have large local deformations

including the five points on the boundary between the

forehead and the hair, and the two eye corner points which

are close to the nose bridge (see Fig. 16). Only these points

are used in (10) to solve for the head pose �.

13 EXPRESSION EDITING

Another interesting application of our technique is inter-

active expression editing. A common approach for design-

ing facial expressions is to allow a user to modify control

point positions or muscle forces interactively. The images

are then warped accordingly. Our technique can be used to

enhance such systems to generate expression details

interactively.

We have developed a system that allows a user to drag a

facial feature point, and the system interactively displays

the resulting image with expression details. Fig. 6 is a

snapshot of the expression editing interface, where the red

dots are the feature points upon which the user can click

and drag using the mouse.

The first stage of the system is a geometry generator. When

the user drags a feature point, the geometry generator infers

the “most likely” positions for all the feature points by using

the algorithm described in Section 10. For example, if a user

drags the feature point on the tip of the nose, the entire nose

region will move instead of just this single point.

We typically use 30-40 example expressions for feature

point inference in both the expression editing and expres-

sion mapping applications.

14 RESULTS

We now show some experimental results for two faces: a

male subject and a female subject. For each subject, we

capture about 30-40 images of whatever expressions they

can make. We then select the example images (see Figs. 7

and 9) based on the intuitive criteria that the example

expressions should be sufficiently different from each other

while covering all the expressions in the captured images.

The rest of the images are used as ground truth for

validating our system. For motion propagation (Section 10),

we use all the captured images (30-40 images) to perform

hierarchical PCA. For each feature point set, we typically

keep 5-10 principal components.

Fig. 7 shows the selected example images for the male

subject. The teeth examples are shown in Fig. 8. Fig. 10 is a

side-by-side comparison, where the images on the left

column are ground truth while the images on the right are

the synthesized results. Note that, although each of the

expressions in Fig. 10 is different from the expressions in

the examples, the results from our system closely match the

ground truth images. There is slight blurriness in the

synthesized images because of the pixel misalignment

resulting from the image warping process.

Fig. 9 shows the selected example images of the female

subject. Fig. 11 is the side-by-side comparison for the female

subject where the ground truth images are on the left while

the synthesized images are on the right. Again, the

synthesized results match very well with the ground truth

images.
To test the performance of our motion propagation

algorithm, we chose 25 different expressions from the male
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Fig. 5. The generic face model used for 3D pose estimation.

Fig. 6. The expression editing interface. The red dots are the feature

points upon which a user can click and drag.



actor and selected only 17 feature points from the original

134 marked points as the input of the motion propagation

algorithm to infer the motions for all of the 134 feature

points (which are required by the expression synthesis

system). Fig. 12 shows the convergence of the algorithm.

The horizontal axis indicates the number of iterations. The

vertical axis indicates the average error in pixels for the

17 feature points and all 25 expressions. We can see that the

error decreases quickly, closely approaching its optimum

after 50 iterations.
Fig. 13 compares the expression synthesis results with

only 17 points (right) and the results with all the 134 points

(left). The results are very close. The main difference is in

the mouth region where we do not have enough examples

to cover the space of all possible mouth shapes.

14.1 Results of Enhanced Expression Mapping

In this section, we show the results of expression mapping
enhanced with our facial expression synthesis system.
Fig. 14 shows examples of mapping the female subject’s

expressions to the male subject. The female’s expressions
are the real data. The male’s images on the right result from
the enhanced expression mapping. We can see that the
synthesized images have natural looking expression details.

To test the frame-to-frame coherence of our expression
synthesis system, we have experimented with both syn-
thetic image sequences and live image sequences. In the
accompanying video, we show an expression sequence
where the geometry of each frame is a linear interpolation
of a few key expressions. For each frame, we independently
synthesize the expression image from the geometry of that
frame. We can see that the resulting expression sequence is
very smooth from frame to frame.

We have captured a few live sequences for the male
subject. For each live sequence, we manually extract about
40 feature points in each of the frames. For each frame, we
infer the positions for the remaining feature points and then
use our expression synthesis system to produce the
expression image. The accompanying video (which can be
found at http://www.computer.org/tvcg/archives.htm)
shows both the real sequences and the synthesis results.

The accompanying video also shows the results of
mapping the live sequences of the male subject to the
female subject. Again, 40 feature points are used.

We have captured a 3D face model of the male subject by
using a laser scanner. We then use the feature point motions of
the male subject to drive the vertex movement of the 3D mesh.
This is done by using a simple triangulation-based interpola-
tion. For each frame, we use the synthesized expression image
as the texture map for the 3D mesh. Since there are almost no
head motions in the captured video, we manually add head
rotations through simple keyframing. The accompanying
video shows the results.

In the final example of expression mapping, we map a
live sequence of a different male subject’s expression
sequence to the first male actor. This sequence has relatively
large head pose motions, and its feature points are tracked
automatically by using a correlation-based tracking techni-
que [1]. Due to the difficulty of automatic tracking, we
tracked only 27 interior feature points. Fig. 16 shows all the
tracked points. The accompanying video shows the live
sequence together with the tracked points. We can see that
the tracking result is very noisy, so we first smooth each
feature point trajectory by using a Gaussian kernel. Because
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Fig. 7. The example images of the male subject.

Fig. 8. The example images of the male subject’s teeth.

Fig. 9. The example images of the female subject.



of the large head pose changes, we must apply the motion

compensation algorithm to undo the head motion before

performing expression mapping. After motion compensa-

tion, we first apply traditional expression mapping (directly

mapping the vertex displacement) to map his motion to the
first male actor’s face (Fig. 7). From the result, which is

shown in the accompanying video, we can see that there are

many artifacts due to the limited number of feature points

and the inaccuracy of tracking. We then apply our motion

propagation algorithm to infer the motions for all 134 fea-

ture points and input them to our expression synthesis

system. The accompanying video shows the synthesized

result, which has photorealistic expression details. Finally,

we estimate the 3D head poses from the input sequence and

apply both the synthesized expressions and the 3D head
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Fig. 10. Side-by-side comparison with ground truth for the male subject.

In each image pair, the left image is the ground truth and the right image

is the synthesis result.

Fig. 11. Side-by-side comparison with the ground truth of the female
subject. In each image pair, the left image is the ground truth and the
right image is the synthesis result.



poses to the male actor’s 3D model. The accompanying
video shows the final result.

14.2 Results of Expression Editing

Fig. 15 shows some of the expressions generated by our
expression editing system. Note that each of these expres-
sions has a different geometry than any of the example
images. Our system is able to produce photorealistic and
convincing facial expressions.

We have also tested our system with 3D expression
synthesis. We asked an artist to create a set of 3D facial
expressions as shown in Fig. 17. Fig. 18 shows some of the
synthesized expressions in different poses.

Finally, the accompanying video shows expression
editing in action. The sizes of the images used in our
experiments are 600� 800 pixels. Our current system
achieves a frame rate of two-four frames per second on a
2GHz PC. Because the frame rate is not high enough, we do
not perform synthesis until the mouse stops moving. When
the mouse stops moving, we sample five frames between
the previous mouse position and the current mouse
position, and synthesize the expression images for each
frame, and display them on the large window on the left. At
the same time, we update the image in the small window.
The main computation cost is the image compositing.
Currently, the image compositing is done in software and,
for every pixel, we perform the compositing operation for
all the example images, even though some of the example
images have coefficients close to zero. One way to increase
the frame rate is not to composite those example images
whose coefficients are close to zero. Another way is to use
hardware acceleration. We plan to explore both approaches
toward improving the performance.

15 LIMITATIONS

A limitation of our system is the lack of extrapolation. For
each subregion, the texture images that our system can

potentially generate are limited to the convex hull of the
example images. If the example expressions are not very
expressive, the generated expressions will be commensu-
rately unexpressive. For example, in the data we captured, the
expressions of the female subject are not as expressive as
those of the male subject. As shown in the accompanying
video, when we map the male subject’s video sequence to the
female subject, the resulting video for the female is less
expressive than that of the male. Extrapolation in the texture
space is a difficult problem. One possibility is to estimate a
normal map as in [30] and extrapolate the normal.

Sometimes the artifacts due to image blending and pixel
misalignment make the animation look unnatural. For
example, if we zoom in on the eyebrow area of the female
subject’s morphing sequence, it appears that the pixels are
crawling and the skin movement has a look of stretching
rubber. One possibility is to refine the pixel alignment
through image matching such as by applying the optical
flow technique. We can improve the image blending by
using the band-pass decomposition technique as in [12].

Another limitation is that our system does not handle out-
of-plane head rotations (i.e., when the head rotates from one
side to the other) because we use only a 2D motion model.
With a 2D motion model, the out-of-plane rotations are
partially accounted for by the scaling transformations. The
unaccounted motions become local deformations resulting in
unnatural expressions. On the other hand, the 3D head pose
estimation technique described in Section 12.1 is not accurate
enough for motion compensation. There are more sophisti-
cated techniques in computer vision for more accurate head
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Fig. 12. The convergence of the motion propagation algorithm with only
17 points as the input while the total number of feature points is 134. The
horizontal axis indicates the number of iterations of the motion
propagation algorithm. The vertical axis indicates the average error in
pixels. The image size is 750� 1; 000 pixels.

Fig. 13. The left image of each pair shows synthesized expressions
resulting from all the feature points input directly to the expression
synthesis system. The right image of each pair shows synthesized
expressions resulting from only 17 feature points input to the motion
propagation algorithm in order to infer the motions of all the feature
points, which are then input to the expression synthesis system.



motion estimation. We would like to develop such a system
and integrate it with our expression synthesis system.

In order to generate speech animations, we need a lot
more example images of mouth shapes. It would be tedious
to select example images of mouth shapes manually,
because the amount of captured data will likely be quite
large compared to the expression data. One solution is to
use the technique presented in [9] to select example images
automatically.

16 CONCLUSION

We have presented a geometry-driven facial expression
synthesis system. Our contributions include: 1) a frame-
work for synthesizing facial expression textures from facial
feature point motions, and 2) a motion propagation
algorithm to infer facial feature point motions from a small
subset of tracked points. The combination of these two
techniques allows us to enhance traditional expression
mapping to generate facial expression details. We also
demonstrated expression editing, where the user can
interactively manipulate the geometric positions of the
feature points and see the resulting realistic looking facial
expressions. We showed that the technique works for both
2D and 3D face models.
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Fig. 14. Results of enhanced expression mapping. The expressions of
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Fig. 15. Expressions generated by the expression editing system.
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