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Abstract— The vision is tantalizing: a high-performance, scal-
able, and widely deployed wir elessinter net that facilitates ser
vices ranging from radically new and unforeseenapplications
to true wireless“br oadband” to residencesand public spaces
at rates of 10s of Mb/sec. However, while high-speedwireless
accessis easyto achieve in an enterprise network via low-cost
IEEE 802.11(WiFi) accesspoints, wir elesstechnologyin public
spacesis in its infancy. “Hot spots” provide high-speedwir eless
accesshut do soin very few isolated “islands” at immensecosts.
Lik ewise,while xed wireless(e.g LMDS) and 3G can provide
ubiquitous coverage and 3G can support mobility, throughputs
can often be two orders of magnitude slower than WiFi.

In this paper, we formulate the challengesof building a high-
performance, scalable and widely deployed wireless Inter net
along 10 premises.We make the casefor the requirement of a
fundamental new architecture based on beamforming antennas
deployed on xed, wire-povered Transit AccessPoints (TAPS)
that form a multi-hopping wir eless backbone with a limited
number of wired ingress/egess points. To address scalability,
deployability, and performancechallengeswe presentdistrib uted,
opportunistic and coordinated resource management problems
and a novel “network is the channel” framework that searches
for fundamental information-theoretic tradeoffs betweenprotocol
overhead and capacity.

I. INTRODUCTION

Over the last decade we have witnessedan explosion in
wirelessaccesdo the Internet.In 2002, revenuefrom IEEE
802.11 (WiFi) network cards and accesspoints totaled an
estimated$2.1 billion on 23.9 million devices with 73%
growth predicted for 2003 alone! Moreover, advancesin
the physical layer and media accessprotocolshave enabled
transmissiorratesof 54 Mb/secin IEEE 802.11a,and even
higherratesare projectedin future revisions.

However, in spite of theseadvanceswe remainin the in-
fang of of thelong-standingrision of a high-speedibiquitous
wirelessweh To date,the overwhelmingmajority of deployed
WiFi networks arein the enterpriseor home,restrictinghigh-
speedvirelessdatacommunicatiorto smallwireless‘islands’

There are two simultaneousefforts to providing wireless
Internet beyond these islands. The rst is deployment of
“WiFi hot spots”,typically consistingof IEEE 802.11baccess
points connectedto a (T1) wired backbone.However, the
great fanfare with which eachhot spotis announced1] is
immediatelytuneddown by sheemumbersat the endof year
2002, the U.S. had approximately3,000 hot spots,attracting
an estimated20,000 users,resultingin a net revenueof $2
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million — and yielding a large net loss, given x ed costsas
high as$10kandrecurringcostsof approximately$400/month
per hot spot? Ironically, the overwhelmingcostsof providing
wirelesshot spotsis dueto x ed and recurring costsof the
wired infrastructure.

As a consequencedeployment is low and “coverage”is
dismal. Even addingCometas$ plansfor an additional20,000
hot spotsto the existing 3000, and optimistically estimating
thateachhot spotcovers100x100m , coveragewill beaslow
as approximately4d km per metroarea,or 0.4% of the area
of a moderatesizedcity suchas Indianapolis.Thus, today's
hot spotarchitecturds slow to deploy, costly, andunscalable,
andis not on ary pathto provide large-scalecoverage.

A secondnajoreffort is 3G and x edwirelessservicessuch
as LMDS. However, in both casesspeedsare typically 2 to
3 ordersof magnitudeslowver than WiFi, with maximumper
userspeedsin the 100s of kb/secrange.Moreover, because
of multi-billion dollar spectrallicensecostsand high infras-
tructurecosts,suchsystemshave proven costly to deploy and
henceleadto expensve, yet moderatespeedwirelessinternet
services.Thus, while having the promise of nearubiquitous
coverageandallowing high mobility speedssuchtechnologies
have signi cant performanceand cost limitations. Moreover,
giventheir small Internetsubscribetbase,scalabilityto mary
datausersremainsunproven. Therefore,despitea decadeof
strongprogressn wirelessdatacommunicationit is clearthat
with the current evolutionary path, a large-scalehigh-speed
wirelessweb is not on the horizon.

This paperdescribeghe challengesof building a wireless
Internetthatsimultaneouslhachievesdeployability, scalability
high-performanceanda cost-efective economicmodelalong
10 fundamentalpremises.We believe that these premises-
some of which are inherentto ary wirelessnetwork, some
of which are speci c to the outlined challenges provide the
basicframawvork to realizethe above vision.

Il. THE CASE FOR TAPs

Premise 1: Designing a wir elessinter net that simultane-
ously achievesdeployability, scalability, high-performance,
and a cost-effectve economic model requires a new ar-
chitecture. This architecture is based on fully-wir eless
beamforming Transit Access Points (TAPs) that form
a multihop backbone mesh which interconnects TAPs,
mobile units (MUs), and the wir ed Inter net.

The dominantinfrastructuralcostsof traditional hot spots
lead to the (logical) conclusionthat mary of the AP's wires

2Sources: Jupiter Media Metrix analyst Dylan Brooks and Insight on
WirelessanalystAndrev Luan.
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Fig. 1. TAP network

mustberemoved.However, simply removing thewires creates
an ad hoc-like network where paclet forwarding of wireless
APsanduseraccessompetefor the scarcespectrumpushing
the systemcapacitydramaticallyto the well-known scalability
limits of ad hoc networks [9].

We ervision thereforean architectureas depictedin Fig-
ure 1, where TAPs equippedwith sectorantennasallow for
geographicallyfocusedas well as omni-directionaltransmis-
sion of data.Being equippedwith multiple antennaarrays,
TAPs can form multiple orthogonalbeamsand hencecom-
municatewith differentdestinationsimultaneouslylLik ewise,
simultaneougransmissiongan be separatedn frequeng via
use of multiple orthogonal subbands(e.g., IEEE 802.11b
has 3 non-overlappingchannelsand 11 channelswithin the
WiFi unlicensedspectrum).in practice,the actualnumberof
possible simultaneoustransmissionswill be limited by the
numberof actualair interfacesthat canbe mountedon a TAP.

Since TAPs are not mobile, their relative spatial location
doesnot change.This stability allows the use of directional
transmissionknown asbeamformingBeamformingimproves
the systemthroughputin two ways.First, thereis anincreased
receved enepy at the destinationaswell asa higherperlink
capacitybecausebeamformingdoesnot spreadits enegy in
all directions.Seconddirectionaltransmissiorcreatedittle or
no interferenceto ongoingtransmissiongo and from mobile
units, which increasespatialreuse.

Building a TAP architectureintroducesnew researckchal-
lengesatthe physicallayer. First, state-of-the-abeamforming
techniques[4] assumethat only either senderor recever
are equippedwith multiple antennaelements,but the TAP
architectureassumedoth. Second MIMO space-timesncod-
ing (e.g., [26]) assumesthat antennaelementsare spaced
sufciently far apartto createindependentfading at each
elementso that the antennabeam patternsare not focused,
whereasTAPs requirefocusing.

Thus, using directional antennasan interconnectedTAP
wireless*backbone’canbeformedwith high speedanda high
degree of spatial reuse. This backboneefciently forwards
trafc from and to multiple wired TAPs which additionally
have a connectiorto thewired Internetwith possiblecapacities
up to 100s of Mb/sec (e.g., Ethernet,Gigabit Ethernet,and
OC-X accesslinks). Since the TAPs may not necessarily
provide complete coveragefor economicor ervironmental
reasons(obstructions),mobile users,suchas G and H in
Figure 1, can have their paclets forwardedby other mobile
usersover multiple hopsbeforereachinga TAP.

This combinationrequiresfundamentatesearchn deriving

thetransmitandrecever arraycoefcients to maximizesignal
to interferenceplus noiseratio (SINR) at the recever while
ensuringthat the ongoing transmissionsdo not suffer arny
degradationin SINR.

I1l. COORDINATED AND OPPORTUNISTIC RESOURCE
MANAGEMENT

To achieve system-widehigh performancethe TAP network
must addressfundamentalnen challengesto coordinateand
opportunisticallyexploit available resourcesystem-wide.

Premise 2: Opportunistic selection of high-quality paths,
sub-bands,and channelsis required due to fast timescale
of variations in channel conditions and the availability of
multiple paths to and from wir es.

The trafc behaior of a TAP network is uniquein two
ways. First, unlike cellular and ad hoc networks, traf ¢ does
nothave aunique, x eddestinationput rathercanbedelivered
to “any wire!” In Figure 1, datafrom MU | can reachthe
wire via TAP B or E. Basedon prior information aboutthe
end-to-endavailable bandwidth on eachroute (Section V)
and fast timescalechannelmeasurementgSectionll) trafc
can opportunisticallybe scheduledto the best current path.
Second,TAPs are equippedwith morethanoneair interface,
thereby enabling more than one simultaneouschannel via
beamformingor orthogonalfrequeng bands.

The schedulingchallengeis to design a distributed op-
portunistic multi-channel, multi-destinationscheduler In an
ideal case,a schedulercould utilize information regarding
channelandqueuebacklogsof all o wsto maximizethrough-
put by exploiting high-quality channels pest-qualitypathsto
different wires, and multiple air interfaces.In practice, this
decision must be made while incorporatingthe distributed
natureof TAP resourcecoordination TAPsdo not have perfect
knowledgeof otherTAPs andMUSs), subjectto constraintson
limits on the numberof simultaneougransmissiongimposed
by the numberof air interfaces),and subjectto balancing
transmissiorof ingressingandtransittrafc to provide a fair
allocationof time sharesin the system.

Premise 3: Avoiding contention by adaptively selecting
backoff times allows the systemto scale.

Scalability is seldom associatedwith scheduling and
medium accessprotocols. Yet, as the number of usersin-
creasesthe amountof side information (aboutchannelsand
gueues)yndoverheadn contentionresolutionincreaseswith-
out boundfor currentprotocols,makingthemunt to scale
for our ervisionedsystem.

CommonrandomaccessMACs are limited in scalability
becausecontention incurs long bacloff periods and high
collision rates, thereby severely throttling system goodput
andincreasingdelay If a contention-freesystemis assumed,
information theoretic boundspredict that as the number of
usersin the systemincreasesthe net throughputshouldin-
creaseunboundedlyf13]. Thus,it is not evidentfrom existing
resultswhethernon-scalabilityof contentionresolutionMACs
is fundamentallyunavoidable.

To facilitate designof load-scalablenediumaccessproto-
cols, the averagetime spentin contentionper packet mustbe
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tradedwith queuingdelay For example,if a node acquires
the channeland retainsit for a duration of multiple paclet
transmissionimes,thenthetime usedin contentionperpacket
is effectively reducedby a correspondingactor To achiee
scalability the time that a node retains the channelshould
increasewith the numberof contending o ws. Thus, while

the delayin this systemnecessarilyncreasesvith the number
of nodes,the systemgoodputcan scale.By further scaling
the number of consecutie paclet transmissionsin direct
proportion to the current channel conditions, MAC scaling
can be integrated with opportunistic schedulingwhile still

maintainingcompliancewith IEEE 802.11.

Premise 4: Any medium accessand scheduling decision
requires distrib uted resource managementrather than a
purely local decision.

Unlike schedulersdesignedfor cellular and wired-AP net-
works, (e.g.,[3], [5], [11], [17]), schedulingin TAP networks
is inherently a distributed operation.Nodesin the network
are not aware of the channelconditionsor queuebacklog of
othernodeslt is evidentthat naive exchangeabouteveryones
local information will lead to protocol overheadexplosion
andin turn, a schedulingdiscipline that will not scale.Thus,
new techniquesare neededo enablea scalableopportunistic
schedulerfor networks with distributed control.

In a rst step, a centralized solution for opportunistic
schedulingmay provide an upper boundto performanceln
a secondstep,the broadcashatureof the wirelessmediumto
shareinformation can be usedto ensurescalability Namely
by piggybackinginformationon dataand control pacletssuch
that other nodes can overhear nodescan obtain a partial,
but necessarilyincompleteview of the “distributed queug.
Thus our thesisis that with perfectinformation and central-
ization,the netsystenthroughputwill grow with anincreasing
numberof userseven underfairnessconstraints(asin [13]),
whereaswith partial information sharing, scalability can be
maintainedalbeit with stochasticallypoundeddeviation from
the centralizedsolution. Note that in contrastto centralized
systemswhere schedulingand medium accessare typically
addressedndependentlythe distributed nature here implies
that their effects are tightly coupled,addingto the challenge
of this problem.

Premise5: Coordinated resource managementis required
to eliminate spatial bias of throughput and to exploit
spatial reuse.

The TAP network mustensurethatall nodesin the network
recevve a proportionatelyfair shareof the network capacity
Our view of fairnessis that a node should get the same
bandwidth shareindependenbof whetherthe nodeis just 1

hop away from a wired TAP or whetherreacheghe wire via
multihopping.Considerthe scenaricof Figure2. Supposehat
thelink capacityto thewired Internetis the currentbottleneck.
If the TAPs provide only local fairness,eachof the depicted
nodescommunicatingwith wired TAP 3 (MUs 7 to 10 and
TAP 2) would receve an equalbandwidthshareto the wire.
However, wireless TAP 2 requiresa far greaterbandwidth
sharethan MUs 7-10, asit is forwarding aggregjatedtraf c
both from its own servicedmobiles (MUs 2-6) as well as
aggregyatedtraf c from fartherupstream(from TAP 1).

Consequently o ws must be throttled to ensurefairness.
This throttling must be done at the rst TAP to achieve
efcient spatialreuse,and thereforescalability Returningto
the scenarioof Figure 2, supposehatthe ow from MU 1 is
bottlenecledat the wire of “Wired TAP 3” to a “fair” rateof 1
Mb/secandthatMUs A communicatenly locally. Then,only
by throttling the ow of MU 1 by TAP 1 canMUs A andB
usethe full remainingcapacityfor their local communication.

This ow throttling is explicitly necessanfor a TAP net-
work, although,at a high level of abstraction,TCP addresses
fairnessand spatialreusevia additive-increasamultiplicative-
decreasecongestioncontrol. However, relying on TCP alone
is not enough. First, TCP's congestioncontrol has well-
documentegerformancdimitations over both multi-hop and
single-hop wireless networks (e.g., [2], [6], [10]). Second,
TCP's congestioncontrol necessarilyoperatesat end-to-end
timescalef 100sof milliseconds— too coarseto addresghe
fasttimescaledynamicsof contentionand realistic channels.
Finally, TCP naturally biases o w throughputto favor o ws
traversing fewer hops. In contrast,the objectve of a TAP
network is to provide fair or minimum bandwidth targets
independentf spatiallocation.

Lik ewise, signi cant progresshasbeenmadein distributed
mediaaccessand schedulingalgorithmsdesignedto balance
fairnessand spatialreuseobjectivesin ad hoc networks (e.g.,
[18], [22], [27]). There are two critical aspectsof the TAP
network that requirea fundamentallynew look at distributed
resourceallocation.First, the network hasa distinct structure
ascomparedo generalad hoc networks becausehe TAPs act
as points of centralizationthroughwhich mosttrafc passes.
Namely combinedwith the use of directional antennasthe
TAP network hasa uniqueconceptof transittrafc traversing
a backbone.Second,as describedbelow, the performance
objectie (fairnessreferencemodel) is different for TAPs as
comparedo generalad hoc networks.

Premise 6. "TAP-aggregates”, and not MU o ws, should
be the basic fair nesselement.

Returningto the exampleof Figure2, our notion of fairness
is thatall TAPs shouldgetthe samefair bandwidthshare As a
consequenceéiowever, not all MUs are given the sameshare:
since TAP 2 is servingmore MUs than TAP 1, MUs 2-6 are
given a smallersharethanMU 1.

Sinceit is impossibleto achieve TAP-aggrgatedand per
MU fairness,we adwcate for TAP-aggrgated fairnessfor
threereasonsFirst, TAP-aggrgatedfairnessprovidesexactly
the sameservicelevel that would be achieved if eachof the
TAPs were a traditional “wired” hot spot, namely the MUs



equally sharethe capacityof the local wirelesschanneland
the wired link. Second,a fairnessreferencemodel of TAP

aggregatesenablesus to designscalablecoordinatedresource
managemendlgorithmsthat would not be possiblewith per

MU approachesFinally, TAP-aggrgated fairnessremoves
spatial bias of throughputthat would occur with only local

fairnessmechanisms.

Spatialbiasof throughputmustbe addressethy designinga
formal referencenodelfor achieving fairnessandspatialreuse
in TAP networks. This TAP-aggregatedfairnessmodel differs
fundamentally from both proportional fairnessas approxi-
matelyachiezedby TCP[12], [19], [20] andmax-minfairness
astargetedby someATM congestiorcontrol algorithms[14].
While the solution to achieve this desiredreferencemodel
for the scenarioof Figure 2 is immediate,the generalcase
provides signi cant challengesdue to variablerate channels,
MU mobility, denseTAP mesheshi-directionaltrafc, etc.

Premise 7. New coordinated resource managementalgo-
rithms are requiredto achieve the TAP-aggregatedair ness
referencemodel.

For the above reasonsthe referencemodel must provide
a coordinatecand distributed resourcemanagemendlgorithm
and protocolsthat have both a proactive and reactve compo-
nent.

The proactive aspectof such protocols must consist of
messageaxchangedhmongTAPSsto corvey informationabout
a TAP's aggreatedtrafc demandand channelconditions.
With this information, TAPs can make a coordinateddecision
as to the relative service rate of ingressingand transiting
trafc. The objective is to balancethrottling ows to their
bottleneck fair rate with more aggressie forwarding that
ensuresthat a sufcient number of paclets are backlogged
at TAPs to exploit opportunisticmedium accesswhen high
quality channelspermit, or when contentionand congestion
is temporarily reduced. Addressing this issue requires the
developmentof a performanceanalysisframavork to gain
fundamentalunderstandingf the relationshipbetweenlocal
channel-dependemhediumaccessiecisionsand system-wide
performance.

Thereactiveaspecimustoperateon a perpaclet basis(ver
sus perTAP and perMU throttling). Here, the critical issue
is to ensurethat eachpaclet meetsits tamgetedperformance
objective, despitemulti-hoppingacrosshighly variablechannel
conditions.To solwve this problem, coordinatingpaclets' pri-
ority indexes amongnodesis essentialln wired networks, a
classof coordinatedschedulerhiasheendevelopedthatallows
paclets that are “late” or underservicedupstreamto catch
up at downstreamnodesby coordinatinga paclet's priority
index acrossmultiple nodes[15]. In TAP networks, multi-
hop coordinationto best achieze system-wideperformance
objectves musttake variable channelconditionsinto account
and mustinteractwith the randomaccessMAC protocol.

IV. THE NETWORK IS THE CHANNEL — ESTIMATION,
PROTOCOLS AND CAPACITY SCALING
In addition to the protocol design, which is driven by
capacityandscalingissuesthe TAP architecturealsoprovides
a uniquepossibility for protocol-driven capacityanalysis.

eless T

(b)

Fig. 3. Networkchanneldepictionfor the wirelessTAP architecturdor MU
to wired TAP communication.

Premise8: Inf ormation-theoretic channelcapacity analyses
are overly optimistic becausethey ignore the performance
impact of protocols(e.g, MAC, scheduling,and routing). A

new view of the “whole network is the channel” is needed
to understand fundamental tradeoffs between protocol

performance and systemcapacity.

The key to a high-performanceacalablesystemis to ensure
that paclets consumeminimal system resourcesto reach
their destination.In particular the scalability limitations of
purely ad hoc networks [9] arise becauseeach forwarding
hop consumesadditionalresourcesMoreover, equally crucial
scalingimpedimentscanbe obsened in measuremengtudies
[8], [16] which showv that actual implementationsperform
signi cantly worse than the predictedinformation theoretic
bounds [7], [9] becausahey assumeerfect“zero-overhead”
protocols.Thus,while representingnimportantstepin under
standingthe behaior of large-scalewirelessad hoc networks,
existing theoreticalcapacityresultsprovide limited insightson
systemdesignissuesBut to understandhe real-world scaling
behaior of the TAP architectureas well asad hoc networks
in general,a capacity analysisthat incorporatesthe critical
impact of protocolsis essential.

The designof a routing protocolfor the TAP network, e.g.,
mustcontendwith two uniqueissuesot previously addressed.
To achiere high performancejt is essentialthat the routing
protocol consistentlydiscover high-quality routes. However,
this discovery must be balancedwith the resulting routing
protocoloverheadSecondthe TAP network is inherentlyhet-
erogeneous termsof power limitations, transmissiomanges,
channelqualitiesand (wired and wireless)bandwidth.Thus,
routing protocols must contendwith a dynamic and highly
non-homogeneou$AP backbonein additionto mobility and
dynamicsencounteredh ad hocnetworks. The challengds to
develop an analysisand protocol designmethodologybased
on treating the whole network as a channe| which clearly
identi es the role andthe impactof protocols.

Premise9: The “network is the channel” framework allows
for an integral solution that addresseshe heterogeneityin
timescalesand transmission modesin a TAP.

The spatial distribution of MUs and TAPs, as depictedin
Figure3(a)is notedby anindividual MU asacompositechan-
nel betweenitself andits destination(in mostcaseghe wired
Internet).This notion of a compositechannellabelednetwork
channe] is depictedin Figure 3(b), with MUs, wirelessTAPs
and wired TAPs representedn different setsto emphasize



their differencein power limitations and capacity Analogous
to ary otherchannektudiedin informationtheory the network

channelhasa capacity? To understandhe fundamentalimits

on protocol overheadand the network channelcapacity it

is necessanto study the different timescalevariations and
transmissiormodes.

The fastesttimescalevariations (on the order of several
paclets) impactthe performanceof beamformingand oppor
tunistic schedulingwhich utilize channelmeasurementsade
at that timescale.A fundamentalbound on the capacity of
beamformingfor a systemwith  transmitantennaelements
and a single receve antennausing  bits of channelinfor-
mation was presentedn [21]. First of its kind, this bound
usesno asymptoticapproximationsand is thus valid for all
practicalcasesof interest.Theseresultscanform the basisto
studytherelationshipbetweerchannelcoherencdéime andthe
channelmeasurementate for TAP to TAP and TAP to MU
communicationwhere the recever can have more than one
receve antennaelement.

At longertimescalesyariationsin trafc patterns,channel
conditions,and contentionimpact network capacitysuchthat
coordinatedresourcemanagementising messagepassingis
essentiafor fairly throttling o ws andmaximizingthroughput
and spatial reuse.While increasedprotocol information on
network channelsat this time scale can provide increas-
ingly precisecontrol, the overheadof messagexchangewill
eventually overwhelmperformanceA delay-limited capacity
theoremcharacterizeghe fundamentalrelationship between
gueuingdelayandaveragetransmitpower for singlelink com-
munication[24]. Basedon this work, new capacityresultscan
be derivedthat considerthe casethatonly limited information
is availableto MUs from fasttimescalechannelestimationand
coordinatedresourcemanagementhus providing a realistic
characterizatiorof capacityandscaling.

Finally, at the longesttimescalesnhode mobility leadsto
unpredictablechangesn the probability distribution function
(pdf) governingchannelvariations.This leadsto a fundamen-
tally different situation comparedto traditional information
theoreticanalysisvheretransmitterandreceversareassumed
to know the channelpdf. However, in multi-hop networkslike
TAP networks, nodesareunawvareof the network channelpdfs
and must estimatethem as a precursorto actual communi-
cation. With the abore conceptualorganization,we obsene
thatrouting protocolsare networkchannelestimatos.* Similar
to the establishmenbf the relationshipbetweenthe number
of channelmeasurementand long-termroute throughputfor
simple linear topologies[25], the routing protocol overhead
is relatedto the level of network mobility and the resulting
systemcapacity

These analytical tools provide critical foundationsfor a
completescalinganalysisthat incorporategrotocol overhead
in measuringfast and slow timescalechannelvariations,the

3The capacityof the network channelis the maximumrate at which the
sourcenodecantransmitsuchthatit canbe reliably (with vanishinglysmall
probability of error) receved at the destination.

4Notethatthe objectie is not necessarilyo form a highly accurateestimate
of the network channel,but ratherto obtain an estimatethat satis es the
routing objectie suchas nding a minimum hop pathsubjectto performance
constraints.

impactof traf ¢ patternson spatialreuse andthe relationship
betweenrouting overheadmobility and quality of discosered
paths. Such an analysisis particularly crucial for a TAP
network: becauseit includes protocol overheadat various
layers,it canalreadybe employedin protocoldesignto study
scalability and throughputlimitations.

Premise 10: The “network is a channel” view allows for
designsof hybrid and scalablerouting protocols.

Since the bandwidth and stability of MU and TAP links
differ signi cantly, a two-tiered hybrid routing protocol is
requiredto exploit node heterogeneityln particular because
the TAP to TAP links have relatively high reliability and
bandwidth,a proactive (periodic) routing protocol is needed
for TAP to TAP routing.In contrastroutingto andfrom MUs
can be reactve to addressmobility and the variable channel
dynamicsof MUs.

To addresghe scalability challenge the following two key
innovationsarerequired.First, by decouplingthe TAP to TAP
routing from routinginvolving MUs, DSR-like routing only to
the rst TAP ensureshatrequestoriginatingfrom MUs never
traversethe TAP network. Furthermoretherouterequestrom
MUs can target the nearestTAP(s) and can be restrictedto
traversethe MU' s local neighborhoodThis restrictionbounds
the averagepath length traversedby route requestsresulting
in improvedtraf c scalability[16], andproviding a foundation
for scalablerouting. Moreover, by exploiting the network is
the channelframawork, the overheadin discorvering new and
betterroutescanbe balancedwith the quality of the resulting
paths.

Second,a scalablelocation managemenfprotocol is re-
quired. We ervision a distributed systemof “home agents”,
similar to Mobile IP [23], located at TAPs. In particular
each mobile unit can register with the closesthome agent.
This agentis also usedto discover the intended MU for
traf ¢ originatingfrom awire. Theregistrationcanbereactive
and be performedin the processof uplink route discovery
initiatedby MUs. Notethatthis contrastgo the currentcellular
approach,which is completely proactve in nature. During
routediscovery over the TAP backbongwhich is notthe same
asMU to TAP routediscovery), eitheroneor more TAPs can
be associatedvith the intendedMU.

V. INDUSTRIAL EFFORTS

The long-standingvision of a high-speedubiquitouswire-
lessweb hasalso attractedseveral companiesRicochetNet-
works? a daughtercompary of Metricom, was the rst to
deploy a commercial architecturewith multi-hop wireless
transmissionconsistingof a grid of proprietary “radio re-
ceivers” spacedwithin a half mile of eachother andcovering
17 metropolitanareasUnfortunately Metricom's approacHed
to economicfailure and eventually bankrupty in July 2001.
While quite innovative comparedto alternative solutions at
the time, Metricom failed technically at mary levels in both
its architectureand protocols. It did not achieve scalability
(the 50,000subscribersvere spreadover half as mary radio
recevers), nor high performance(peak rateswere limited to

Shttp://www.ricochet.com



128kb/sec),nor cost-efective deployability (high deployment
andoperatingcostswithout exploitation of economie®f scale
for mary usersresultedin high subscriptioncostsanda small
subscriberbase). Such past failures highlight the need to
rethink the fundamentalsf algorithmsand architecturesor
large-scalewirelesssystemsandillustratesthe requiremento
leveragethe attractize economicsandinstalledbaseof existing
IEEE 802.11hardware.

Therearealsomary ambitiousindustry efforts that provide
a small piece of the solution for a wirelessinternet,suchas
directional antennas(e.g., AirNet, SkyPilot, Vivato), multi-
hopping(e.g.,MeshNetvorks, RoofTop Communications)|P-
centric basestations(e.g., Flarion), and Hot Spot operators
(e.g., Boingo, Cometa, T-Mobile). While their successor
failure is not yet establishedthe missinglink for achieving
scalability deployability, and high performancds not simply
integration of thesecomponentsput rather requiresholistic
and fundamentalresearchinto the foundationsof TAP-like
architecturesan objective that is not being addressedby ary
currentindustrial effort.

VI. CONCLUDING REMARKS

The developmentof the describedlAP architectureampacts
a setof critical applicationscenariosFirst, by removing the
dominantcostsof hot spotsassociatedvith wired infrastruc-
ture, a wireless TAP network will provide an economically
viable anddeployable architectureto provide large-scalehigh
speedwireless accessto large user populations.In particu-
lar, TAPs will exploit the cost-efectivenessof massmarlket
wirelessdevices that have driven markets to the $50 access
point, a cost-performanceurve that cannotbe achiezed by a
fully wired AP infrastructuredue to the physical necessities
of wires (such as the expendituresof digging trenchesand
laying cables)and their device requirementgsuch as router
line cards). Theseadwantageswill enablelarge-scaleWiFi-
baseddeploymentswith broadcoverageversustoday's small-
scalehot spotislands.

Second,TAPs provide a key technologyfor true broadband
to the home. Today's broadband-to-the-hoenefforts require
thateachpersonindependentlpurchase relatively low speed
(100's of kb/sec)“broadband”connectionfrom an ISP. The
resulting high costs,moderatedatarates,and requiremento
useexisting infrastructure(phoneor CATV lines) hasresulted
in disappointingserviceand a dismal penetratiorrate of less
than 10% of householdsWith TAPs, communities(through
local governments)or new accessproviders can purchasea
neighborhoodT3 connection(for example)and deploy pole-
top TAPsto provide low-cost, high-performancéroadbando
the home. Sincethe TAP network aims at maintaininglEEE
802.11 compliance,usersare not requiredto buy expensve
cards.They rathercanusethe sameWiFi cardsat the of ce
andwhereser a TAP network is available.

Thus, by addressinghe outlined challengesthe TAP net-
work provides a critical foundationfor the wirelessinternet,
and hasthe potentialto transformfrom today's frustratingly
slow, overpriced,unreliablewirelessdataservicesinto a new
wirelessinternetat an unprecedentedcale,economydeploy-
ment, and performance.
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