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Abstract. This paperconsidersa numberof modi cations that canbe applied
to the congestioncontrol algorithm of a TCP senderwithout requiring the co-
operationeitherof the network or of the recever, analyzingtheirimpacton the
performanceof the protocol. We usea theoreticalapproachbasedon the useof
queueingnetworksfor the descriptionof the protocoldynamicsanda x edpoint
approximationto derive the working point of the IP network. Our resultsshav
thatin presencef shortlivedconnectionsheimpactof thetransientbehaior of
TCP onthenetwork performances dominant,andmajor performancemprove-

mentscanbeobtainedonly if thetransientehaior is improved.
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ulation Tools for Global Networks) projectandin partby the Italian Ministry for University
andResearcl{MIUR) throughthe PLANET-IP project. Thework startedwhile both Renato
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1 Intr oduction and Moti vations

Recentyearshave seena large researcheffort focusedon Internetcongestiorcontrol,
the TCP protocolbeingthe pivot issueof the effort. Severalpapergl, 2] andRFCS[3]
(just to mention some of them), were devoted to proposeimproved TCP versions.
Otherworks focusedon modelingeither the TCP behaior [4,5,7] or the whole In-
ternet‘transferfunction”[6], with theaim of gaininginsightin the network dynamics,

thusenhancingapabilitiesfor designinganddeploying improvedprotocolversions.

Severalrecentproposal$8—10] adwocatethe useof explicit feedbackrom the net-
work, or, at least,the cooperatiorof the senderandthe recever (like TCP-SACK), in
orderto improve the congestiorcontrol. Otherauthorg11] claim thatmodi cationsin
the congestioncontrol algorithmsshouldinvolve the TCP senderonly, avoiding any
necessityfor co-ordinationin the deploymentof new TCP versionsClearly, nev TCP
versionamustbe backwardcompatibleand“friendly” to existentTCPimplementations

(TCP-NevRenoin particular).

The focusand contribution of this paperlie in the explorationof several possible
TCPmodi cationsonthesendesidethatchangeheway TCPtriesto avoid congestion
andreactdo it. We donotclaimthatthesearethe only possiblemodi cations, but they
surelyhave amajorimpactonthemainparameterthatgoverntheclosed-loohehaior
of thesystemcomposedy TCP-sourceandthelP network. As discussedh [6, 12—16]
thereason®f TCP performanceannotbe searchedor in the protocolalone,but have
to beanalyzedn acontet whereTCPis just onepieceof the overall transferfunction
of the closed-loopsystem All the paperscited above give a deepinsightin the system
behaior, but the modelingtechniqueadoptedheredoesnotincludeenoughdetailsto

accounfor “apparentlyminor” protocolmodi cationsand,mostof all, for thetransient



behavior of TCPduringthe rst slow startafteropeningthe connectionwhich instead
dominateghe performancevhenshortlivedconnectionareinvolved.Rareexceptions
of papergealingwith TCPtransientehaior andshortlivedconnectionsare[25, 26].

The modelingtechniquewe adopt,shortly describedn Sect2, allows taking into
accounthoththe TCPtransientandary kind of protocolmodi cation. The closed-loop
natureof the systemis taken into accountwith a FPA (Fixed Point Approximation)
method,that, in the caseof the systemunderanalysis,ensureghe existenceandthe
uniquenessf thesolution,asdemonstratedh [17].

The aim of our work is not the proposalof a speci ¢ new versionof TCP, but
the exploration of the possiblemodi cations and the bene ts that derive from them.
Moreover, this papershaws thatthe useof a powerful modelingtechniquecanhelpin
designingprotocolmodi cations (new protocols?withoutincurringtherisksinherent

to empirical/heuristidesign.

2 The Modeling Technique

Following the approachrst adoptedin[18,7,19-21],in this paperwe usean open
multi-classqueuingnetwork (OMQN)-baseddescriptionof the TCP protocol to in-
vestigatethe bene ts and drawvbacksof possiblemodi cationsto TCP. An OMQN is
a queueingnetwork in which all queuesare . In this model,eachcustomer
(namelya TCP connection)is uniquelyidenti ed by a pair , Wwhere represents
a speci c stateof the protocoland identi es the numberof remainingpacletsto be
sentbeforethe completionof the o w. An OMQN modelis capableof describingary
protocolwhosedynamicscanbedescribedvith aFinite StateMachine(FSM). Theuse
of classego describethe backlogof the connectionallows modelingshortlived con-

nectionsGiventheaverageRTT of connectionsndtheaveragepaclketlossprobability,



the OMQN modelde nestheload offeredto the IP network, aswell asthe throughput
andthe durationof connectionsThe modelis complementedvith a single-or multi-
bottleneckdescriptionof the IP network loadedwith the TCP connectionsthat, given
theload,computeghe averagelossprobability The overall solutionis obtainediterat-
ing with the FPA technique.

The OMQN modelingtechniquehasproven to be extremely accuratg7, 20,21],
andthis is the main reasonthat led usto choosethis analyticapproachor our study
insteadof a morecommonsimulationapproachlts powerful modelingparadigmand
computationakf ciency, associatedvith its proven accurag, enableto gainthe best
possiblensightin theprotocoldynamicsThisenableghequick studyof consequences
of protocolmodi cationswith acceptableomputationatostswhile simulationstudies
are always limited in their scopeby high computationalcostsand dif culties in the
interpretatiorof theresultsIncidentally it is worth mentioningthattheresultsobtained
by runningour modelarecomputedver hundredof thousand®f simultaneousctive

TCP connectionsvhile nssimulationscanbarelyhandlea few hundredss.

A thoroughdescriptionof the OMQN modelof TCP would be quite cumbersome
andwe deemthatit doesnot t the objectivesof this paper Neverthelessin orderto
presenthe rationaleof this techniquejn the following we describethe applicationof
OMOQN modelingto a simplerprotocolin ageneralscenariowhereconnections(1) —
areopened(2) —transferamessageomposeaf pacletsand(3) —areclosedright
afterthemessagés successfullydelivered.

Considera trivial Stop& Wait protocolwith a singletimeout stateand no back-
off; this protocolis fully describedwith only three states:Transmit, Stop&Wait-for-
the-ACK, Timeout,hencewe only needthreequeuesn the model. Assume by now,

thatthe pacletlossrate  is given,togetherwith the averageroundtrip time of con-
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Fig. 1. OMQN modelof a simpleStop&Wait protocol

nections andthe timeoutvalue . Fig.1 shav the OMQN model of this sys-
tem, where  is the vector of customerarrival ratesin the differentclasses

, where is the externalarrival rateof connec-

tionsthat have to transmitmessagesf pacletsand is the maximumallowed
sizeof messagem numberof paclets.Eachcustomerepresentsinactive connection
in thesystemEverytime apacletis successfullyransmittedheclass of thecustomer
is decreasetby one;whenthe last paclet is successfullytransmitted(andthe associ-
atedACK is receved)the customeleavesthe systemandthe connectiorcloses Class
changescan only occurwith the transitionfrom to , sinceonly this tran-

sition correspondso a successfutransmissionThe servicetimes canbederived

from the protocolcharacteristics: , , , Where
is theaveragepaclettransmissiortime, dependingonthechannerateandpacletsize.

The servicetimesare clearly independenbf the customerclass.The queueshave an



in nite numberof seners,sincethereare no limitation to the numberof connections
in the systemWe canassume gueuessincethe performanceneasuresf the
systemonly dependn the steadystatedistribution of customersn thequeues and
classes. Thesessiordimensiordistributionis describedhroughthevector andcan
be arbitrary The averageload offeredto the network , aswell asthe sessiordura-
tion, canbeeasilycomputedrom the averagevaluesof thenumberof customersn the
differentqueuesandclasses (see[28] for thetheoreticabasis) In this simple
case for instance the load offeredto the network is generatednly by customersn
queue ,whichevertheirclassis, andit is alwaysonepacletperservicetime,hence

we have

(1)

Thesolutionof the OMQN solvingthe equationsystemdescribedy

(2)

where isthesetof all queuesn theOMQN and is thetransitionprobabil-
ity from queue in class to queue in class ; Eq.(2), alreadytakesinto accounthe
factthatcustomerganonly decreaséheir class(or keepit constantupontransitions.

In thetrivial Stop&WAait protocolwe areusinghereasan example,thereareonly

four allowedtransitionswhoseprobabilitiesare:



If and  areknown, e.g.,from measuresn arealnetwork, andcanbe sup-
posedindependentf the load offeredto the network from the model,thenthe system
is completelyde ned. However, the nal goalof ourmodelis the estimationof thesys-
tem performancestartingfrom its physicaldescription.To this purposewe separately
describethe network with a modelthat, takingasan input the offeredloadreturns
and . The completesystemis solved througha x ed point iterative procedure,
whereresultsof the previous stepareusedasinputsto the next one.The procedurds
stoppedwhenthe relative error of the estimatesof , and becomesmaller
thanaprede nedthreshold .

Any furtherdetailaboutthe OMQN modelingtechniques super uousin this con-
text andwe refertheinterestedeaderto the availableliterature[18,7,19-21].

In this paper protocol modi cations are modeledin two possibleways. The rst
one implies modifying the protocol FSM, henceeitheraddingor deletinggqueuesn
the OMQN. The secondonedoesnot affect the protocolstatesput only its dynamics,
and correspondgo the modi cation of the serviceratesof queuesandthe transition

probabilities ratherthanmodifying the OMQN structure.

3 TCP Protocol Modi cation

The basiccongestioravoidancealgorithm of TCP NewReno(presentlythe mostdif-
fused TCP version)is AIMD (Additive IncreaseMultiplicative Decrease)The basic
propertiesof AIMD algorithms,generalizingthe TCP protocol, were studiedin [22,
23]. Severalapproximationgreintroducedor analyticaltractability, themainof which
is the incorrelationof the lossprocesswith the TCP protocol,which doesnot allow to

fully appreciatery propertyof the protocolthatleadsto a smallerlossprobability.



Recentlystudiedike[12,15] hintto possibleperformancdimitationsof TCRE when
coupledwith AQM (Active QueueManagementychemesdueto oscillatorybehaviors
rootedin anexcessve loop gainof the congestioravoidancemechanismOn the other
hand thereis no doubtthatexplicit bandwidthfeedbackrom the network canoptimize

theperformancef TCP.

Theseobsenations,togetherwith the desireto keepthe congestioncontrol algo-
rithm in end-host®nly, without requiringthe cooperatiorof the network, spavnedthe
proposalof new versionsof TCP, like Vegaq2] or Westwood[11], thattry to estimate
the availablebandwidth(or fair bandwidthshare)within the network. In bothschemes
themajorproblemarisesfrom the dif culty of correctlyestimatinghe availableband-

width.

Finally, measureandsimulationshighlightedhow the rst slow startis oftendom-
inatingthe performancef thewhole o w whenits lengthis limited. This is obviousif
the o w is composedf justa few paclets,but, if the maximumwindow sizeis large,
its effectis dominatingalsoconnection®f hundredf paclets,thatindeeddominate
the performanceof the whole Internet. To appreciatehe importanceof the rst slow
start,it mustberecalledthat TCP transmits fp Pacletsin slow start,where ¢,
is the dimensionof the congestiorwindow whenthe rst pacletlossof the o w is de-
tected Forinstanceif therearenolossesandthemaximumwindow sizeis 50,then100
pacletsaretransmittedduringthe rst slow start.With the standardethernetMSS, this
roughly correspondso 1.2Mbits. Indeedwhat may happenandreally happensnore
oftenthatonewould believe, is thatmostof the pacletsof a o w aretransmittecduring
the rst slow startwithoutlossesthen,whenthewindow is in ated enoughto loadthe

network, a burstof pacletsis lost, leadingto atimeout.



In light of the above considerationsve analyzethreepossiblemodi cations of the

TCP protocols whoseseparatémpacton performancevill bediscussedn Sectiord:

— RFS(Restartfrom Fair Share)thatreducegshewindow oscillations;
— W P(Window -Persistent)thatmodi es the steadystateloop gain;

— ESSE(Early Slow StartExit), thatimprovesthe TCPtransientoehaior.

In the following, we formally de ne thesemodi cations anddescribehow they canbe
modeled,assuminghatthe readeris familiar with the descriptionof TCP throughan

OMQN.

3.1 RFS: Packet Drop Reactionand Bandwidth Estimation

In lack of explicit bandwidthfeedbackirom the network, the congestiorcontrol algo-
rithm cannotavoid probingthe network capacityandincluding someform of window
oscillationsaroundthe steadystateoperatingpoint. Indeed the fastrecovery option of
TCPimplicitly assumeshatthe availablebandwidthwithin the network is somavhere
between - and ~ ,where isthewindow sizewhena pacletloss
is detectedWithout discussindherethe correctnes®f this assumptionit is clearthat,
if somebetterestimationof the available bandwidthcanbe obtained(and we arenot
concernedhereon howit is obtained)then,afteralossevent,the TCP protocolcould
resumethe transmissiorfrom the window size correspondingo this estimation,say
ts (the subscript'fs” standingfor fair-share).This would reducethe amplitudeand
frequeng of thewindow oscillations,andhelpincreasingnetwork stability andperfor
mance Olviously, theestimatiorof thefair sharewindow 4 is arealvalue,while the
window sizeis aninteger:theroundedor truncatedsaluecanbe usedinstead We point

out thatthis modi cation is not easilycomparedwith the responsivenessf an AIMD



protocolasde nedin[23], sincetherelationshipbetweernthe currentwindow sizeand
fs is notknown, andfor this reasorwe will avoid the useof thisterm.

Fromthe protocolpoint of view, this modi cation is easy sinceit only impliesto
assigna differentvalueto afterafastrecosery. The OMQN modelcantake this
modi cation into accounexactlyin thesameway it accountgor thewindow thresholds
distribution (se€[7]), assigningo g thevalueof the averagewindow sizecomputed
in the previousiteration,i.e., by evaluatingan ensembleveragetaken over the active
protocolstatesanditeratingthe solutionuntil corvergence.

Sincethe availablebandwidthcomputedby the OMQN is not subjectto evaluation
errors,in orderto estimatethe impactof bandwidthestimationerrorson the perfor
manceof the resultingprotocol,in the modelwe includedan error function. The er-
ror functionimplementationis trivial: the transitionexiting a fastrecovery stateis not
deterministicbut follows a probability distribution centeredaroundthe valueof ¢
computedoy the OMQN. Obviously, the distribution canassumeonly integernumbers
betweer2 and , Where is the maximumwindow size negotiatedbetween
thesenderandtherecever.

To exemplify the modelingprocessFig. 2 reportsthe OMQN portionrepresenting
the transitionsfrom a genericfastrecovery statewith window size (queuelLF ) to
the congestioravoidancestatesThe transitionexiting underthe queuecorrespondso
the eventof loosingthe re-transmittegaclet andleadsto a timeout(not shavn in the

gure for the sale of simplicity). Thevector is aprobabilityvectorthatdescribes
the estimatiorerrorsanddetermineghetransitionprobabilitiesin thatit ‘modules'the

transitionprobabilitiesthatwould appeatin gure 2 if no errormodelingwasconsid-

ered.

In this studywe consideronly threesimplecase®f bandwidthestimationerrors.



—
—
—
—
—

/\
Wes 1 Wis Wis+1 Winax

LF

Fig. 2. OMQN descriptionof RFSexiting a fastrecorery with window size

1. BestBandwidthEstimator(BBE). Theinformationon the connectionsfair shares
supposedo be exact. The possibleerrorthatcanbe madeis dueto roundingup or
roundingdown. Hencethedistributionfunction hasonly two non-zercentries

correspondingo thesetwo casesasgivenby:

fs
fs (3)

where fs fs -

2. No BandwidthEstimator(NBE). This is the worst casein which the information
on the connections fair shareis supposedo be unavailable,thatis, eitherthereis
no bandwidthestimatoror the estimatesaretotally unreliableand cannotbe used.
TheRFSalgorithmhasno ‘real' cluewhensettingthenew valueof the .The

correspondinglistribution function is then:



(4)
where

Froma network point of view, if oneadmitsskewed (or malicious)estimateslike
deterministicallysetting ¢ whenthe network is lightly loadedor ¢

, whenthe network is heavily loaded thenthe network performanceamay be
worst. However, suchskewedestimationsareequivalentmoreto maliciousmodi -
cationsof TCPthanto errorfunctionsandwill notbe considerechry further.

3. "Triangular' BandwidthEstimator(TBE). Theinformationonthe connectionsfair
shareis supposedo be affectedby an error function whoseprobability distribu-
tion is linearly decreasingeventuallyreachingzero. The resultingdistribution of
the vectoris triangular centeredbn 5. Thedistribution canbe asymmetrical,

emulatingskewederrors:

fs fs fs
fs fs fs ()

where, isthemaximumadmissibleerrorunderestimatinghefair share, isthe
maximumadmissibleerroroverestimatinghefairshareandﬁ

and aretheslopesof theunder andover-estimationrespectrely, andaregiven

by: fs  and fs

3.2 W P: Window Increaseand Aggressieness

Sect3.1 discusses possibleimprovementof the congestiorcontrol algorithmasfar

asits reactionto paclet dropsis concernedHowever, if theaimis thereductionof the



window oscillations thewindow increaseduringthe congestioravoidancephasemust
bealsomodi ed. Following thetheoreticakesultsin [13], to enhancaetwork stability,
theloop gain,andhencethe protocolaggressienessshouldbe reducedMoreover, we
suggesthat,if thereis areasonablestimatiorof thefair sharepnly averygentleprob-
ing for extra bandwidthhasto be performedin orderto refrain from over-congesting
thenetwork andto assurghenecessarievel of friendlinesswith olderversionsof TCP
We call this modi cation W P (Window p-Persisten}, from the modelingsolution
in the OMQN, representedn Fig.3, which is exactly the implementationof the -
persistentalgorithmin MAC protocols:at ary RTT, increasethe value of of 1

segmentwith probability andkeepthewindow sizeunchangedvith probability

I-Nl

I-N p I-N-*-l p

Fig. 3. OMQN representationf theW P protocolmodi cation

Theimplementatiorin TCPcanbedeterministicjncreasinghe by 1 segment
every - , or, asin thecurrentTCPimplementationincreasing by —— MSS

everyvalid, nonduplicatedACK.

3.3 ESSE:Reducingthe Transient Overshoot

So far we have discussednly modi cations to the steadystatebehaior of the con-
gestioncontrolalgorithm,disregardingtherole of the slow startphaseInternettraf c,
however, is dominatedby shortto mediumconnectionsso thatthe steadystateof the

network is indeedthe superpositiorof thetransientof mary o ws. In suchascenario,



disregardingthe slow start,andspeciallythe rst one,whenthe TCP thresholdis not
yetset,is extremelydangerous.

Sinceduringslow startTCPdoubleghewindow sizeateachRTT, andTCPreaction
time cannotbeary smallerthanthe RTT itself, whenthethresholds not setthereis an
enormougotentialfor burstlosseq27]. In line of principle,themodi cation is trivial:
estimateheavailableresourceandexit theslow startto enterthecongestioravoidance
phaseassoonasthe window sizereacheghis estimation We are perfectlyawarethat
the estimationof the resourcesluringtheinitial transientis extremelycritical. For this
reasonwe assumethat thereis no reliable estimationuntil the window reacheghe
dimensionof ve sggmentsafterthreeRTTs. Errorsin the bandwidthestimationare
modeledasfor the RFScasehowever, theerrordistributionsduringthe rst slow start
andduring congestioravoidanceareindependentso thatwe canmodela larger error
duringthe rst slow start.

TheOMQN modi cation for ESSEequiregheintroductionof new transitionsfrom
the slow-startqueueso congestionavoidancequeuesFrom the topologicalpoint of
view, theseareequivalentto thosedescribedn Fig.2 for the RFSmodi cation, obvi-

ouslystartingfrom slow-startqueuesindnot from fastrecovery queues.

4 Assessmenbf the Modi cations Performance

To discussthe impactof the modi cations describedsofar, we considertwo different
scenarioswhich are frequently encounteredn the Internet. Both scenariogefer to
wide areanetworks (WAN), sincein local (LAN) ervironment,the congestiorcontrol
algorithmsof TCP very rarely play a major role. We only considerstandard FIFO
queueingwith droptail policies,whichareby farthemostdiffusedqueueingscheme

deployedrouters.Drop tail buffersintroducecorrelationin losseswhich areaccounted



for in our modelswith the techniquegdescribedn [7,19,21]. The presenceof active
gqueuemanagementAQM) policiesand randomlossesdueto link errorsare left for

future study thoughthey do not represena majormodelingproblem.

The rst scenariccorrespondto thecasewherethebottlenecks representedly the
peeringpointbetweernwo ISPs.Thisis oftenthe casein web-bravsingUSA sitesfrom
Europe,sincethe Internettraf c is highly asymmetricalmore downloadsfrom USA
to Europethanvice-versa).The peeringcontractsbetweenSPsresultin a bottleneck
whoseavailablebandwidthis nowhereneartheinstalledcapacityontransoceanitinks.
We assumein this caseabottleneckof 10Mbit/s, with anaverageconnectionslistance
of roughly 10,000km, resultingin anaverageRTT of 100ms plusthe queueingat the
bottleneckwhichis directly computediy themodelanddepend®n thebuffer sizeand

bottleneckoad.We will referto this scenaricasthe PEERING scenario.

Thesecondcenaricorrespondo thecasenvherethebottleneckof theconnections
is the accesdink of the institution wherethe connectionriginate/terminateln this
case the bandwidthof the bottleneckcan be extremelyvariable,dependinguponthe
institutiondimensiorandsimilar factors We deemthatthis scenarids mostinteresting
whenthe accesdink is fairly fastand, on average therearemary o ws competing
for the resourcesWe assumehatthe bottleneckis a 100Mbit/s link. In this case the
averageconnectiorengthis smaller sincetherearebothtransoceaniconnectionsand
“European”connection$. We arbitrarily setthe averagelength of the connectiongo
3,000km, obtainingan averageRTT of 30ms. We call this scenariocAccEess. In both

casesthebottleneckbuffer is setto 64 paclets.

4 Noticethatwe setthis hypotheticainstitutionin Europe but reversingthesituationandhaving

it in the USA, would not changehe basiclayoutof the scenario
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We examine rst the paclet drop ratein the ACCESS scenarioconsideringsepa-
ratelytheW PtheRFSandtheESSEmodi cations,or simultaneouslgnabledThrough-
outthepaperwhenW Pis used,t will alwaysbeassumed . Flows areall 100
pacletslong (pacletsizeis 1000Bytes),but we considertwo differentmaximumwin-
dow sizes(MWS), namely 16 and 32 paclets. Fig.4 reportsthe paclet drop rate as
a function of the nominaP normalizedtraf ¢ load. It is quite clearthatthe drop rate
is dominatedby the transientbehaior: unlessthe ESSEmodi cation is enabledthe
lossrateis almostindistinguishabldat leastin logarithmicscale)from the lossrateof
NewRenoconnectionsilt is alsointerestingio noticethatthe MWS hasa majorimpact
onthelossrate,andthegaininducedby the ESSEmodi cation growswith thewindow
size.

Theperformanceainobtainedn termsof packetdroprateis striking; however, end
usersaremoreinterestedn thetimethey needto transfertheinformation.Thetwo plots
in Fig.5 reportthe average o w completiontime correspondindgo the samesituation
of Fig.4. It is clearthatwith large MWS the gainwith the threejoint modi cationsis
determinantspeciallyat high loads(the solutionof the modelshavs somenumerical
instability at very highloads,which causesheconnectionslurationof NewRenoW P
andRFSto decreasslightly atload0.94).

The situationwith smallMWS is insteadmore complicated Thoughnot quantita-
tively large, the advantageat high loadsis still clearwhenall modi cations are con-
sideredtogether;however, at light loads,the ESSEmodi cation seemsto penalize,
thoughonly mamginally, the connectionsThe reasonis a too early exit from the slow

start, that avoids connectiongo reachthe MWS. Indeed,with small drop rates,most

5 This is the load that the bottleneckwould have if therewere no retransmissionshencethe

actualload of the network is higher
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of the connectiongerminatewithout losses hencethe larger the reachedwindow in
slow start,thefasteris thetransfer Resultsvould probablybedifferentconsideringhe
0 percentileof the completiontime. Unfortunately our modelis not yet capableof

computingcompletiontime varianceor distributions.

4.1 Theln uence of Bandwidth Estimation Err ors

The performancef a protocolthathasa reliableestimationof the availablebandwidth
andmalkesanintelligentuseof this knowledgeshouldnot be a surprise;however, we
areinterestedn analyzingtheresilienceof suchprotocolsto estimatiorerrors.Thees-
timationerrorsaremodeledasdescribedn Sect3.1.Whentheerrorshave atriangular
distribution, the maximumrelative erroris 25% of the averageavailablebandwidth We
only considerall themodi cationsimplementedogethermndtheerrorestimatiorfunc-
tion is the sameduring slow startand congestioravoidance.The completiontimes of
NewRenoarereportedfor comparison.

We analyzehereonly the completiontimesof connectionssincethesealsore ect
theunderlyinglossrate.

Figs.6 and 7 reportthe averagecompletiontimesfor connectionshatare60 (top-
left plot), 100 (top-rightplot) and200 (bottomplot) segmentdong, in the ACCESs and
PEERING scenariogespectiely. 'BBE' curvesreferto theidealbandwidthestimation,
"TBE' curvesto the triangularerror function and "NBE' curvesto the casewhenthe
estimationis uniformly distributed,i.e., dravn completelyat random.The qualitatve
behaior is the samein all casesyegardlessof the bottleneckpositionor capacity or
of the averageconnectiondength. The striking resultis that NewReno,at high loads,
always performsso poorly asto be worsethan choosingthe window size at random.

The explanationis rootedoncemorein the transientbehaior of the protocol,andin-
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deed,whenconnectionsarelonger, the performancegapis partially lled. NewReno,
asall TCPimplementationsguringthe rst slow startgrowsthe window until the net-
work is congeste@dndpacletsaredroppedIn otherwords,duringtheinitial transient,
NewRenodoesnothingto estimatehe availableresourcesbut assumeshey are“in -
nite; deterministicallyoverloadingthe network; this behaior endsup in poor perfor
mancebecausef the higherpaclet lossrate,evenhigherthana protocolthat, instead
of correctlyevaluatingthe availableresourcesiravs a uniform randomvariableto set
thewindow size.

Goingalittle bit moreinto detail, we canobsere that, for shorterconnectionand
low loads theearlyexit from theslow startimplementedy the ESSEmodi cation may
bealittle penalizing thoughalwaysmaminally. Comparinghe PEERING andACCESS
scenariait is clearthatthe larger the available resourcesthe higherthe gain we can
achieve from a correctestimationof the availableresourcedrom its useto reducethe

initial transienbovershoot.

4.2 Simulations

In this sectionwe assesghe effectivenes®f the modi cationsto TCP congestiorcon-
trol mechanisnby meansf simulations Simulationarecarriedout by usingns-2sim-
ulator[24], version2.1b9a.

For the sale of concisenessve presentherethe resultsrelatedto the PEERING
scenarioalthoughsimilar resultscanbe shavn for the ACCESS scenario.

Figure 8 shows the averagedrop rate and completiontime of TCP NewRenoand
TCPmodconnection®btainedthroughsimulationsandmodel(with W P not enabled
—thatis — andassuminghandwidthestimationprovided by BBE). Again, we

considerl00pacletslongshort-livedconnectiongwith pacletssizeof 1000Bytes)and



we assume maximumwindow sizenegotiatedbetweenl CP sourcesanddestinations
of 32 paclets.

Althoughthe curvesassociatedo simulationsandmodeldo not matchperfectly it
is importantto noticethatthey shav a consistentjualitatve behaior, andthe relative
performanceof NewRenoandthe modi ed TCP remainsthe same.In particular it is
clearthe greatimprovementin the value of the drop rate causedby ESSEmodi ca-
tion andits bene cial effectin the completiontime of connectiondor sufciently high
valuesof theload.Ontheotherhand we canagainnoticethatthedecreasedggressie-
nessdueto ESSEdetermines highercompletiontime for medium-lightloads,thatis
whenthe droprateof NewRenoconnectionss solow (lessthan1%) thatthe mostpart
of the o ws do not experienceary paclet loss.In this condition,clearly, connections
thatleave earlythe slow startphasearepenalized.

Finally we needto considerthat the ns-2implementatiorof the modi cations to
TCParejustameango shav thatthe modelingtechniquewe have usedto analyzethe
modi cations is indeeda viable solutionto studyprotocolsandwe have not matched
closely the model and the simulation setup.For example,the bandwidthestimation
moduleimplementedn thesimulatoris differentfrom theestimatiordonein themodel.
Themodelevaluatesheensembleneanof theavailablebandwidththeestimatoiin the
simulations,on the otherhand,computeghe (instantaneoudhir shareon the basisof
thenumberof simultaneoushactive connectionsAll the sametheresultsobtainedoy

simulationgprovethattheindicationsprovidedby themodelaremetalsoin simulation.

5 Conclusionsand Futur e Work

TCP is areliable, robust and reasonablywell performingprotocol; however, it is far

from perfect,and scoresof modi cations have beenproposedo improve its perfor
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mance Someof themweresuccessfullymplementedindarenow availablein standard
implementationspthersdid not have the samesuccessThe bestof the effort in TCP
studywasalways devotedto heuristicmodi cations, andtheir implementatiorevalu-
atedeitherin a simulationervironmentor on testbeds.The work we presentin this
paperis a rst attemptto tacklethe problemfrom a theoreticalpoint of view, using
modelsthat predictthe impactof the modi cations beforeimplementingthemandal-
lowing a mucheasierevaluationof the results,sincethe computingeffort to obtainthe
resultsis ordersof magnitudesmallerthanthat of simulations,andtestbedsanonly

offer resultsfor very limited settings.

We have consideredhreedifferentmodi cationsthatrequirechange®f thesender
side only, thus having potentiallya minor impactif deployedin the Internet.One of
themajorresultsof thiswork is that,in mary situationsthe performancef competing
TCP connectionss dominatedoy theinitial transientwhenthethresholds notyet set.
Hence,ary attemptto improve TCP performanceshouldtake into accountthe initial
transienttoo, while, browsingthe literature,it is clearthatthe bestpartof the effort in

TCPresearchvasdevotedto its steadystate.

We admit that the resultswe have are not de niti ve, sincewe have to re ne our
modeltowardsthreedifferentdirectionsat least.First of all we have to verify the be-
havior of themodi ed TCP versionwhencompetingwith NewRenoimplementations,
in orderto verify theirfriendlinesgo theexisting Internet.Thoughnottrivial, this mod-
eling stepis feasibleand we hopeto showv alsothis aspectin shorttime. As a “side
effect” of this additionalmodeling effort, the modelwill alsobe ableto predictthe
performanceof ary mix of differentlength o ws. Secondsincethe considerednodi-
cations imply the end-to-endestimationof the availablebandwidthadditionalstudies

arerequiredon how the estimationcanbe carriedout andwhat kind of errorswould



presumabhaffect this estimation Finally, it would be extremelyinteresting thoughit

is

still not clearif it is possible to extendthe modelingtechniqueto computenot only

averagesover the whole o ws, but also someadditionalinformationaboutthe actual

distributionsof, for instancethe completiontime of theconnections.
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Paper impr ovements

With respecto the versionof the paperpresentedat Networking 2000, we have fol-
lowedthe reviewers'indicationgrying to improve the paper Apart from correctingall
possibleEnglishglitches,the majormodi cations are:

1.
2.

3.

N

We havetried to explain moreclearlythe ESSEmodi cation in the OMQN

We implementedthe modi cations in ns-2andrun somevalidation experiments,
thatarereportedn the new versionof the paper;

We explainedwhy, andin which context, we considetthe uniformly randomchoice
of theRFSwindow a “worstcase';

. We addedthe curvesassociatedo the ESSEalonemodi cation;
. Unfortunatelywe arenotyet ableto provide “friendliness”,analysishowever, this

is a major additionto the work, whosemain aim, as statedin the introduction,is
not the proposalof a further TCP modi cation, but to prove the viability of our
methodologyto explore protocolmodi cationsanddesign.

Thanksto thereviewer suggestionsyith respecto theversionsubmittedo Perfor

manceEvaluationwe modi ed the paperin thefollowing ways:

1.

N

o 01k W

We tried to improve the level of presentatiorby addinga longer discussionon
OMOQN modelling.In particular for thesale of clarity, we includedtheapplication
of the OMQN techniqueo a simplerStop&Wait protocol.

. We speci ed the gain achievable by using the model ratherthan simulationsin

termsof numberof connectionshatcanbe handled

. We enlagedthe gures to make themmorereadable;

. We addedthereferencesuggestetby referees

. We addedsomemissinginformationin the simulationscenario

. We improvedthe gure relatedto the transitionprobabilitiesfor RFSandwe bet-

ter explainedthe descriptionof the error distribution of the estimatesn BBE, as
suggestedby oneof thethereviewers



