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Abstract.  Biometric data o er a potential source of high-entropy, sec ret
information that can be used in cryptographic protocols pro vided two
issues are addressed: (1) biometric data are not uniformly distributed;

and (2) they are not exactly reproducible. Recent work, most notably
that of Dodis, Reyzin, and Smith, has shown how these obstacles may
be overcome by allowing some auxiliary public information t o be reliably
sent from a server to the human user. Subsequent work of Boyen has
shown how to extend these techniques, in the random oracle malel, to
enable unidirectional authentication from the user to the s erver without

the assumption of a reliable communication channel.

We show two e cient techniques enabling the use of biometric data to
achievemutual authentication or authenticated key exchange over a com-
pletely insecure (i.e., adversarially controlled) channel. In addition to
achieving stronger security guarantees than the work of Boyen, we im-
prove upon his solution in a number of other respects: we tolerate a
broader class of errors and, in one case, improve upon the paameters of
his solution and give a proof of security in the standard mode .

1 Using Biometric Data for Secure Authentication

Biometric data, as a potential source of high-entropy, secet information, have
been suggested as a way to enable strong, cryptographicallgecure authentica-
tion of human users without requiring them to remember or stae traditional
cryptographic keys. Before such data can be used in existingryptographic pro-
tocols, however, two issues must be addressed: rst, biomét data are not uni-
formly distributed and hence do not o er provable security guarantees if used
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as is, say, as a key for a pseudorandom function. While the ptbdem of non-
uniformity can be addressed using a hash function, viewed #ier as a random
oracle [2] or a strong extractor [20], a second and more di cult problem is that
biometric data are not exactly reproducible as two biometric scans of the same
feature are rarely identical. Thus, traditional protocols will not even guarantee
correctness when the parties use a shared secret derived fincbiometric data.

Much work has focused on addressing these problems in e ortt® develop se-
cure techniques for biometric authentication [8, 15,19, 1422, 21]. Most recently,
Dodis, Reyzin, and Smith [9] showed how to use biometric datao securely de-
rive cryptographic keys which could then be used, in particdar, for the purposes
of authentication. Roughly speaking (see Section 2 for forral de nitions), they
introduce two primitives: a secure sketchwhich allows recovery of a shared secret
given a close approximation thereof, and duzzy extractor which extracts a uni-
formly distributed string s from this shared secret in an error-tolerant manner.
Both primitives work by constructing a \public" string pub which is stored by
the server and transmitted to the user; loosely speakingpub encodes the redun-
dancy needed for error-tolerant reconstruction. The primtives are designed so
as to be \secure" even when an adversary learns the value of th public string.

Unfortunately, although these primitives su ce to obtain s ecurity in the pres-
ence of an eavesdropping adversary who learrsub as it is sent to the user, the
work of Dodis et al. does not address the issue of malicious modi cation opub.
As a consequence, their work does not provide a method for sae authentica-
tion in the presence of anactive adversary who may modify the messages sent
between the server and the user. Indeed, depending on the sge sketch or
fuzzy extractor being utilized, an adversary who malicioudy alters the public
string sent to a user may be able to learn that user's biometrc data in its en-
tirety. A \solution" is for the user to store pub himself rather than obtain it from
the server (or to authenticate pub using a certi cate chain), but this defeats the
purpose of using biometric data in the rst place: namely, to avoid the need
for the user to store any additional cryptographic information | even if that
information need not be kept secret.

Boyen [5], inter alia, partially addresses potential adversarial modi cation
of pub (although his work focuses primarily on the orthogonal isse of re-using
biometric data with multiple servers, which we do not explicitly address here).
The main drawback of his technique in our context is that it provides only uni-
directional authentication from the user to the server. Indeed, Boyen'sapproach
cannot be used to achieve authentication of the server to thaiser since his def-
inition of \insider security" (cf. [5, Section 5.2]) does not preclude an adversary
from knowing the (incorrect) value s° of the shared secret recovered by the user
when the adversary forwards a specially craftegpub’to this user; if the adversary
knows s° then from the viewpoint of the user the adversary can do anyhing the
server could do, and hence authentication of the server to th user is impossible.
The lack of mutual authentication implies that | when commun icating over
an insecure network | the user and server cannot securely esablish a shared
session key with which to encrypt and authenticate future messages: the user



may unwittingly share a key with an adversary who can then decypt any data
sent by that user as well as authenticate arbitrary data.

1.1 Our Contributions

In this paper, we provide the rst full solution to the proble m of secure remote
authentication using biometric data': in particular, we show how to achieve
mutual authentication and/or authenticated key exchange over a completely
insecure channel. We o er two constructions. The rst one is a generic solution
which protects against modi cation of the public value pub in any context in
which secure sketches or fuzzy extractors are used; thus, i solution serves as
a drop-in replacement that \compiles" any protocol which is secure whenpub is
assumed to be transmitted reliably into one which is secureen whenpub might
be tampered with (we do not formalize this notion of \compilation", but rather
view it as an intuitive way to understand our results). Our second construction
is speci c to the settings of remote authentication and key echange, where it
0 ers some improvements to the generic solution.

Compared with the work of Boyen [5], which was mostly concered with the
re-usability of biometrics, our constructions enjoy the fdlowing key advantages:

{ Both of our solutions tolerate a stronger class of errors. Irparticular, Boyen's
work only allows for data-independent errors, whereas our analysis handles
arbitrary (but bounded) errors. We remark that small yet data-dependent
errors seem natural in the context of biometric data.

{ Our second solution is proven secure in the standard model.

{ Our second solution achieves improved bounds on the entropioss, on the
order of 128 bits of entropy for practical choices of the paraeters. This point
is particularly important since the entropy of certain biom etric features is
roughly this order of magnitude (e.g., 173{250 bits for an itis scan [8, 13]).

Organization. We review some basic de nitions as well as the sketches/fuzz
extractors of Dodis et al. [9] in Section 2. In Section 3 we introduce the notion of
robust sketches/fuzzy extractors which are resilient to modi cation of the public

value, and can be used as a generic replacement for sketch&sfzy extractors in

any application. Our second solution, which is speci c to the problem of using
biometric data for authentication and o ers some advantages with respect to

our generic construction, is described in Section 4.

2 De nitions

Unless explicitly stated otherwise, all logarithms are bag 2. We let U- denote
the uniform distribution over "-bit strings. A metric space (M ;d) is a nite
set M equipped with a symmetric distance functiond : M M ! Z* [f Og

1 Of course, our techniques are applicable toany scenario which relies on secret data
that, like biometric data, are non-uniform and/or not exact ly reproducible.



satisfying the triangle inequality and such that d(x;y) =0, x =y. (All metric
spaces considered in this work are discrete, and the distaps integer-valued.)
For our application, we assume that the format of the biometric data is such
that it forms a metric space under some appropriate distancdunction. We will
not need to specify any particular metric space in our work, & our results build
in a generic way on earlier sketch and fuzzy extractor constictions over any
such space (e.g., those constructed in [9] for a variety of ntecs).

AFprobabiIity space( ;P )isa niteset andafunctionP : ! [0;1]such
that ,, P(!)=1. A random variable W de ned over the probability space
(;P ) and taking values in a setM is a functonW : M .If(;P )isa

probability space over which two random variablesW and W taking values in a
metric space M ;d) are de ned, then we say that d(W; W9 tif forall ! 2
it holds that d(W (! );Wq!)) t.

Given a metric space M ;d) and a point x 2 M we de ne

Vo' (x) €t x°2 M| d(x;x9) tgj; VoM &' mz%leVoI{"' (x)g:
X

The latter is the maximum number of points in any \ball" of rad iust in (M ;d).
Following [9], for a pair of random variables A and B, we de ne the min-
entropy Hi (A) of A, and the average min-entropy of A given B, as

Hi (A)= log(maxPrlA = a)); Hi (AjB)E  log(Exp, g[2 "+ 41B=D)):

The statistical di erence between random \I/DariablesA and B taking values in

the same setD is de ned asSD(A;B) def % awp JPIMTA=d] Pr[B = d]j.

2.1 Secure Sketches and Fuzzy Extractors

We review the de nitions from [9] using slightly di erent te rminology. Recall
from the introduction that a secure sketch provides a way to lecover a shared
secretw from any value w® which is a \close" approximation of w. More formally:

De nition 1.  An (m; m®t)-secure sketchover a metric space(M ; d) comprises
a sketching procedureSS: M!'f 0;1g and a recovery procedureReg where:

(Security)  For all random variables W over M such thatH; (W) m, we
haveH; (W j SW)) m°

(Error tolerance)  For all pairs of points w;w°2 M with d(w;w® t, it holds
that Re¢w?® Sgw)) = w. }

While secure sketches address the issue of error correctiotihey do not address
the issue of the possible non-uniformity ofW. Fuzzy extractors, de ned next,
correct for this.

De nition 2.  An (m;";t; )-fuzzy extractor over a metric space(M ;d) com-
prises a (randomized) extraction algorithm Ext: M !f 0;1g f 0;1g and a
recovery procedureRecsuch that:



(Security)  For all random variables W over M that satisfy Hy (W) m, if
hR;pub  Ext(W) then SD (hR; pubi; hU-; pubi)

(Error tolerance)  For all pairs of points w;w® 2 M with d(w; w°) t, if
hR;pubi  Ext(w) then it is the case thatReqw® pub) = R. }

As shown in [9, Lemma 3.1], it is easy to construct a fuzzy extactor over a metric
space M ;d) given any secure sketch de ned over the same space, by apphg
a strong extractor [20] using a random \key" which is then included as part of
pub. Starting with an ( m; m®t)-secure sketch and with an appropriate choice of
extractor, this transformation yields an (m;m® 2log(%);t; )-fuzzy extractor.

2.2 Modeling Error in Biometric Applications

As error correction is a key motivation for our work, it is necessary to develop
some formal model of the types of errors that may occur. In prdor work by
Boyen [5], the error in various biometric readings was assued to be under
adversarial control, with the restriction that the adversary could only specify
data-independenterrors (e.g., constant shifts, permutations, etc.). It is not clear
that this is a realistic model in practice, as one certainly expects, say, portions of
the biometric data where \features" are present to be more sgceptible to error.

Here, we consider a much more general error model where therers may be
data-dependentand hence correlated not only with each other but also with the
biometric secret itself. Furthermore, as we are ultimatelyinterested in modeling
\nature" | as manifested in the physical processes that cause uctuations in the
biometric measurements | we do not even require that the errors be e ciently
computable (although we will impose this requirement in Setion 4). The only
restriction we make is that the errors be \small' and, in particular, less than
the desired error-correction bound; since the error-corretion bound in any real-
world application should be selected to ensure correctnessith high probability,
this restriction seems reasonable. Formally:

De nition 3. A t-bounded distortion ensembleW = fW,gi= ... iS a sequence
of random variablesW; : M  such that for all i we haved(Wqo; W;) t. }

For our application, Wy represents the biometric reading obtained when a
user initially registers with a server, and W, represents the biometric reading
on the i" authentication attempt by this user. Note that, regardless of the
protocol used, an adversary can always impersonate the sesv if the adversary
can guessW,; for somei > 0. The following lemmas give bound the probability
of this occurrence. First, we show that the min-entropy of exh W; is, at worst,
log(Voli" ) bits less than that of W,. Moreover, we show thatW; is no easier to
guess thanW, when SSW,) is available.

Lemma 1. Let Wy; W1 be random variables oveM satisfying d(Wp; W) t,
and let B be an arbitrary random variable. Then

Hi (W1jB) Hi (WpjB) logVol :



Proof. Fix x 2 M arﬂd any outcome B = b. Since d(Wp; W1) t, we have
PrfW1=Xx]B=b  ,o4ux0 (PTWo=x°jB =1 Vo' 2 H:WoiB=b),
which means thatH; (W, jB =b) H; (WojB =b) IogVoI{VI . Since this
relation holds for every b, the lemma follows. u

Secure sketches imply the following, stronger form of Lemmd which essentially
states that points close to Wy cannot be easier to guess thaW if the value of
the sketch S W) is known.

Lemma 2. Let Wy; W; be random variables oveM satisfying d(Wp; W1) t,
and let B be an arbitrary random variable. Let (SSReqQ be a (?;?;t)-secure
sketch. Then

Hi (W1jSgWo);B) Hi (Woj SSWo);B):

Proof. Notice that since d(Wgp; W1) t, we haveRedWy; SSWjy)) = Wy, which
means that if for somex; b; pubwe have Pr(N; = x j SSWp) = pub;B = b) ,
then Pr(Wo = RedXx; pub) j SSWy) = pub;B = b) as well. Since this holds
for all x; b and pub, the lemma follows. u

The analogue of Lemma 2 for fuzzy extractors holds as well (wlh SSWy) re-
placed by pub).

3 Robust Sketches and Fuzzy Extractors

Recall that a secure sketch, informally speaking, takes a seet w and returns
some valuepub which allows the recovery ofw given any \close" approximation
wP of w. When pub is transmitted to a user over an insecure network, however,
an adversary might modify pub in transit. In this section, we de ne the notion
of arobust sketch which protects against this sort of attack in a very stong way:
with high probability, the user will detect that pub has been modi ed and can
thus immediately abort in this case. A robust fuzzy extractor is de ned similarly.
We then show: (1) a construction of a robust sketch in the ranem oracle model,
starting from any secure sketch; and (2) a conversion from ay robust sketch
to a robust fuzzy extractor; this conversion does not requie random oracles.
We conclude this section by showing the immediate applicatin of robust fuzzy
extractors to the problem of mutual authentication.
We rst de ne a slightly stronger notion of a secure sketch:

De nition 4. An (m; m%t)-secure sketch(SSReg is said to be well-formed
if it satis es the conditions of De nition 1 except for the fo llowing modi ca-
tions: (1) Recmay now return either an element in M or the distinguished
symbol? ; and (2) for all w2 M and arbitrary pub’, if Redw® pub’) 6?2 then
d(w® Redw?® pub?) t. }

It is straightforward to transform any secure sketch (SS Reg into a well-formed

secure sketch 8SRed®: Red runs Recand then veri es that its output w is

within distance t of the input w°. If yes, it outputs w; otherwise, it outputs ?.
We now de ne the notion of a robust sketch:



De nition 5. Given algorithms (SS Req and random variableswW = fWg, W1y,
i1, W, g over metric space(M ;d), consider the following game between an ad-
versary A and a challenger: Letwy (resp., wi) be the value assumed by,
(resp., W;). The challenger computespub  SSwjp) and givespub to A. Next,

Redw;; pub) in return. If there exists an i such that Redw;;pub) 6? we say
that the adversary succeedsand this event is denoted bySucc

We say that(SS Req is an (m; m%n;";t)-robust sketch over (M ;d) if it is a
well-formed (m; ?; t)-secure sketch and: (1) for allt-bounded distortion ensembles
W with H1 (Wp) m and all adversariesA we havePr[Sucd "; and (2) the
average min-entropy ofWp, conditioned on the entire view of A throughout the
above game, is at leasmn? }

A simpler de nition would be to consider only random variabl esf Wy; W1g and
to have A only output a single value pub;, 6 pub. A standard hybrid argu-
ment would then imply the above de nition with " increased by a multiplicative
factor of n. We have chosen to work with the more general de nition above
as it potentially allows for a tighter concrete security analysis. Also, although
the above de nition allows all-powerful adversaries, we wil consider adversaries
whose queries to a random oracle are bounded (but which are bérwise compu-
tationally unbounded). We remark that for a truly unbounded adversary (i.e.,
where even the oracle queries | if any | are unbounded), it is n ecessarily the
case thatm® log? since at the last step of the game the adversary can guess

W, with probability 2 m® and thus succeed with probability " 2 m®,

3.1 Constructing a Generic Robust Sketch

Let H : f0;1g ! f 0;1g¢ be a hash function. We construct a robust sketch
(SS Req from any well-formed secure sketch §S ; Rec) as follows:

SSw) Redw; pub= hpub ;hi)
pub  SS(w) w?= Rec (w;pub )

h = H(w;pub) if w0=? output ?

return pub= hpub ;hi if H(w%pub ) 6 h output ?

otherwise, output w®

Theorem 1. If (SS;Rec) is a well-formed (m; m%t)-secure sketch over metric
space(M ;d) andH :f0;1g !f 0;1g* is a random oracle, then(SS Reg is an
(m;m%n; " t)-robust sketch over(M ;d) for any adversary making at mostay
queries toH, where
"=(gg+n) 2K +@Bagy +2n Vo) 2 m®,
m%= " log":

Whenk  mP%+log gy (which can be enforced in practice), the above simpli es
to" (4g4 +2n Vo) 2 ™ andm® m® log(4gy +2n Vol').

2 In particular, this implies that ( SS Red is an (m; m®t)-secure sketch.



Proof (Sketch) It is easy to see that (SS Req is an (m; ?;t)-secure sketch
and thus we only need to prove the latter two conditions of De nition 5. In
order to provide intuition, the following proof is somewhat informal; however,
the arguments given here can easily be formalized. Lepub = hpub ; hi denote
the value output by SSin an execution of the game described in De nition 5.
Note that if A ever outputs puby = hpuly ; h;i with pub = pub then the response
is always?, since then we must haveh; 6 h and soRecwill output ?. Thus, we
simply assume thatpuby 6 pub .

Fix a t-bounded distortion ensemblef Wo; Wq;:::; W,g with H; (Wo) m.
For any output puby = hpub ;hii of A, dene the random variable W? def
Rec (W;; pub ). In order not to complicate notation, we de ne

Hi (W) %' log maxPrw?= x] ;
X

i.e., we ignore the probability that W,°=? sinceA does not succeed in this case.
Hy (WQ2j X) for a random variable X is de ned similarly. Let wp, w;, and w?
denote the values taken by the random variablesVo, W;, and W, respectively.

We classify the random oracle queries oA into two types: type 1 queries are
those of the form H ( ; pub ), and type 2 queries are all the others. Informally,
type 1 queries represent attempts byA to learn the value of wp; in particular,
if A nds w such that H (w;pub ) = h then it is \likely" that wp = w. Type 2
queries represent attempts byA to determine an appropriate value for someh;;
i.e., if A \guesses" thatw?= w for a particular choice of pub then a \winning"
strategy is for A to obtain h; = H (w; puly ) and output pub = hpuly ; hii.

Without loss of generality, we assume thatA makes all its type 1 queries rst,
then makes all its type 2 queries, and nishes by making itsn queries to the
challenger (cf. De nition 5) in parallel (i.e., non-adaptively). The validity of the
assumption on the ordering of the type 1 and type 2 queries fédws essentially
from the analysis that follows. The assumption that all queries to the random
oracle are made before any queries to the challenger is justd by the observation
that if ReqW;;pub) 6 ? then the adversary has already succeeded, in which case
we can end the game, whereas the only remaining respon&edW;;pub) =?
can be simulated by the adversary itself. This also justi eswhy we may assume
that the adversary's challenges are made in parallel.

Let Q1 (resp., Q2) be a random variable denoting the sequence of type 1
(resp., type 2) queries made byA and the corresponding responses, and leg
(resp., g) denote the value assumed byQ; (resp., Qz). For some xed value of

pub, de ne % H1 (Wojpub). Notice, since (SS ;Rec) is an (m; m?%t)-secure

sketch, we have Exp[2 »0] 2 m° Now, de ne Sub;ql L H, (Wp j pub; o),
and let us call the value g \bad" if Sub;ql pub 1. We consider two cases: If
2 e 204 we will not have any guarantees, but using Markov's inequally we
have Pr[2 e 204 ]=Pr[2 w2 m® (2m°:2q4 N 204 2 m° Otherwise, if
2 rb > 204, we observe that the type 1 queries ofA may be viewed as guesses
of wp. In fact, it is easy to see that we only improve the success ptuability

of A if in response to a type 1 query of the formH (w; pub ) we simply tell A



whether wo = w or not.3 It is immediate that A learns the correct value ofwg

with probability at most g4 2 r». Moreover, when this doesnot happen, A has

eliminated at most gy 2 »*=2 (out of at least 2 »») possibilities for wp, which

means that 8ub;q1 pub 1, or in other words that o, is \good". Therefore,

the probability that @ is \bad" in this second case is at mostgy 2 rw,
Combining the above two arguments, we see that

Exppub[Pr[ql bad]] Prpw[2 7 204 ]+ EXp pub[qH 2 puw]
20 2 ™4y 2™ = 3y 2 ™ (1)

Next, dene 00, ' mini(Hy (W] pub;qr)). Recall that fWo;Ws;:::gis a
t-bounded distortion ensemble which meansi(Wp; W;) t. Furthermore, since
(SS ;Rec) is well-formed, fW;; W% is also at-bounded distortion ensemblé
regardless ofpub , which meansd(W;; W9 t. Applying Lemma 2 on f Wp; Wig

(noticing that pub contains pub ), followed by Lemma 1 onfW;; W%, we have

Db min(Hy (Wi j pub; r)) log Vol obg,  logVol 1 (2)

We now consider the type 2 queries made byA. Clearly, the answers to these
queries do not a ect the conditional min-entropies of W,° (since these queries do
not include pub ), so the best probability for the attacker to predict any of t he
W is still given by 2 33b:q1, for xed puband q;. Assume for a moment that
there are no collisions in the outputs of any of the adversar{s random oracle
queries, and consider the adversary's" query hpub ; h;i to the challenger. The
probability that this query is \successful" is at most the pr obability that A asked
a type 2 query of the form H (w?; ) for the correct w? plus the probability that
such a query was not asked, yetA nevertheless managed to predict the value
H (w® pub ). Clearly, the second case happens with probability at mosR . As
for the rst case, for any h; there is at most onew for which H (w; ) = h;, since,
by assumption, there are no collisions in these type 2 querge Thus, the adversary
succeeds on its' query if this w is equal to the correct valuew?. By what we just

argued, the probability that this occurs is at most 2 ggb:ql, irrespective of pub, .
Therefore, assuming no collisions in type 2 queries, }Ohe saess probability of A
in any one of its n parallel queries is at mostn (2 w1 +2 ), Furthermore,
by the birthday bound the probability of a collision is at most g2 =2¢. Therefore,
conditioned on pub and ¢ and for the corresponding value of 30, , we nd
that Pr{ Succj pub;qi] n 2w +(gg +n) 2K

To conclude, the adversary's overall probability of succes is thus bounded
by the expectation, over pub and g, of this previous quantity; that is:

Pr[Sucd = EXp pupq, [Pr[Succj pub; ]l

% This has no e ect when H (w;pub ) 8 h as then A learns anyway that w 6 wg. The
modi cation has a small (but positive) e ect on the success p robability of A when
H (w; pub ) = h since this fact by itself does not de nitively guarantee tha t w = wp.

* This ignores the case whenW? = ? ; see the de nition of H; (W? given earlier.



(G +n) 2" 3
X

+Exp oy Pr oy badj pub] + n 2 s PrlQy= g jpubjS:
S . good

Using Equation 2, we see that 2 piba 1 Vol 2 Py Moreover, for goodg,

we have Sub;ql pub 1, which means that 2 moar 2 Vo' 2 e, Finally,

using Equation 1, we have Exp,[Pr[cn badjpub]] 3o 2 m®, Combining all
these, we successively derive:

PriSucd (@ +n) 2 X+3q 2™
+EXp pyp 20 Voi' 2 e F(;r [cn good]
g 1

(@ +n) 2K+3qy 2 ™ +2n Vol Expy, 2 »
(@+n) 25 +@3qgs+2n Vo) 2™ =

As for the claimed value ofm® we omit the details since they follow almost
the same argument. As above, assuming thaty is good, that no collisions occur
in type 2 queries, and that the adversary does not manage to ggss any of the

valuesH (w?; pub, ), the conditional min-entropy of W, is at least 8ub;q1 log(n

Vol{\’I ) puo 1 log(n Vol'\’I ). On the other hand, all these bad events leading
to a possibly smaller min-entropy ofWj happen with (expected) probability (over

pub) at most (g% + n) 2 K+3qy 2 m° From this, it is easy to see that if View

represents the adversary's view in the experiment, then

Hi (WojView) log (¢f +n) 2 X+3qy 2 m° 3)
+ EXP pup h2n Vol 2 publ

log (@ +n) 2¥+@gs+2n Vo) 2™ = m®

u

We remark that the above proof uses only a non-programmableandom oracle.
The bound on" that we derive in the above proof has an intuitive interpre-

tation. The sub-expression gy + n VoIM 2 ™ that appears (up to a small

constant factor due to the analysis) can be viewed as the prcadbility that the

adversary \gets information" about the point wp: The contribution gy 2 m®

is due to the type 1 oracle queries where, for each of at mosh queries, the
adversary \hits" the correct value of wy with probability 2 m® Then, each of
the adversary'sn challenges cover no more thar’\/ol'\’I candidates forwpg, since
each such query eliminates at most one value fow? (unless collisions in type 2
queries occur), which in turn eliminates up to Vol"’i candidates forw;, each of
which can only eliminate one candidateRedw; ; pub ) for wy. Besides the above,
the other contributions to " are due to the probability of collisions in the random



oracle, plus a small term to account for the possibility that the adversary can
guess the output of the random oracle at an unqueried point.

In practice, one can setk large enough so that max(y ; n VOI{VI ) is the
dominant factor determining the amount of the additional \l oss" incurred as
compared to regular \non-robust" sketches.

3.2 From Robust Sketches to Robust Fuzzy Extractors

In a manner exactly analogous to the above, we may de ne the niion of a robust
fuzzy extractor. We include the de nition here since we refe to it in the next
subsection:

De nition 6.  Given algorithms (Ext; Reg and random variablesW = fW,,
Wy, :::, W,g over a metric space(M ;d), consider the following game between
an adversary A and a challenger: Letwgp (resp., w;) be the value assumed by
Wy (resp., W;). The challenger computes(R; pub)  Ext(wp) and givespub to

Redw;; pub) in return. If there exists an i such thatReqw;;puly) 6?7, we say
the adversary succeedsand this event is denoted bySucc

We say (Ext;Req is an (m;";n;";t; )-robust fuzzy extractor over (M ;d) if
the following hold for all t-bounded distortion ensemble®V with H; (Wg) m:

(Robustness) For all adversaries A, it holds that Pr{Sucd .

(Security) Let View denote the entire view ofA at the conclusion of the above
game. Then, SD (hR; Viewi ; hU-; Viewi)

(Error-tolerance)  For all w®with d(wo;w% t, we haveRedw?® pub) = R. }

By applying a pairwise-independent hash function (i.e., a frong extractor) al-
most exactly as in [9, Lemma 3.1], we can convert any robust skch to a robust
fuzzy extractor in the standard model (losing, as there, 2lg ! bits of entropy).
A subtlety is that we need to \bind" the hash function key to th e sketch itself.
We do this using a primitive we call a labeled robust sketch which, in a nut-
shell, de nes a family of robust sketches indexed by a label(For example, in
the speci ¢ construction of robust sketches from the previais section labels can
be incorporated by including the label as the input to the hash function which
is modeled as a random oracle.) By using the key to the hash fuwtion as a
label, we can bind the key to the sketch as needed. Details Wilappear in the
full version.

We remark that if we are content to assume a random oraclé& (as we anyway
only know how to construct robust sketches in the random orate model), we can
trivially \extract" from a random variable w by computing G(w). This has the
advantage of not losing 2log ! bits of entropy when extracting. In this case,
we achieve ¢z 2 m? where ¢ is the number of queries toG and m®is as
in Theorem 1.



3.3 Application to Secure Authentication

The application of a robust fuzzy extractor to achieve mutual authentication or
authenticated key exchange over an insecure channel is imrd&te. Given any
secure protocol (say, for authenticated key exchange) based on a uniformly-
distributed shared key of length °, any (m;";n;";t; )-robust fuzzy extractor
(Ext; Req, and any source Wy with H; (Wp) m, consider the protocol ©
constructed as follows:

Initialization.  The user sampleswy according to Wy (i.e., takes a scan of
his biometric data) and computes [R; pub) Ext(wp). The user registers
(R; pub) at the server.

Protocol execution.  The i!" time the user wants to run the protocol, the user
will sample w; according to some distribution W; (i.e., the user re-scans
his biometric data). The server sendspub to the user, who then computes
R = Ext(w;;pub). If R =?, the user immediately aborts. Otherwise, the
server and user execute protocol , with the server and the user respectively
using the keysR and R.

Assume thatW = fWq; Wq;:::gis at-bounded distortion ensemble. Correctness
of the above protocol is easily seen to hold: if the user obtas the correct value
of pub from the server then, becaused(wo;w;) t, the user will recoverR = R
and thus both user and server will end up using the same keR in the underlying
protocol . The security of 9 with respect to the de nitions of [3,1], which
consider an active adversary who may control all messagesrsebetween the user
and the server, follows from the following observations:

{ If the adversary forwards pub’ 6 pub to at most n di erent user-instances,
these instances will all abort immediately (without running ) except with
probability at most ". Thus, except with this probability, the adversary is
limited to forwarding the correct value of pub.

{ When the adversary forwards pub unchanged, the user and server run an
execution of using a keyR which is within statistical di erence  from a
uniformly distributed °-bit key. Note that this is true even when conditioned
on the view of the adversary in sessions when it doesot forward pub un-
changed (cf. De nition 6). Thus, assuming is secure, the adversary will
not succeed in \breaking" in this case either.

In terms of concrete security, if the security of  against an adversary who
executes at mostn sessions with the user and the server i% , then the security
of lis"+ +" .Aformal proof following the above intuition is straightfo rward,
and will appear in the full version of this work.

4 Improved Solution Tailored for Mutual Authentication

As discussed in the introduction, the robust sketches and fazy extractors de-
scribed in the previous section provide a general mechanisrfor dealing with



adversarial modi cation of the public value pub. In particular, taking any proto-
col based on the secure sketches or fuzzy extractors of [9] wh is secure when
the public value is assumednot to be tampered with, and plugging in a robust
sketch or fuzzy extractor, yields a protocol secure againsan adversary who may
either modify the contents of the server | as in the case where the server itself
is malicious | or else modify the value of pubwhen it is sent to the user.

For speci ¢ problems of interest, however, it remains impotant to explore so-
lutions which might improve upon the general-purpose soluion described above.
In this section, we show that for the case of mutual authenti@tion and/or au-
thenticated key exchange an improved solution is indeed pasble. As compared
to the generic solution based on robust fuzzy extractors (cf Section 3.3), the
solution described here has the advantages that: (1) it is povably secure in
the standard model; and (2) it can achieve improved bounds orthe \e ective
entropy loss". We provide an overview of our solution now.

Given the proof of Theorem 1, the intuition behind our current solution is
actually quite straightforward. As in that proof, let W = fWp;:::g be a sequence
of random variables whereW, represents the initial recorded value of the user's
biometric data and W; denotes thei™ scanned value of the biometric data. Given
a well-formed secure sketch $S;Rec) and a value pub 6 pub = SS (W)

chosen by the adversary, letw,° def RedW;; puly ) and de ne the min-entropy
of WP as in the proof of Theorem 1. At a high level, Theorem 1 followsfrom
the observations that: (1) the average min-entropy ofW?is \high" for any value
pub ; and (2) since the adversary succeeds only if it can also outp a value
hi = H(WZ2pub ), where H is a random oracle, the adversary is essentially
unable to succeed with probability better than 2 H1 (W9 in the ith iteration.
Crucial to the proof also is the fact that, except with \small " probability, the
value h = H(Wp; pub ) does not reduce the entropy ofW, \very much" (again
using the fact that H is a random oracle).

The above suggests that another way to ensure that the adveesy does not
succeed with probability better than 2 H: W in any given iteration would be
to have the user run an \equality test" using its recovered vdue WP, If this
equality test is \secure" (in some appropriate sense we haveot yet de ned)
then the adversary will e ectively be reduced to simply guesing the value of
W, and hence its success probability in that iteration will be as claimed. Since
we have already noted that the average min-entropy ofW? is \high" when any
well-formed secure sketch is used (regardless of the valymib chosen by the
adversary), this will be su cient to ensure security of the p rotocol overall.

Thinking about what notion of security this \equality test” should satisfy,
one realizes that it must be secure for arbitrary distributions on the user's secret
value, and not just uniform ones. Also, the protocol must ensire that each inter-
action by the adversary corresponds to a guess of (at most) apossible value
for W2 Finally, since the protocol is meant to be run over an insecte network,
it must be \non-malleable” in some sense so that the adversarcannot execute a
man-in-the-middle attack when the user and server are both gecuting the pro-
tocol. Finally, the adversary should not gain any information about the user's



true secretW, (at least in a computational sense) after passively eavesdpping
on multiple executions of the protocol. With the problem laid out in this way, it
becomes clear that one possibility is to use a password-onlguthenticated key
exchange (PAK) protocol [4,1, 6] as the underlying \equality test".

Although the above intuition is appealing, we remark that a number of sub-
tleties arise when trying to apply this idea to obtain a provably secure solution.
In particular, we will require the PAK protocol to satisfy a s lightly stronger
de nition of security than that usually considered for PAK ( cf. [1, 6, 12]); infor-
mally, the PAK protocol should remain \secure" even when: (1) the adversary
can dynamically add clients to the system, with (unique) identities chosen by the
adversary; (2) the adversary can specifynon-uniform and dependentpassword
distributions for these clients; and (3) the adversary can pecify such distribu-
tions adaptively at the time the client is added to the system. Luckily, it is not
di cult to verify that at least some existing protocols (e.g ., [1,17,18,11,16])
satisfy a de nition of this sort. ® (Interestingly, the recent de nition of [7] seems
to imply the above properties.) Due to lack of space, the fornal de nition of
security required for our application is deferred to the ful version.

4.1 A Direct Construction

With the above in mind, we now describe our construction. Let be a PAK
protocol and let (SS Req be a well-formed secure sketch. Construct a modi ed
protocol 9 as follows:

Initialization. User U sampleswg according to Wy (i.e., takes a scan of his
biometric data) and computes pub  SSwp). The user registers (vo; pub)
at the serverS.

Protocol execution (server). The server sendspub to the user. It then exe-
cutes protocol  using the following parameters: it sets its own \identity"
(within ) to be Skpub, its \partner identity" to be pid = Ukpub, and the
\password" to be wy.

Protocol execution (user). The i™ time the user executes the protocol, the
user rst samplesw; according to distribution W; (i.e., the user re-scans his
biometric data). The user also obtains a valuepuk’ in the initial message it
receives, and computesv® = Redw;; pub?). If wP =? then the user simply
aborts. Otherwise, the user executes protocol , setting its own \identity"
to Ukpub’, its \partner identity" to  Skpub®, and using the \password" w®.

It is easy to see that correctness holds, since if the user arttle server interact
without any interference from the adversary then: (1) the identity used by the
server is equal to the partner ID of the user; (2) the identity of the user is the
same as the partner ID of the server; and (3) the passwordsv, and w® are
identical. Before discussing the security of this protocal we need to introduce a

5 Infact, it is already stated explicitly in [17, 11] that the g iven protocols remain secure
even under conditions 1 and 2, and it is not hard to see that they remain secure
under condition 3 as well.



slight restriction of the notion of a t-bounded distortion ensemble in which the
various random variables in the ensemble are (e ciently) computable:

De nition 7. Let (M ;d) be a metric space. Anexplicitly computable t-bound-
ed distortion ensembleis a sequence of boolean circuit®V = fWp;:::g and a
parameter * such that, for all i, the circuit W; computes a function fromf 0; 1g
to M and, furthermore, for all r 2 f 0;1g we haved(Wo(r); W, (r)) t. }

In our application, W will be output by a ppt adversary, ensuring both that
the ensemble contains only a polynomial nhumber of circuits ad that each such
circuit is of polynomial size (and hence may be evaluated e gently). We re-
mark that it is not necessary for our proof that it be possible to e ciently
verify whether a given W satis es the \t-bounded" property or whether the
min-entropy of Wy is as claimed, although the security guarantee stated below
only holds if W does indeed satisfy these propertie.With the above in mind,
we now state the security achieved by our protocol:

Theorem 2. Let be a secure PAK protocol (with respect to the de nition
sketched earlier) and letA be appt adversary. If (SSReq is a well-formed
(m;m%t)-secure sketch over a metric spacdM ;d), and W = fWp;:::g is
an explicitly-computablet-bounded distortion ensemble (output adaptively by)
with Hy (W)  m, then the success probability oA in attacking protocol Cis at
most ¢ 2 m¥y neg( ), where gs represents the number of sessions in which the
adversary attempts to impersonate one of the parties, anth®= m° log VoI{VI .

Due to space limitations, the proof is deferred to the full vesion.

Speci ¢ instantiations. As noted earlier, a number of PAK protocols satisfying
the required de nition of security are known. If one is content to work in the
random oracle model then the protocol of [1] may be used (not¢hat this still
represents an improvement over the solution based on robustuzzy extractors
since the \e ective key size" will be larger, as we discuss irthe next paragraph).
To obtain a solution in the standard model which is only slightly less e cient, the
PAK protocols of [17,11, 16] could be used. Note that although these protocols
were designed for use with \short" passwords, they can be edg modied to
handle \large" passwords without much loss of e ciency; we discuss this further
in the full version.

6 As to whether the adversary can be \trusted" to outputa W satisfying these prop-
erties, recall that W anyway is meant to model naturally-occurring errors. Clear ly, if
a real-world adversary has the ability to, e.g., introduce a rbitrarily-large errors then
only weaker security guarantees can be expected to hold.

Although these protocols require public parameters, such parameters can be \hard
coded" into the implementation of the protocol and are xed f or all users of the
system; thus, users are not required to remember or store these values. The di erence
is akin to the di erence between PAK protocols in a \hybrid" P KI model (where
clients store their server's public key) and PAK protocols ( including [17, 11, 16]) in
which clients need only remember a short password.

~



4.2 Comparing Our Two Solutions

It is somewhat di cult to compare the security o ered by our t wo solutions
(i.e., the one based on robust fuzzy extractors and the one deribed in this
section) since an exact comparison depends on a number of assptions and
design decisions. As we already observed, the main advantagof the solution
described in this section is that it does not rely on random oacles. On the other
hand, the solution based on robust fuzzy extractors is simgr and more e cient.

The solution presented in this section does not require anyandomness ex-
traction, and it therefore \saves" 2log ! bits of entropy as compared with
solutions that apply standard randomness extractors to therecovered biometric
data. Since a likely value in practice is 2 % this results in a potential sav-
ings of at least 128 bits of entropy. When the entropy of the ofginal biometric
data is \large", however, we notice that (1) as mentioned already in the previous
section, we may use a random oracle as our randomness extractand thereby
avoid the loss of 2log ! bits of entropy; and (2) our two approaches can be
combined, and one can use a PAK protocol with anyrobust sketch. If this is
done then additional extraction is not required, and so we agin avoid losing
2log ! bits of entropy.

On the other hand, the solution of the present section o ers aclear advantage
when the entropy of the original biometric data is \small". A Ithough in this case
the adversary can succeed by an exhaustive, on-line \dictioary" attack, the
security of our second solution implies that this is thebest an adversary can do.
In contrast, our solution based on robust sketches would nobe appropriate in
this case since the adversary could determine the user's set biometric data
usingo -line queries to the random oracle (cf. the factor proportional togy 2 m®
in Theorem 1).
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